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Bogotá, D.C., Colombia

Septiembre de 2025





GPU/CUDA-Based Parallelization of
the ECSAGO Evolutionary Algorithm

Joan Sebastian Tamayo Rivera

Thesis Work to Obtain the Degree of:

Magister en Ingenier��a de Sistemas y Computaci�on

Advisor:

Elizabeth León Guzmán, Ph.D.

Doctor in Computer Science

Research Area:

Parallel Computing and Evolutionary Clustering Algorithms

Universidad Nacional de Colombia

Facultad de Ingeńıera
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Abstract

The exponential growth of data volumes and computational complexity has created sub-

stantial challenges for traditional clustering algorithms when processing large-scale, high-

dimensional datasets. This work presents the design and implementation of a GPU-accelerated

parallel version of the Evolutionary Clustering with Self-Adaptive Genetic Operators (EC-

SAGO) algorithm using CUDA, addressing fundamental scalability limitations while preserv-

ing the algorithm’s sophisticated self-adaptive capabilities. The implementation employs a

master-slave architectural model that strategically distributes computational responsibili-

ties between CPU and GPU components, with the CPU managing evolutionary control

logic and the GPU executing computationally intensive �tness evaluation through special-

ized CUDA kernels. Comprehensive experimental evaluation across synthetic and real-world

datasets demonstrates that GPU acceleration e�ectiveness correlates strongly with com-

putational density, achieving substantial speedup improvements of up to 9.6× for high-

dimensional problems while establishing a clear computational density threshold of approx-

imately 500; 000 for bene�cial acceleration. The parallel implementation successfully pre-

serves clustering quality across all experimental conditions, with silhouette scores remaining

within acceptable bounds of sequential counterparts and evidence of enhanced exploration

capabilities in complex datasets. This work transforms ECSAGO into a viable solution for

large-scale, high-dimensional clustering applications in contemporary data-intensive domains

while providing practical guidelines for practitioners regarding GPU acceleration deployment

decisions.

Keywords: GPU parallelization, CUDA, evolutionary clustering, ECSAGO algorithm,

high-performance computing, master-slave architecture, scalability optimization





Resumen

Paralelización del Algoritmo Evolutivo ECSAGO usando GPU/CUDA

El crecimiento exponencial de los vol�umenes de datos y de la complejidad computacional

ha generado grandes desaf��os para los algoritmos de clustering tradicionales al procesar con-

juntos de datos de gran escala y alta dimensionalidad. Este trabajo presenta el dise~no e

implementaci�on de una versi�on paralela del algoritmo Evolutionary Clustering with Self-

Adaptive Genetic Operators (ECSAGO), acelerada con GPU mediante CUDA, con el obje-

tivo de superar las limitaciones de escalabilidad sin perder las capacidades de autoadaptaci�on

del algoritmo. La implementaci�on se basa en un modelo maestro{esclavo que distribuye las

tareas entre la CPU y la GPU: la CPU gestiona la l�ogica evolutiva, mientras que la GPU

se encarga de la evaluaci�on de aptitud, altamente demandante en c�omputo, mediante ker-

nels CUDA especializados. Los experimentos, realizados con conjuntos de datos sint�eticos

y reales, muestran que la aceleraci�on con GPU depende en gran medida de la densidad

computacional, alcanzando mejoras de hasta 9.6× en problemas de alta dimensionalidad

y estableciendo un umbral pr�actico cercano a 500; 000 para obtener bene�cios claros. La

versi�on paralela mantiene la calidad del agrupamiento en todas las pruebas, con puntua-

ciones de silueta comparables a las de la versi�on secuencial y, en algunos casos, con una

exploraci�on mejorada en escenarios complejos. En conjunto, este trabajo convierte a EC-

SAGO en una alternativa viable para aplicaciones de agrupamiento a gran escala en entornos

intensivos en datos y ofrece orientaciones pr�acticas para profesionales que buscan aprovechar

la aceleraci�on con GPU.

Palabras clave: Paralelizaci�on GPU, CUDA, agrupamiento evolutivo, algoritmo EC-

SAGO, computaci�on de alto rendimiento, arquitectura maestro-esclavo, optimizaci�on

de escalabilidad
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1 Introduction

The exponential growth of data volumes and increasing computational complexity have
fundamentally transformed the landscape of optimization and data analysis in modern com-
puting environments [36]. This transformation has created unprecedented challenges for
traditional clustering algorithms, which struggle to maintain e�ectiveness when processing
large-scale, high-dimensional datasets. Consequently, there has been substantial demand
for advanced computational methodologies capable of automatically discovering meaningful
patterns and structures within complex data distributions without requiring extensive prior
knowledge or manual parameter tuning.

Evolutionary Clustering Algorithms represent a paradigm shift [74, 25] from conventional
clustering approaches by incorporating adaptive mechanisms derived from natural selection
and genetic evolution principles. These algorithms have demonstrated superior performance
in addressing optimization challenges that traditional methods cannot adequately handle,
particularly in scenarios involving noisy, dynamic, or heterogeneous data distributions. Un-
like conventional clustering techniques that often converge to local optima, evolutionary
approaches maintain population diversity and explore multiple regions of the solution space
simultaneously, enabling the discovery of globally optimal clustering solutions.

The Evolutionary Clustering with Self-Adaptive Genetic Operators (ECSAGO) algorithm
represents a signi�cant advancement in this �eld, extending the theoretical foundations of
Unsupervised Niche Clustering (UNC) while incorporating sophisticated parameter adap-
tation mechanisms through the Hybrid Adaptive Evolutionary Algorithm (HAEA) frame-
work. ECSAGO addresses critical limitations inherent in traditional clustering approaches,
including parameter sensitivity, encoding restrictions, and scalability constraints, through
its integration of real-valued encoding schemes, self-adaptive genetic operators, and robust
density-based �tness evaluation mechanisms.

Despite its algorithmic sophistication and demonstrated e�ectiveness across diverse cluster-
ing scenarios, ECSAGO faces substantial computational challenges that limit its practical
applicability to large-scale datasets. The iterative nature of evolutionary processes, com-
bined with the computational intensity of �tness evaluation across entire populations, creates
signi�cant bottlenecks that scale poorly with dataset size and dimensionality. The �tness
evaluation stage, which typically accounts for as much as a 70-90% [41] of total computa-
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tional time, represents the primary obstacle to scalability, becoming increasingly prohibitive
as datasets grow to millions of data points with hundreds or thousands of features.

The emergence of Graphics Processing Units (GPUs) and parallel computing architectures
has opened transformative opportunities for accelerating computationally intensive algo-
rithms. Modern GPUs o�er thousands of processing cores capable of executing parallel
operations simultaneously, making them particularly well-suited for the embarrassingly par-
allel computations inherent in evolutionary algorithms [46]. The Compute Uni�ed Device
Architecture (CUDA) platform provides a comprehensive framework for harnessing GPU
computational power, enabling the development of high-performance implementations that
can achieve substantial speedups over traditional CPU-based approaches.

Recent advances in GPU-accelerated evolutionary computation have demonstrated remark-
able potential for dramatic performance improvements, with reported speedups ranging from
several-fold to several thousand-fold [33, 31] compared to sequential implementations. How-
ever, e�ective GPU parallelization of evolutionary clustering algorithms requires careful con-
sideration of memory hierarchy optimization, thread synchronization strategies, and algo-
rithmic adaptation to maintain both computational e�ciency and solution quality. The
challenge lies in preserving the sophisticated self-adaptive mechanisms that distinguish EC-
SAGO while exploiting the massive parallelism o�ered by modern GPU architectures.

The theoretical foundations of parallel evolutionary computation have established multiple
paradigms for distributing computational workload while preserving algorithmic integrity.
The master-slave model, where a central processor manages evolutionary operations while
delegating computationally intensive tasks to parallel workers, has proven particularly ef-
fective for algorithms dominated by expensive �tness evaluations [82, 65]. This approach
maintains the essential characteristics of the sequential algorithm while exploiting paral-
lelism in the most time-consuming components, making it ideally suited for ECSAGO's
computational pro�le.

The signi�cance of this research extends beyond computational e�ciency improvements to
encompass broader implications for data mining, pattern recognition, and knowledge dis-
covery in contemporary applications. Modern data-driven systems require clustering algo-
rithms capable of processing massive datasets within practical time constraints while main-
taining high solution quality. The parallelization of ECSAGO using CUDA addresses this
critical need by providing a scalable solution that enables evolutionary clustering in high-
performance computing environments without sacri�cing the algorithmic advantages that
distinguish ECSAGO from traditional clustering methods.



4 1 Introduction

1.1 Goal

The primary objective of this research is to develop and implement a GPU-accelerated par-
allel version of the ECSAGO algorithm using CUDA that achieves signi�cant computational
speedup while preserving the algorithm's clustering quality and self-adaptive capabilities.
This work addresses the fundamental scalability limitations of sequential ECSAGO imple-
mentation by leveraging the massive parallel processing capabilities of modern GPUs to
enable evolutionary clustering on large-scale datasets.

The speci�c research objectives include:

1. Sequential Implementation and Baseline Establishment: Implementing the
sequential ECSAGO algorithm in Python to establish a robust baseline for subsequent
parallelization and performance evaluation.

2. Comprehensive Algorithmic Analysis and Parallelization Strategy Devel-
opment: Conducting comprehensive algorithmic analysis to identify computational
bottlenecks and determine optimal parallelization strategies for GPU implementation.

3. Parallel Architecture Design and Implementation: Designing and implementing
a master-slave parallel architecture that e�ciently distributes computational workload
between CPU and GPU components while maintaining algorithmic integrity.

4. Specialized CUDA Implementation and Optimization: Developing specialized
CUDA kernels for computationally intensive components including �tness evaluation,
genetic operators, and population management.

5. Performance Optimization and Scalability Enhancement: Optimizing memory
access patterns, thread utilization, and data transfer mechanisms to achieve maximum
GPU performance.

6. Comprehensive Experimental Validation and Analysis: Conducting compre-
hensive experimental validation to demonstrate e�ectiveness in terms of computational
speedup, scalability, and clustering quality preservation.

1.2 Main Contributions

The primary contribution of this research is the design and implementation of a novel GPU-
accelerated version of the ECSAGO algorithm using CUDA, enabling e�cient evolutionary
clustering on high-performance computing platforms. This work introduces a comprehen-
sive master-slave parallelization model that e�ectively distributes computational workload
between CPU and GPU components while preserving ECSAGO's sophisticated self-adaptive
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characteristics.

The research contributes specialized CUDA kernels optimized for critical algorithmic com-
ponents, including parallel �tness computation, genetic operators, and population manage-
ment, with careful optimization for GPU memory hierarchy and thread synchronization.
Additionally, the work establishes a robust experimental framework for evaluating GPU-
accelerated evolutionary clustering algorithms. Unlike previous GPU parallelization e�orts
that simplify algorithmic complexity, this research successfully preserves ECSAGO's ad-
vanced self-adaptive mechanisms while achieving substantial computational speedup across
diverse benchmark datasets.

1.3 Thesis Outline

This document is structured as follows: Chapter 1 introduces the motivation, objectives,
and contributions of the research, setting the stage for GPU-accelerated evolutionary clus-
tering. Chapter 2 provides a comprehensive background on evolutionary algorithms, clus-
tering methods, the ECSAGO algorithm, and GPU computing fundamentals, forming the
theoretical basis for the parallel implementation. Chapter 3 focuses on the design and
analysis of the parallel architecture, detailing the master-slave model, workload distribu-
tion strategies, and necessary algorithmic adaptations for GPU execution. It also describes
the CUDA implementation in depth, covering data structures, memory management, and
kernel optimization techniques. Chapter 4 presents the experimental methodology, includ-
ing the benchmark datasets, evaluation metrics, and testing protocols used to validate the
implementation. Chapter 4 further discusses the results and analysis, o�ering detailed
performance assessments, scalability studies, and evaluations of clustering quality. Finally,
Chapter 5 summarizes the �ndings, explores their implications, and suggests avenues for
future research.



2 Background

This chapter establishes the theoretical foundations essential for understanding the GPU-
accelerated implementation of the ECSAGO algorithm. The discussion progresses system-
atically from fundamental clustering methodologies to advanced evolutionary computation
techniques, ultimately converging on the speci�c requirements and opportunities for parallel
processing acceleration. Each section builds upon previous concepts while establishing clear
connections to the subsequent implementation challenges addressed in this research.

The chapter organization follows a logical progression that mirrors the algorithmic compo-
nents of ECSAGO. Beginning with clustering fundamentals provides the necessary context
for understanding the optimization objectives that evolutionary algorithms must address.
The evolutionary algorithms section establishes the computational framework that ECSAGO
employs, while the detailed ECSAGO analysis reveals the speci�c algorithmic characteristics
that create both opportunities and challenges for GPU acceleration. Finally, the GPU com-
puting section demonstrates how modern parallel architectures can be leveraged to overcome
the computational limitations identi�ed in the preceding sections.

2.1 Clustering

Clustering constitutes a fundamental paradigm in unsupervised machine learning for discov-
ering hidden patterns and structures within unlabeled data. The primary objective involves
partitioning datasets into coherent groups where intra-cluster similarity is maximized while
inter-cluster dissimilarity is maintained [74]. This dual optimization criterion underlies the
mathematical foundation of clustering algorithms and directly in
uences their computational
complexity and performance characteristics.

The theoretical framework of clustering algorithms operates on the principle of optimizing
objective functions that capture both cohesion and separation criteria. These optimization
problems typically exhibit non-convex landscapes with multiple local optima, necessitating
sophisticated search strategies to achieve global solutions. The computational complex-
ity varies signi�cantly across di�erent clustering approaches, with traditional methods such
as k-means demonstrating O(ndk) complexity, where n represents data points, d denotes
dimensionality, and k indicates cluster count [39, 20]. This complexity scaling presents sub-
stantial challenges for large-scale applications, particularly in high-dimensional spaces where
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the curse of dimensionality compounds computational di�culties [77, 52].

Clustering algorithms can be systematically categorized into distinct families based on their
underlying methodologies. Partitional clustering algorithms partition data into non-overlapping
clusters through the optimization of speci�c criterion functions. The k-means algorithm
exempli�es this approach, utilizing iterative re�nement to minimize within-cluster sum of
squares. Despite its widespread adoption due to conceptual simplicity and computational
e�ciency, k-means exhibits fundamental limitations including initialization sensitivity and
susceptibility to local optima convergence [76, 2]. These limitations become particularly
problematic in high-dimensional spaces where the optimization landscape becomes increas-
ingly complex.

Density-based clustering algorithms identify clusters as regions of high data density sepa-
rated by areas of lower density, enabling the discovery of arbitrarily shaped clusters while
automatically detecting outliers. The Density-Based Spatial Clustering of Applications with
Noise (DBSCAN) algorithm represents the foundational approach in this category, employing
epsilon (�) for neighborhood radius de�nition and minimum points (MinPts) for core point
identi�cation [9]. The theoretical foundation rests on the concept of density reachability,
which establishes connectivity relationships between data points based on local neighbor-
hood density [4]. This approach provides signi�cant advantages over partitional methods by
accommodating non-spherical cluster shapes and handling noise naturally, though parameter
selection remains a signi�cant challenge [40].

Hierarchical clustering algorithms construct tree-like structures that reveal nested data or-
ganization across multiple granularity levels through either agglomerative or divisive ap-
proaches [55, 42]. Model-based clustering approaches assume that data originates from mix-
tures of underlying probability distributions, with Gaussian Mixture Models (GMM) rep-
resenting the most widely adopted technique utilizing the Expectation-Maximization (EM)
algorithm for parameter estimation [57, 64]. The probabilistic foundation provides a princi-
pled statistical framework for cluster analysis while enabling uncertainty quanti�cation.

The progression from traditional clustering methods to more sophisticated approaches illus-
trates the evolution toward techniques capable of handling complex, high-dimensional data.
This evolution establishes the foundation for understanding why evolutionary approaches
such as ECSAGO represent a natural progression in clustering algorithm development, of-
fering the adaptability and robustness necessary for modern clustering challenges that tra-
ditional methods struggle to address e�ectively.
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2.2 Evolutionary Algorithms

Evolutionary algorithms represent a paradigm of population-based metaheuristic optimiza-
tion techniques that derive inspiration from natural evolution and genetics principles. These
algorithms have emerged as powerful computational tools for solving complex optimization
problems across diverse domains, demonstrating remarkable e�cacy in navigating large,
multimodal, and non-linear search spaces [5, 54]. The transition from traditional cluster-
ing methods to evolutionary approaches represents a fundamental shift toward adaptive,
population-based optimization strategies that can simultaneously explore multiple regions
of the solution space.

The theoretical foundation of evolutionary algorithms rests on the concept of population
dynamics, where collections of candidate solutions evolve through successive generations via
evolutionary operators guided by �tness-based selection mechanisms [5, 54]. This population-
based approach provides natural parallelism opportunities that align well with modern com-
puting architectures, establishing the conceptual foundation for the GPU acceleration strate-
gies examined in subsequent chapters. Contemporary evolutionary algorithms encompass
genetic algorithms (GA), evolutionary strategies (ES), genetic programming (GP), and dif-
ferential evolution (DE), each o�ering unique advantages for speci�c problem classes [80, 79].

2.2.1 Representation and Fitness Function

The representation scheme constitutes the fundamental component that de�nes how candi-
date solutions are encoded and manipulated within evolutionary frameworks. The choice of
representation directly in
uences the e�ectiveness of genetic operators and the algorithm's
ability to explore the solution space e�ciently [68]. While traditional binary representations
remain relevant for discrete optimization problems, real-valued encoding has emerged as the
predominant representation scheme for continuous optimization problems, o�ering direct
manipulation of decision variables within their natural domains [69]. This approach elimi-
nates the need for binary-to-real conversion processes, enabling more e�cient exploration of
continuous search spaces while maintaining precision in solution representation [28, 44]. The
adoption of real-valued encoding in ECSAGO exempli�es this trend toward more natural
representation schemes that align with problem characteristics.

The �tness function serves as the cornerstone of evolutionary algorithms, providing the
quantitative measure by which candidate solutions are evaluated and compared [5, 54]. In
clustering applications, �tness functions must capture the essential characteristics of high-
quality clustering solutions, including cluster compactness, separation, and robustness to
noise. Traditional �tness functions in clustering applications often employ distance-based
measures such as within-cluster sum of squares or silhouette coe�cients. However, these
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measures may not adequately capture the complexity of real-world clustering challenges,
particularly in high-dimensional spaces or datasets with irregular cluster shapes, necessitat-
ing the development of more sophisticated �tness measures.

2.2.2 Selection and Genetic Operators

Selection mechanisms determine which individuals participate in reproduction, directly in-

uencing the direction and speed of evolutionary search processes [5, 54]. E�ective selection
strategies must balance exploitation of high-quality solutions with exploration of diverse
regions in the solution space to maintain population diversity and prevent premature con-
vergence [73, 51]. Tournament Selection remains one of the most widely adopted selection
methods due to its simplicity and e�ectiveness across diverse problem domains, involving
randomly selecting a subset of individuals from the population and choosing the best among
them for reproduction [73, 51]. The tournament size parameter provides direct control over
selection pressure, with larger tournaments increasing exploitation while smaller tourna-
ments maintain exploration capabilities.

Genetic operators constitute the core mechanisms through which evolutionary algorithms
generate new candidate solutions by manipulating existing population members [5, 54].
The design and implementation of these operators signi�cantly in
uence algorithm perfor-
mance, particularly regarding exploration-exploitation balance and convergence characteris-
tics [28, 44]. Crossover operations combine genetic material from multiple parent solutions
to produce o�spring that inherit characteristics from both parents. For real-valued repre-
sentations, approaches such as uniform crossover provide 
exible genetic material exchange
where each gene position is independently subject to recombination, enabling �ne-grained
control over genetic material exchange and demonstrating particular e�ectiveness in prob-
lems where gene interactions are complex [54, 84].

Mutation operators introduce random variations in individual solutions, serving as the pri-
mary mechanism for maintaining population diversity and enabling escape from local op-
tima [5, 54]. Gaussian Mutation represents the standard approach for real-valued represen-
tations, where random perturbations are applied to decision variables according to Gaus-
sian distributions [28, 44]. The standard deviation of the mutation distribution is typically
adapted based on search progress, with larger perturbations during early exploration phases
and smaller perturbations during later exploitation phases [54, 84]. This adaptive approach
aligns with the natural progression of evolutionary search from exploration to exploitation.
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2.2.3 Niching and Parameter Adaptation

Niching techniques address the fundamental challenge of maintaining population diversity
and exploring multiple regions of the search space simultaneously [37, 23]. These methods
are particularly crucial in multimodal optimization problems where multiple high-quality
solutions exist, and in clustering applications where diverse cluster con�gurations must be
explored. Fitness sharing reduces the �tness of individuals in densely populated regions
of the search space, encouraging exploration of underrepresented areas through resource
competition where individuals must share �tness resources with nearby solutions [37, 23].
Crowding mechanisms maintain population diversity by replacing individuals with similar
o�spring, ensuring that new solutions compete directly with their most similar population
members [32, 38]. Deterministic Crowding systematically compares o�spring with their par-
ents and replaces the more similar parent, ensuring that new genetic material is incorporated
while maintaining population structure [32, 38].

Parameter adaptation mechanisms enable evolutionary algorithms to automatically adjust
operational parameters during the search process, eliminating the need for manual param-
eter tuning while improving algorithm robustness across diverse problem domains [75, 28].
Self-Adaptive Parameter Control encodes algorithm parameters as part of the individual
representation, allowing them to evolve alongside solution variables [75, 28]. This approach
enables the evolutionary process to optimize both solution quality and algorithmic perfor-
mance simultaneously, leading to more e�ective and robust optimization procedures. Dy-
namic Parameter Adaptation employs feedback mechanisms that adjust parameters based
on search progress and population characteristics [54, 84].

The progression from �xed parameter settings to adaptive mechanisms represents a funda-
mental shift toward more intelligent and autonomous optimization systems. This evolution
establishes the foundation for understanding the self-adaptive characteristics of ECSAGO,
which integrates multiple adaptation mechanisms to achieve robust clustering performance
across diverse datasets and problem characteristics while providing the computational struc-
ture necessary for e�ective GPU parallelization.

2.3 Evolutionary Clustering with Self Adaptive Genetic
Operators Algorithm - ECSAGO

The Evolutionary Clustering with Self-Adaptive Genetic Operators (ECSAGO)
algorithm, proposed by Le�on et al. [28], represents a sophisticated integration of evolutionary
computation principles with adaptive parameter control mechanisms, speci�cally designed
for unsupervised clustering applications. This algorithm extends the foundational concepts
of Unsupervised Niche Clustering (UNC) [43] while incorporating the Hybrid Adaptive Evo-
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lutionary Algorithm (HAEA) framework, proposed by G�omez [13, 14], creating a robust
system capable of automatically determining optimal cluster numbers and adapting to vary-
ing data characteristics without extensive parameter tuning [28, 30].

ECSAGO addresses several fundamental limitations inherent in traditional clustering ap-
proaches, particularly the challenge of parameter sensitivity and the need for prior knowl-
edge about cluster structures. The algorithm operates through a synergistic combination
of evolutionary processes, deterministic crowding mechanisms, and self-adaptive genetic op-
erators that collectively enable e�ective clustering of complex, high-dimensional datasets
while maintaining robustness to noise and outliers [28, 30]. The real-valued representation
and density-based �tness evaluation distinguish ECSAGO from conventional evolutionary
clustering approaches, enabling more natural problem representation and more accurate
clustering quality assessment [44, 29].

The computational complexity and self-adaptive characteristics of ECSAGO create both
opportunities and challenges for GPU acceleration. The algorithm's �tness evaluation pro-
cess, which dominates computational time, exhibits natural parallelism that aligns well with
GPU architectures. However, the self-adaptive mechanisms require careful preservation dur-
ing parallelization to maintain the algorithm's fundamental characteristics and performance
advantages.The ECSAGO model is shown in Figure 2-1.

Figure 2-1: ECSAGO Model
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2.3.1 Unsupervised Niche Clustering (UNC)

The theoretical foundation of ECSAGO rests upon the Unsupervised Niche Clustering
(UNC) principles, which establishes a fundamental correspondence between evolutionary
niches and data clusters. UNC employs genetic niching techniques to locate and maintain
dense regions (clusters) in the solution space using an evolutionary algorithm combined with
niching strategies [45]. This approach conceptualizes clustering as an optimization problem
where each individual in the evolutionary population represents a candidate cluster proto-
type, characterized by both a center position and a scale parameter that de�nes the cluster's
spatial extent [43].

The algorithm operates on the principle that clusters in the feature space correspond to
niches in the density-based �tness landscape [30, 28]. This correspondence enables the
algorithm to locate multiple optima (clusters) simultaneously while maintaining diversity
in the population. The �tness function in UNC is de�ned as a density measure based on
Gaussian distribution:

f i =

P N
j=1 wij

� 2
i

(2-1)

where wij represents the robust weight that measures how typical data point xj is within the
i-th cluster, and � 2

i is the scale measure or dispersion of the candidate cluster center [28, 30].
This density-based �tness evaluation provides a principled approach to clustering quality
assessment while enabling the identi�cation of clusters with varying densities and shapes.

2.3.2 Genetic Operators

ECSAGO employs specialized genetic operators designed for real-valued representations,
leveraging the properties of Euclidean space to enhance clustering performance. The two
key operators forming the core of ECSAGO's genetic mechanism are Linear Crossover Per Di-
mension (LCD) and Adaptive Gaussian Mutation. These operators are speci�cally designed
to maintain the same niche property, ensuring that o�spring generated from parents within
the same cluster remain within that cluster's boundaries, thereby preserving the detected
cluster structures throughout the evolutionary process. [28, 30].

Linear Crossover per Dimension (LCD)

The Linear Crossover Per Dimension operator represents an enhancement of traditional lin-
ear crossover approaches, speci�cally adapted for the real-valued encoding used in ECSAGO.
This operator performs a convex linear combination of the genomes of two parent individu-
als, with the crucial distinction of employing di�erent randomly generated coe�cients � i for
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each gene dimension, rather than using a single coe�cient across all dimensions [28]. This
dimension-speci�c approach enables more 
exible genetic material exchange while maintain-
ing the geometric properties essential for clustering applications.

The mathematical formulation of LCD for each dimension i is given by:

o�spring i = � i � parent i
1 + (1 � � i ) � parent i

2

where � i is randomly generated for each dimension, enabling �ne-grained control over genetic
material contribution. This approach preserves the niche property by ensuring that o�spring
remain within the convex hull de�ned by their parents, maintaining cluster coherence while
enabling exploration of intermediate solutions.

Adaptive Gaussian Mutation

The Adaptive Gaussian Mutation operator represents a signi�cant advancement in muta-
tion strategies for evolutionary clustering, dynamically adapting its parameter based on the
locally estimated measure of scale or dispersion of each individual[28]. Unlike traditional
Gaussian Mutation operators that employ �xed parameters, this adaptive approach elim-
inates the need for manual parameter tuning while providing context-sensitive mutation
behavior that responds to local cluster characteristics.

The operator adds a random number following a Gaussian distribution N(0; �m ) to one
component of the individual, where �m is automatically determined by the estimated scale �i
of the individual. This adaptive mechanism ensures that mutation magnitude is proportional
to the cluster's natural dispersion, preventing disruption of compact clusters while enabling
adequate exploration in regions with larger natural variation.

2.3.3 Deterministic Crowding (DC)

Deterministic Crowding represents a fundamental niching mechanism within ECSAGO that
addresses the critical challenge of maintaining population diversity while preventing prema-
ture convergence to single optimal solutions [13]. This technique operates through similarity-
based competition that mimics natural ecological niching processes where individuals com-
pete primarily with similar entities within their local environment, fundamentally di�ering
from traditional selection mechanisms that promote global competition among all popula-
tion members [49, 10].

The DC mechanism operates through a specialized replacement strategy that ensures pop-
ulation diversity maintenance while preserving selective pressure toward high-quality solu-
tions [38, 10]. The algorithm selects pairs of parents randomly without replacement, gener-
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ates o�spring through crossover and mutation operations, and replaces each parent with the
most similar o�spring if the o�spring demonstrates superior �tness. This similarity-based
replacement policy naturally forms and maintains distinct niches within the population.

The mathematical formulation of the similarity-based replacement decision is:

If [d(p 1; c
0

1) + d(p 2; c
0

2)] � [d(p 1; c
0

2) + d(p 2; c
0

1)]

where d(�; �) represents the Euclidean distance between individuals, p1 and p2 are parents,
and c

0

1 and c
0

2 are mutated o�spring. This mechanism ensures that each individual competes
primarily with similar individuals, naturally forming and maintaining distinct niches within
the population while preventing the loss of diverse solutions that might represent di�erent
clusters. Algorithm 1 presents the DC algorithm.

Algorithm 1 Deterministic Crowding
1: for G generations do
2: for POP SIZE

2 times do
3: Select two parents p1 and p2 randomly without replacement
4: Cross them to produce children c1 and c2

5: Optionally apply mutation to produce children c 0
1 and c0

2

6: if [d(p1; c0
1) + d(p 2; c0

2)] � [d(p 1; c0
2) + d(p 2; c0

1)] then
7: if f (c 0

1) > f (p 1) then Replace p1 with c0
1

8: end if
9: if f (c 0

2) > f (p 2) then Replace p2 with c0
2

10: end if
11: else
12: if f (c 0

2) > f (p 1) then Replace p1 with c0
2

13: end if
14: if f (c 0

1) > f (p 2) then Replace p2 with c0
1

15: end if
16: end if
17: end for
18: end for

2.3.4 Hybrid Adaptive Evolutionary Algorithm (HAEA)

The Hybrid Adaptive Evolutionary Algorithm (HAEA) framework represents a sophisticated
approach to automatically adjusting genetic operator rates during evolutionary optimization,
addressing one of the most challenging aspects of evolutionary algorithm design. HAEA
eliminates the need for manual parameter tuning by enabling dynamic adaptation of ge-
netic operator probabilities throughout the evolutionary process [14], based on competitive
reinforcement learning principles where each genetic operator's e�ectiveness is continuously
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monitored and rewarded or penalized based on its contribution to improving solution qual-
ity [13].

The HAEA algorithm operates on the principle that each individual in the population main-
tains its own set of operator rates, which are dynamically adjusted based on the performance
of applied operators. This localized learning mechanism di�ers from traditional parameter
adaptation methods by providing individual-speci�c parameter control that can respond to
varying problem characteristics across di�erent regions of the search space.

Self-Adaptive Parameter Control

The self-adaptive parameter control mechanism in HAEA implements a reinforcement learn-
ing approach where operator rates are adjusted based on their success in generating improved
solutions. The adaptation follows a reward-punishment paradigm:

ˆ Reward: If o�spring �tness exceeds parent �tness, the applied operator's rate is
increased by the factor (1:0 + �)

ˆ Punishment: If o�spring �tness is inferior to parent �tness, the operator's rate is
decreased by the factor (1:0 � �)

where � is a dynamically generated learning rate using randomized values between 0 and
1. This randomization prevents the algorithm from becoming overly committed to speci�c
operators while maintaining exploratory behavior throughout the optimization process [13].

Operator Selection and Application

The operator selection process in HAEA employs a roulette wheel mechanism where oper-
ators with higher success rates have greater selection probability [28, 13]. Each individual
evolves independently, selecting a single genetic operator per generation based on encoded
probabilities. This generation-independent approach enables rapid adaptation to changing
problem characteristics while maintaining the diversity necessary for e�ective evolutionary
search.

The learning rate for parameter adaptation is dynamically generated using random values
between 0 and 1, providing stochastic variation in the adaptation process and preventing
premature convergence to suboptimal operator combinations. This adaptive mechanism
allows the algorithm to automatically discover which genetic operators are most e�ective for
speci�c datasets being clustered, leading to improved convergence properties and reduced
sensitivity to initial parameter settings [44].The HAEA algorithm is presented in Algorithm 2.
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Algorithm 2 Hybrid Adaptive Evolutionary Algorithm (HAEA)
HAEA(�, terminationCondition)

1: t0 = 0
2: P0 = initPopulation( � )
3: while terminationCondition( t, P t ) is false do
4: Pt+1 = fg
5: for each ind 2 P t do
6: rates = extract rates( ind )
7: � = random(0,1) . learning rate
8: oper = Op Select( operators, rates )
9: parents = ParentSelection(Pt , ind )

10: o�spring = apply( oper, parents )
11: child = Best( o�spring, ind )
12: if �tness( child ) > �tness( ind ) then
13: rates[oper] = (1:0 + �)*rates[oper] . reward
14: else
15: rates[oper] = (1:0 � �)*rates[oper] . punish
16: end if
17: normalize rates( rates )
18: set rates( child, rates )
19: Pt+1 = P t+1 [ fchildg
20: end for
21: end while

2.3.5 DC-HAEA Integration

The synergistic integration of the Hybrid Adaptive Evolutionary Algorithm (HAEA) with
Deterministic Crowding (DC) forms the core mechanism of ECSAGO, creating a robust
framework that concurrently addresses parameter adaptation and population diversity preser-
vation. This integration modi�es the traditional DC replacement strategy to incorporate the
self-adaptive learning mechanism, ensuring that population diversity is maintained while op-
timal operator rates are learned across di�erent niches within the population [28].

The integrated framework operates through a uni�ed process where each population member
evolves independently using HAEA principles while the DC mechanism ensures that diver-
sity is maintained through similarity-based replacement policies [28, 13]. This combination
enables di�erent niches to develop specialized operator preferences while preventing the loss
of diverse solutions that might represent di�erent clusters.

The mathematical formulation of the integrated approach ensures that the most similar
o�spring replaces its corresponding parent only if it demonstrates superior �tness, while
the self-adaptive mechanism updates operator rates based on the success of the applied
operators. This creates a multi-level optimization process where both solution quality and
algorithmic performance are simultaneously optimized across di�erent regions of the search
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space [44]. The DC-HAEA algorithm is presented in detail in Algorithm 3

Algorithm 3 DC-HAEA Integration
DC-HAEA(�, terminationCondition)

1: t0 = 0
2: ...

11: child = Best � ( o�spring , ind )
12: ...

Best � ( o�spring , ind )

1: N = number of o�spring
2: x = o�spring 1

3: min = d(ind, x)
4: for i=2 to N do
5: if d(ind, o�spring i ) > 0 and d(ind, o�spring i ) < min then
6: x = o�spring i

7: min = d(ind, o�spring i )
8: end if
9: end for

10: if f (ind) > f(x) then x = ind
11: end if
12: return x

2.3.6 Evolutionary Process

The evolutionary process in ECSAGO operates through a carefully orchestrated sequence
of operations that balance exploration and exploitation while maintaining cluster diversity.
The process begins with population initialization where individuals are randomly selected
from the search space, each representing a potential cluster center with an associated scale
parameter [28, 30]. The population size is typically set to ensure su�cient diversity for ex-
ploration while maintaining computational feasibility.

Population Initialization and Representation

The population consists of individuals, each encoding a cluster prototype with center co-
ordinates represented as real-valued vectors in the data space, scale parameters measuring
cluster dispersion that are automatically updated through hill-climbing procedures, and op-
erator rates controlling genetic operator selection through self-adaptive mechanisms.

The initialization process ensures adequate coverage of the search space to facilitate discovery
of all relevant clusters. The real-valued representation enables direct manipulation of cluster
prototypes without requiring encoding-decoding transformations, improving computational
e�ciency and solution precision.
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Fitness Evaluation

Fitness evaluation in ECSAGO employs a density-based criterion that promotes the forma-
tion of compact, well-separated clusters [28, 30]. The �tness function incorporates robust
weights to minimize the in
uence of outliers and noise:

wij = exp
�

�
d2

ij

2� 2
i

�
(2-2)

where dij represents the Euclidean distance between data point xj and cluster ci :

d2
ij = kx j � c i k = (x j � c i )t (x j � c i ) (2-3)

This density-based evaluation naturally handles varying cluster densities while providing
robustness to noise and outliers through the Gaussian weighting scheme.

Scale Parameter Updates

The scale parameter �2i for each cluster is updated iteratively using a hill-climbing procedure:

� 2
i =

P N
j=1 wij d2

ij
P N

j=1 wij

(2-4)

This hill-climbing procedure ensures that the scale parameter re
ects the natural dispersion
of data points associated with each cluster prototype. The updated scale directly in
u-
ences the �tness calculation, creating a Baldwin e�ect where learned characteristics (scale)
in
uence evolutionary selection without being directly inherited [28, 30].

2.3.7 Prototype Extraction and Re�nement

The prototype extraction phase in ECSAGO is designed to identify the most representative
cluster solutions from the evolved population through a two-step process. First, �tness-based
extraction eliminates individuals whose �tness values fall below a predetermined minimum
threshold, typically de�ned as a fraction of the maximum �tness value observed in the pop-
ulation. This ensures that only individuals demonstrating su�cient cluster density and
representativeness are retained for further analysis [28, 30].

Second, niche-based extraction prevents redundant representation of the same cluster by
multiple individuals using the concept of niche radius to determine whether two individuals
represent the same underlying cluster structure. The niche extraction criterion is mathe-
matically de�ned as:

If distance(P i ; Pk) < K min(� 2
i ; � 2

k) Then P i and Pk belong to the same niche (2-5)
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where K represents a scaling factor derived from the �2 distribution for spherical Gaussian
clusters, and � represents the scale parameter of each individual cluster [28, 30].

The optional prototype re�nement phase employs the Maximal Density Estimator (MDE)
to enhance the precision and accuracy of extracted cluster prototypes through localized op-
timization techniques. The MDE algorithm operates by assigning each data point to the
nearest cluster prototype, applying robust estimation techniques to re�ne cluster param-
eters, and iteratively improving the process until convergence or maximum iterations are
reached.

The complete ECSAGO algorithm integrates all components through a uni�ed framework
where evolutionary adaptation, parameter learning, and cluster discovery work synergisti-
cally to produce high-quality clustering solutions. The self-adaptive nature of the algorithm
signi�cantly reduces the parameter tuning burden while maintaining robust performance
across diverse datasets and applications [28, 30]. Algorithm 4 shows the complete ECSAGO
algorithm.

Algorithm 4 ECSAGO Evolutionary Algorithm: HAEA and DC Integration
Evolution(�, terminationCondition)
1: t0 = 0
2: P0 = initPopulation(�)
3: while terminationCondition(t; P t ) is false do
4: Pt+1 = fg
5: for each ind 2 P t do
6: rates = extract rates(ind)
7: � = random(0,1) . learning rate
8: oper = OP SELECT (operators, rates)
9: parents = Extra Sel(arity(oper)-1, Pt ; ind) [ findg

10: o�spring = apply (oper, parents) [ findg
11: N = number of o�spring . Initiation of Replacement Policy
12: x = o�spring i
13: min = d(ind; x)
14: for i = 2 to N do
15: if d(ind, o�spring i ) > 0 and d(ind, o�spring i ) < min then
16: x = o�spring i
17: min = d(ind, o�spring i )
18: end if
19: end for
20: child = x . Best child
21: if �tness(child) > �tness(ind) then
22: rates[oper] = (1.0 + �) * rates[oper] . reward
23: else
24: rates[oper] = (1.0 - �) * rates[oper] . punish
25: end if
26: normalize rates(rates)
27: set rates(child, rates)
28: Pt+1 = P t+1 [ fchildg
29: end for
30: t = t + 1
31: end while
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2.4 GPU-Accelerated Parallel Evolutionary Computation

The exponential growth in data volumes and computational complexity has created sub-
stantial performance bottlenecks in evolutionary clustering algorithms, particularly in the
�tness evaluation phase that dominates computational time [33, 71]. Modern Graphics Pro-
cessing Units (GPUs) o�er thousands of processing cores capable of executing parallel oper-
ations simultaneously, making them particularly well-suited for the embarrassingly parallel
computations inherent in evolutionary algorithms [31, 66]. The Compute Uni�ed Device
Architecture (CUDA) platform provides a comprehensive framework for harnessing GPU
computational power, enabling signi�cant performance improvements for computationally
intensive algorithms [72].

2.4.1 Computational Challenges in Evolutionary Clustering

Evolutionary clustering algorithms face fundamental computational bottlenecks that limit
their applicability to large-scale problems. The iterative nature of evolutionary processes,
combined with extensive �tness evaluations across entire populations, creates substantial
computational overhead that scales poorly with problem size and population dimensions [31,
34]. In evolutionary clustering applications, these challenges are particularly pronounced due
to the O(n�p) complexity of �tness evaluation, where n represents dataset size and p denotes
population size [41].

The �tness evaluation stage typically accounts for 70-90% of total computational time in evo-
lutionary clustering algorithms, making it the primary target for parallelization e�orts [33].
This computational bottleneck becomes increasingly problematic as dataset sizes grow to
millions of data points and feature dimensions reach hundreds or thousands of variables [15].
The inherent computational intensity of density-based clustering quality measures, such as
those employed in ECSAGO, further exacerbates these performance limitations.

Memory bandwidth limitations represent another critical bottleneck in evolutionary clus-
tering applications. The repeated access to large datasets during �tness evaluation creates
signi�cant data transfer overhead that can severely impact performance. This challenge is
particularly evident in algorithms such as ECSAGO, where each individual in the popula-
tion requires access to the complete dataset for �tness computation, resulting in intensive
memory bandwidth utilization [30]. The ECSAGO algorithm exempli�es this bottleneck,
as its original formulation necessitates that the entire dataset be loaded into main memory
simultaneously, with each generation requiring full dataset traversal for every individual's
�tness evaluation.
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2.4.2 GPU Computing Architecture and CUDA Programming Model

Graphics Processing Units have evolved from specialized graphics accelerators to powerful
general-purpose computing platforms capable of handling diverse computational workloads.
Modern GPUs feature thousands of processing cores organized in a hierarchical structure,
enabling massive parallel execution through the Single Instruction, Multiple Thread (SIMT)
execution model. This architecture is particularly well-suited for data-parallel applications
such as evolutionary algorithms, where identical operations must be performed on multiple
data elements simultaneously [47].

The CUDA programming platform extends popular programming languages with parallel
computing constructs that enable developers to harness GPU computational power e�ec-
tively [46]. CUDA organizes threads into a hierarchical structure consisting of grids, thread
blocks, and individual threads, allowing for both �ne-grained and coarse-grained parallelism.
This organization enables developers to express parallelism at multiple levels and optimize
performance for speci�c application characteristics.

The GPU memory hierarchy plays a crucial role in performance optimization for evolutionary
computing applications. Global memory provides the largest storage capacity but exhibits
relatively high access latency, while shared memory o�ers low latency but limited capacity
shared among threads within a block. E�ective utilization of this hierarchy requires careful
consideration of memory access patterns and data organization strategies. The memory coa-
lescing patterns in evolutionary algorithms require careful optimization to achieve maximum
performance, often necessitating restructuring of traditional data representations to achieve
optimal memory access patterns.

Thread divergence represents a critical performance consideration in GPU-accelerated evo-
lutionary algorithms. When threads within a warp execute di�erent instructions, the GPU
must serialize execution, leading to reduced utilization and performance degradation. This
challenge is particularly relevant in evolutionary algorithms where di�erent individuals may
require di�erent processing times, such as in adaptive parameter control mechanisms.

2.4.3 Parallel Evolutionary Algorithms Paradigms

The parallelization of evolutionary algorithms on GPU platforms has established several
paradigms that e�ectively distribute computational workload while maintaining algorithmic
integrity. The Master-Slave Model represents the most straightforward approach, where a
central processor manages the evolutionary process while delegating computationally inten-
sive operations to parallel workers. This paradigm is particularly e�ective for algorithms
with expensive �tness evaluations, as it can achieve signi�cant speedups without altering
fundamental algorithmic behavior [65]. Recent implementations have demonstrated that
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master-slave evolutionary approaches can achieve substantial speedups using parallel pro-
cessing while maintaining solution quality [17, 62].

The Island Model distributes the population into smaller subpopulations that evolve in-
dependently on separate processing units, with periodic migration of individuals between
islands. This approach can improve solution quality by maintaining diversity and exploring
multiple regions of the solution space simultaneously [17]. The Cellular Model organizes
individuals in a spatial structure where each individual interacts only with its neighbors,
enabling �ne-grained parallelization that maps naturally to GPU thread organization [11].

Hybrid Parallel models combine multiple parallelization paradigms to leverage their com-
plementary strengths. These approaches often employ CPUs for sequential operations and
algorithm control while leveraging GPUs for parallel �tness evaluation and population pro-
cessing, achieving superior performance by utilizing di�erent parallelization strategies for
di�erent phases of the evolutionary process [65].

2.4.4 Application to ECSAGO Implementation

The ECSAGO algorithm presents unique opportunities for GPU-accelerated implementation
due to its computational pro�le being dominated by �tness evaluation, which requires com-
putation of density measures between candidate cluster centers and all data points in the
dataset. This operation exhibits natural parallelism, as evaluations for di�erent individuals
can be performed independently, making it an ideal candidate for GPU acceleration.

The master-slave parallelization model is particularly well-suited for ECSAGO implemen-
tation, as it allows preservation of the algorithm's self-adaptive genetic operators while
distributing computationally intensive �tness evaluation across GPU threads. The CPU
maintains control over population management, selection, and parameter adaptation, while
the GPU handles parallel computation of clustering quality metrics for all population mem-
bers. This division enables the algorithm to exploit massive parallelism for the most time-
consuming operations while preserving the sophisticated adaptive mechanisms that distin-
guish ECSAGO from traditional clustering approaches.

The density-based �tness evaluation in ECSAGO requires careful consideration of memory
access patterns and computational organization. Each individual's �tness computation in-
volves calculating distances between data points and cluster centers, followed by density
estimation based on neighborhood relationships. The parallel implementation must ensure
that these computations are e�ciently distributed across GPU threads while maintaining
numerical accuracy and stability.
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Memory management strategies for ECSAGO GPU implementation must address the chal-
lenges of large dataset storage and population representation. The algorithm requires e�-
cient storage of both the original dataset and the evolving population of clustering solutions.
Optimization strategies include data structure reorganization for coalesced memory access,
utilization of shared memory for frequently accessed data, and careful management of global
memory allocation to minimize data transfer overhead between CPU and GPU memory sys-
tems.

The scalability requirements of modern clustering applications necessitate implementations
capable of handling datasets with millions of data points and hundreds of dimensions. GPU
acceleration provides the computational power necessary to achieve these performance tar-
gets while maintaining the quality advantages of evolutionary approaches. The integration
of ECSAGO with modern GPU computing frameworks requires consideration of memory hi-
erarchy optimization, kernel launch con�guration, and data transfer minimization to achieve
optimal performance characteristics.

2.5 Summary

Chapter 2 reviews key concepts underpinning this research, starting with traditional clus-
tering methods|such as k-means and DBSCAN|and their limitations on large, high-
dimensional data. It then introduces evolutionary algorithms, which use populations and
adaptive genetic operators to overcome these challenges. The ECSAGO algorithm enhances
evolutionary clustering by combining density-based �tness evaluation, self-adaptive operator
rates, and deterministic crowding to automatically discover cluster structures. Finally, the
chapter highlights GPU/CUDA parallelization as a solution to the algorithm's computational
bottleneck, enabling e�cient �tness evaluations across thousands of cores.



3 Parallel ECSAGO Algorithm

This chapter presents the design, implementation, and theoretical foundations of the GPU-
accelerated version of the ECSAGO algorithm. The primary objective is to address the
computational bottlenecks inherent in the sequential implementation by leveraging the mas-
sive parallelism capabilities of modern Graphics Processing Units (GPUs) through the CUDA
framework [78, 58]. We introduce a hybrid architectural model that preserves the sophisti-
cated self-adaptive control mechanisms of ECSAGO on the Central Processing Unit (CPU)
while o�oading computationally intensive operations to the GPU.

3.1 Architectural Design: A Master-Slave Model for GPU
Acceleration

The parallel architecture of the ECSAGO implementation is formally structured as a Master-
Slave model, also known as the Host-Device paradigm in GPU computing contexts. This
design establishes a clear computational hierarchy between the host processor (CPU), which
functions as the master controller, and the graphics processing unit (GPU), which serves as
a specialized computational slave. This architectural approach is particularly well-suited for
evolutionary algorithms like ECSAGO, where complex sequential control 
ow must coexist
with computationally dominant, data-parallel operations [65, 16].

The master-slave paradigm enables selective parallelization of the most time-consuming algo-
rithmic components without compromising the algorithmic integrity of the sequential control
logic that is fundamental to ECSAGO's adaptive behavior [82, 53].

The Master (CPU) Role: Orchestration and Control Logic

In this architecture, the CPU assumes the master controller role, managing the high-level
evolutionary process and orchestrating the overall computational work
ow. The CPU's
primary responsibility encompasses executing the main generational loop, as implemented
within the ECSAGO.evolve method, which governs population evolution across successive
generations.

Critically, the CPU retains exclusive control over the most algorithmically complex, decision-
intensive, and inherently sequential components of the algorithm. This includes the self-
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adaptive mechanism of the Hybrid Adaptive Evolutionary Algorithm (HAEA), a funda-
mental component of ECSAGO's design philosophy. Within the HAEA framework, each
individual in the population maintains its own set of genetic operator rates that are dynami-
cally adjusted based on o�spring �tness improvements|a process involving stateful feedback
loops for each individual [18, 50].

The logic governing this adaptation, which encompasses operator selection, o�spring gener-
ation, �tness evaluation, parent-child comparison, and subsequent operator rate reward or
punishment, is executed sequentially on the CPU. Attempting to parallelize this control-
ow-
intensive logic on a GPU would be computationally ine�cient due to the Single Instruction,
Multiple Thread (SIMT) execution model [67, 83]. GPU architectures achieve maximum per-
formance when all threads within a computational group (warp) execute identical instruction
paths. The conditional branching inherent in HAEA logic (e.g., if best_child.fitness > individual.fitness)
would cause signi�cant thread divergence [35, 56, 83], forcing threads within a warp to exe-
cute di�erent code paths serially, e�ectively negating parallelization bene�ts.

Therefore, the architectural decision to con�ne sophisticated control logic to the CPU rep-
resents a deliberate engineering choice that sacri�ces parallelism in control 
ow to achieve
substantial performance improvements in data 
ow computations, while preserving the adap-
tive behavior that de�nes the original ECSAGO algorithm.

The Slave (GPU) Role: A Data-Parallel Co-Processor

The GPU functions as a specialized, high-throughput slave processor dedicated to executing
computationally intensive and data-parallel tasks o�oaded by the CPU master. Its archi-
tecture, comprising thousands of processing cores organized in streaming multiprocessors
(SMs) [27], is speci�cally designed to handle large-scale parallel computations with excep-
tional e�ciency [12, 19].

The primary computational task delegated to the GPU is �tness and scale (�2) evaluation,
which constitutes the most signi�cant computational bottleneck in the sequential ECSAGO
algorithm, often accounting for over 90% of total runtime [30, 85]. This entire process is en-
capsulated within the CUDAECSAGOFitnessCalculator class, which leverages custom-written
CUDA kernels to perform calculations in parallel across the entire population or population
subsets.

Additional parallelizable tasks are strategically o�oaded to the GPU to maximize compu-
tational throughput. Genetic operator applications, including crossover and mutation, are
performed using vectorized operations provided by the CuPy library, which translates high-
level array expressions into e�cient CUDA kernels. Furthermore, the iterative Maximal
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Density Estimator (MDE) re�nement process, involving numerous distance calculations and
statistical aggregations, is transformed into a fully vectorized algorithm executed on the
GPU through the CUDAMDE class implementation.

Figure 3-1 provides a clear overview of the division of labor between the CPU and GPU,
reinforcing the Master-Slave architecture and clarifying which components are executed se-
quentially and which are parallelized.

Figure 3-1: The Master-Slave (Host-Device) parallel architecture of the GPU-accelerated
ECSAGO algorithm. The Host (CPU), on the left, orchestrates the high-level
evolutionary process, including the HAEA control logic. The Device (GPU), on
the right, executes computationally intensive tasks like Fitness Evaluation and
MDE Re�nement, which are o�oaded via kernel launches.
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3.1.1 Data Management and Memory Hierarchy Optimization

E�ective GPU acceleration depends critically on e�cient data management strategies that
minimize costly data transfers across the PCIe bus [22, 3]. For algorithms like ECSAGO,
where �tness functions require access to entire datasets for every population individual,
optimizing the GPU's memory hierarchy becomes paramount [6, 59]. Modern GPU ar-
chitectures feature complex memory hierarchies with streaming multiprocessors containing
multiple processing cores, fast-access shared memory for e�cient intra-block communica-
tion, and large-capacity global memory accessible across all processing units [27]. E�ective
utilization of this hierarchy requires careful consideration of memory coalescing patterns and
data organization strategies to achieve optimal performance.

The pyecsago implementation employs a sophisticated data management strategy designed
to optimize data locality and treat the GPU's memory as the primary workspace throughout
the evolutionary process, thereby mitigating data transfer bottlenecks.

The Data Transfer Bottleneck

The PCIe bus bandwidth connecting CPU to GPU is orders of magnitude lower than the
GPU's internal global memory bandwidth [24]. Consequently, frequent data transfers be-
tween host and device can become signi�cant performance bottlenecks, often consuming
more time than the actual computation [22]. In ECSAGO's case, a naive implementation
might transfer the entire dataset to the GPU for each �tness evaluation. For large datasets,
the latency and bandwidth limitations of this approach would completely overshadow com-
putational gains achieved through parallelization, rendering GPU acceleration ine�ective.

Persistent Data Storage

The cornerstone of the data management strategy is the CUDAContext class, which acts as
a persistent container for GPU-resident data. Upon ECSAGO algorithm initialization with
CUDA enabled, the entire dataset is transferred from CPU main memory to GPU global
memory exactly once. This GPU-resident dataset copy is stored in the CUDAContext.data_gpu
attribute.

The CUDAContext object persists throughout entire algorithm execution and is passed to
all components requiring data access, including �tness calculators and re�nement strategies.
This design ensures that all subsequent CUDA kernels and vectorized operations can access
the dataset directly from high-bandwidth GPU memory, completely eliminating the primary
data transfer bottleneck that would arise from repeatedly moving datasets across the PCIe
bus. This data persistence strategy is not merely an optimization|it represents the founda-
tional architectural decision that makes the entire parallelization scheme viable and scalable
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for large-scale problems.

3.2 The Computational Core: Parallel Fitness and Scale
Evaluation on the GPU

The �tness evaluation phase represents the most computationally demanding component of
the ECSAGO algorithm. In the sequential version, this phase, which includes an iterative
hill-climbing procedure to determine optimal scale (�2) parameters for each candidate proto-
type, can consume over 90% of total execution time. The parallel implementation addresses
this bottleneck by o�oading the entire process to the GPU, where it executes as a highly
optimized, multi-stage pipeline of CUDA kernels.

3.2.1 O�oading the Iterative Hill-Climbing Process

The CUDAECSAGOFitnessCalculator.calculate_with_kernels method encapsulates the
complete hill-climbing process for individual lists. A key optimization in its design is the
execution of a �xed number of iterations entirely on the device without intermediate CPU
synchronization. This approach contrasts with naive implementations that might return to
the CPU after each iteration for convergence checking.

This design constitutes a kernel pipeline where a sequence of distinct CUDA kernels|calculate_distances,
calculate_weights, reduce_sums_kahan, and update_sigma_fitness|are launched suc-
cessively [60, 63]. The output of one kernel serves as input for the next, with all intermediate
data, including squared distance matrices (distances_squared_gpu) and binary weight ma-
trices (binary_weights_gpu), remaining in GPU global memory. This strategy minimizes
kernel launch overhead and avoids costly CPU-GPU synchronization within loops, keeping
GPU processing units continuously engaged and maximizing computational throughput.

3.2.2 Parallel Distance Calculation

The pipeline's �rst stage computes squared Euclidean distances from every data point to
every individual's genome through the calculateDistancesKernel. The parallel logic as-
signs one CUDA block to each population individual (blockIdx.x = individual_idx),
with threads within that block working collectively to compute distances between that indi-
vidual's genome and all dataset points.

To optimize this process, the kernel utilizes GPU shared memory strategically [1, 61]. The in-
dividual's genome being processed by a block is loaded into the extern __shared__ double shared_genome
array. Shared memory is a small, on-chip memory space with signi�cantly lower latency and
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higher bandwidth than main global memory [27]. Each thread in the block loads a portion
of the genome into this shared cache, followed by a __syncthreads() barrier ensuring the
entire genome is loaded before any thread proceeds with calculations. Subsequently, all block
threads can access genome coordinates from this fast, local memory, avoiding redundant and
slow global memory reads.

3.2.3 Parallel Weight Computation and Reduction

Following distance computation, subsequent stages involve calculating weights and perform-
ing reductions to aggregate statistics for each individual. Weight computation is performed
by the calculateWeightsKernel, which operates on the distances_squared_gpu matrix
produced in the previous stage. It employs 1D grid-stride mapping [6], where each thread
assumes responsibility for a single (data point, individual) pair. Threads calculate corre-
sponding weights using exponential functions and then binarize based on weight threshold.
This entire process occurs in fully parallel manner, with each thread working independently.

Reduction is handled by reduceSumsKernelKahan, which performs parallel reduction to sum
binary weights and weighted squared distances for each individual. A standout feature of
this implementation is its commitment to numerical robustness through the Kahan summa-
tion algorithm [26]. Summing large numbers of 
oating-point values in parallel is susceptible
to signi�cant precision loss due to 
oating-point arithmetic's non-associative nature. This
can lead to non-deterministic or inaccurate results, which is unacceptable for scienti�c algo-
rithms.

The Kahan summation algorithm mitigates this issue by tracking running compensation
for error introduced at each step. This approach has been proven e�ective for maintaining
numerical accuracy in parallel computing environments, particularly when processing large
sequences of 
oating-point operations on GPU architectures [7]. The implementation of this
algorithm within the CUDA kernel|both during initial per-thread accumulation and �nal
shared-memory reduction phases|demonstrates high technical sophistication and ensures
results are both accurate and reproducible. This attention to numerical stability elevates
the implementation beyond simple proof-of-concept parallelization.

3.2.4 Parallel Sigma and Fitness Update

The pipeline's �nal kernel, updateSigmaFitnessKernel, takes aggregated sums (sum_weights_gpu
and sum_weighted_d2_gpu) and calculates updated �2 and �tness values for all individu-
als in parallel. Each thread is assigned to a single individual, performing �nal division to
compute new �2 values and clamping within prede�ned bounds (sigma_min, sigma_max)
to ensure stability. Finally, it calculates new �tness values and writes both results back
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to global memory. This stage completes one full hill-climbing optimization iteration, all
performed e�ciently on the GPU.

3.3 Parallelization of Genetic Operators and Niching
Strategy

While �tness evaluation represents the primary computational bottleneck, genetic and nich-
ing operator performance also bene�ts signi�cantly from GPU acceleration. The pyecsago
implementation employs a tiered parallelization strategy for these components, using high-
level vectorized operations for simpler operators and more targeted, hybrid approaches for
complex ones [17, 21].

This tiered strategy represents a pragmatic and e�cient development choice, focusing in-
tensive, low-level custom kernel development on the most complex and critical bottleneck
(�tness evaluation), where �ne-grained control over memory access and execution 
ow yields
the greatest performance bene�ts. For genetic operators, which often consist of simpler
element-wise arithmetic, the implementation leverages the CuPy library. CuPy is highly
optimized to Just-In-Time (JIT) compile these high-level Python expressions into e�cient
CUDA kernels automatically. This library provides a NumPy-compatible interface for GPU
computing, enabling e�cient vectorized operations on GPU arrays while maintaining the fa-
miliar syntax of scienti�c Python computing [48]. Writing custom kernels for these simpler
operations would add signi�cant development complexity with minimal additional perfor-
mance gain.

3.3.1 Vectorized Crossover and Mutation

Genetic operators for crossover and mutation are parallelized using vectorized CuPy oper-
ations executing entirely on the GPU. The CUDALinearCrossoverPerDimension class im-
plements the crossover operator. For given parent pairs, it �rst generates random � coef-
�cient vectors directly on the GPU, then applies linear combination formulas (o�spring =
� � parent 1 + (1 � �) � parent 2) using single vectorized expressions. CuPy translates these
high-level operations into parallel CUDA kernels that execute element-wise arithmetic across
all parent genome dimensions simultaneously, producing o�spring genomes without CPU in-
tervention.

Similarly, the CUDAAdaptiveGaussianMutation class performs mutation operations on the
GPU. It generates random values from Gaussian distributions and applies them to randomly
selected individual genome components. Component selection and element-wise addition for
mutation application are handled through vectorized CuPy operations, ensuring processes
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execute in parallel on the device.

3.3.2 Adapting Deterministic Crowding for the GPU

The niching mechanism, Deterministic Crowding, is parallelized using a hybrid CPU-GPU
approach, as implemented in the select_parents_cuda method of the DeterministicCrowding
class [8, 81]. The method's high-level control logic remains on the CPU, including random
candidate parent pool selection from the population. However, the computationally intensive
operation|�nding candidates from pools closest to current individuals|is GPU-accelerated.

Individual genomes in candidate pools are transferred to the GPU (if not already present).
Distances between current individuals and all pool candidates are calculated in parallel using
the vectorized cupy.linalg.norm function. The argmin operation, identifying closest neigh-
bor indices, is also performed e�ciently on the GPU. Resulting indices are then returned to
the CPU, which completes second parent selection. This hybrid strategy e�ectively o�oads
the most demanding aspects of the niching process while maintaining simpler control logic
on the host.

3.4 Vectorized Prototype Re�nement via Maximal Density
Estimator (MDE)

The �nal optional phase of the ECSAGO algorithm involves re�ning extracted prototypes
using the Maximal Density Estimator (MDE) algorithm. The parallel MDE implementation
represents a fundamental paradigm shift, transforming the process from a procedural, loop-
based algorithm into a fully vectorized approach that leverages the GPU's inherent strengths
in large-scale linear algebra [70].

3.4.1 Contrasting Sequential and Parallel MDE

The sequential MDE implementation relies on explicit Python loops, �rst iterating through
every data point to assign it to its "winner" prototype (closest one), then using additional
loop sets to iterate through assignments and accumulate necessary statistics (e.g., sum of
weights, sum of weighted features) for each prototype. This procedural approach is inher-
ently serial and becomes prohibitively slow for large datasets.

In stark contrast, the CUDAMDE implementation's iteration method contains no explicit Python
loops over data points or prototypes. The entire algorithm has been reformulated in terms
of matrix and vector operations executable in parallel by CuPy on the GPU. This demon-
strates a powerful example of "thinking in parallel," where the algorithm was not merely
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ported to the GPU but fundamentally redesigned to map to underlying hardware archi-
tecture, replacing procedural control 
ow with data 
ow expressed through linear algebra
language.

3.4.2 The Vectorized MDE Data
ow

The vectorized MDE process breaks down into the following parallel steps:

1. Parallel E-Step (Assignment): Data point assignment to nearest prototypes, form-
ing the Expectation-like algorithm step, is fully parallelized. This is achieved by �rst
computing distance matrices containing squared Euclidean distances between every
data point and every prototype. This is accomplished e�ciently using broadcasting:
the data matrix (shape N � D) and prototype genomes matrix (shape M � D) are
expanded to common shape (N � M � D) so their di�erences can be computed simul-
taneously, followed by parallel summation over the feature dimension. Parallel argmin
operations are then performed on distance matrices to �nd winning prototype indices
for all N data points simultaneously.

2. Parallel M-Step (Update): Prototype parameter updates, or Maximization-like
steps, are vectorized using clever applications of one-hot encoding and matrix multi-
plication. Instead of looping and using conditional statements to accumulate statistics
for speci�c clusters, one-hot encoding matrices (one_hot_winners) of shape N �M are
created. In these matrices, entry (i; j) equals 1 if data point i is assigned to prototype j,
and 0 otherwise. These matrices act as powerful selectors. Weighted feature accumula-
tion (sum_weighted_feat) for all prototypes is achieved with single, highly optimized
matrix multiplications: one_hot_winners.T @ weighted_points. The one-hot ma-
trix transpose (M � N) multiplied by the weighted points matrix (N � D) results in a
matrix (M � D) where each row contains summed weighted features for corresponding
prototypes. This single operation performs selection and summation for all prototypes
simultaneously and is extremely e�cient on GPUs. The same principle is applied to
accumulate other necessary statistics.

3. Final Parallel Update: Final updates to prototype genomes and � 2 values are per-
formed with simple, element-wise vectorized divisions, also executed in parallel on the
GPU.

3.5 Summary

Chapter 3 presents the comprehensive design and implementation of a GPU-accelerated ver-
sion of the ECSAGO evolutionary clustering algorithm utilizing CUDA parallelization frame-
works. The central architectural approach employs a master-slave computational model that
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strategically distributes responsibilities between CPU and GPU components to maximize
computational e�ciency while preserving algorithmic integrity. The CPU maintains control
over complex sequential operations including the Hybrid Adaptive Evolutionary Algorithm
(HAEA) framework and evolutionary process orchestration, while the GPU executes com-
putationally intensive data-parallel operations through specialized CUDA kernels.

The implementation addresses the primary computational bottleneck through the CUDAECSAGOFitnessCalculator,
which parallelizes the iterative hill-climbing procedure for �tness and scale evaluation across
multiple GPU cores. This parallel �tness evaluation pipeline comprises four specialized
CUDA kernels: distance calculation utilizing shared memory optimization, weight computa-
tion with parallel reduction, Kahan summation for numerical stability, and sigma-�tness up-
dates. The data management strategy employs persistent GPU memory allocation through
the CUDAContext class, eliminating repeated data transfers across the PCIe bus and main-
taining the entire dataset in high-bandwidth GPU global memory throughout algorithm
execution.

Genetic operators are parallelized using vectorized CuPy operations for crossover and muta-
tion, while the deterministic crowding mechanism adopts a hybrid CPU-GPU approach that
o�oads distance calculations to the GPU while maintaining selection logic on the CPU. The
optional prototype re�nement phase transforms the sequential Maximal Density Estima-
tor (MDE) into a fully vectorized algorithm using matrix operations and one-hot encoding
techniques, demonstrating a fundamental paradigm shift from procedural to data-parallel
computation that leverages GPU architectural strengths in large-scale linear algebra opera-
tions.



4 Experimental Methodology

The experimental evaluation of the GPU-accelerated ECSAGO implementation was designed
to comprehensively assess both computational performance and clustering quality across
diverse dataset characteristics and problem scales. The methodology employed a systematic
approach to evaluate scalability patterns, speedup achievements, and algorithmic integrity
preservation under parallel execution conditions.

4.1 Benchmark Datasets

The experimental framework incorporated a carefully selected collection of synthetic and
real-world datasets to evaluate algorithm performance across varying computational densi-
ties and clustering complexities. Synthetic datasets included Five Clust Nois (N = 2; 308,
D = 2) and t7.10k Chamaleon (N = 10; 000, D = 2), providing controlled testing environ-
ments with known ground truth cluster structures for validation purposes. These synthetic
benchmarks enabled precise assessment of clustering accuracy while o�ering computational
pro�les representative of low-dimensional clustering scenarios commonly encountered in ex-
ploratory data analysis applications. Figures 4-1 and 4-2 shows the synthetic datasets.

Figure 4-1: Five Clust Nois

Real-world datasets comprised the 20 Newsgroups1 collection and Credit Card Customer

1Available: https://scikit-learn.org/0.19/datasets/twenty_newsgroups.html. September, 2025
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Figure 4-2: t7.10k Chamaleon

dataset 2, representing fundamentally di�erent data modalities and computational chal-
lenges. The 20 Newsgroups dataset, a widely recognized benchmark in text mining and
machine learning research, contains approximately 18,000 newsgroup documents partitioned
across 20 distinct topics. This high-dimensional dataset (D = 256 after text vectorization)
serves as an example of document clustering applications where computational density and
feature space complexity challenge traditional sequential processing approaches. The Credit
Card Customer dataset (N = 9; 000, D = 18) encompasses behavioral clustering scenarios
with structured numerical features derived from transactional behaviors, credit utilization
patterns, and demographic characteristics, providing intermediate dimensionality for scala-
bility analysis.

This strategic dataset selection ensures comprehensive evaluation across computational den-
sity ranges spanning three orders of magnitude, from low-dimensional synthetic problems
(computational density � 4:6K) to high-dimensional real-world applications (computational
density � 4:6M), enabling systematic identi�cation of GPU acceleration thresholds and per-
formance scaling patterns.

4.2 Parameter Con�guration and Algorithmic Settings

The experimental con�guration maintained consistency with established evolutionary clus-
tering practices while accommodating the parallel GPU implementation requirements. Pop-
ulation sizes were systematically varied from 100 to 800 individuals to assess scalability char-
acteristics and GPU utilization e�ciency across di�erent computational loads. Generation
limits ranged from 30 to 100 iterations depending on problem complexity and convergence
behavior, with termination criteria based on �tness improvement thresholds and population

2Available: https://www.kaggle.com/datasets/arjunbhasin2013/ccdata. September, 2025
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diversity measures inherent to the ECSAGO framework.

The self-adaptive genetic operator mechanism fundamental to ECSAGO was preserved in the
parallel implementation, with initial crossover and mutation rates set to standard evolution-
ary algorithm defaults before automatic adjustment through the Hybrid Adaptive Evolution-
ary Algorithm (HAEA) strategy. Fitness function parameters, including weight thresholds
(0:1 � 0:3) and �tness thresholds (0:10 � 0:25), were optimized for each dataset's charac-
teristics through preliminary pro�ling experiments. GPU-speci�c parameters included �xed
thread block sizes of 256 threads, representing optimal balance between parallelism and
resource utilization for modern NVIDIA architectures, with dynamic grid sizing based on
population and dataset dimensions to ensure complete coverage of computational workload.

Parameters used in the experimentation are shown in Table 4-1.

Parameter Value

Population Size 100 � 800
Generations 30 � 100
Weight Threshold 0:1 � 0:3
Fitness Threshold 0:10 � 0:25
MDE Iterations 10 � 30
Sigma Factor K 7:2 � 13:8
Base Block Size 256
Dinamic Block Size min(256, datasize)
Shared Memory Distances D � 4 - bytes
Shared Memory Reduction threadsper block � 4 � 8

Table 4-1: Fixed ECSAGO parameters for both synthetic and real world datasets.

4.3 Hardware Platform and System Con�guration

Performance evaluation utilized Google Colaboratory Pro with NVIDIA A100 GPU hard-
ware, providing access to cutting-edge computational resources representative of high perfor-
mance computing environments. The A100 GPU, built on NVIDIA's Ampere architecture,
features 6; 912 CUDA cores with 40GB high-bandwidth memory, o�ering substantial parallel
processing capability and memory capacity essential for large-scale evolutionary clustering
experiments. The system con�guration included approximately 83GB system RAM, enabling
comprehensive dataset loading and preprocessing operations without memory constraints.

The A100 architecture provides signi�cant advancement over previous GPU generations,
with up to 20-fold performance improvements for machine learning workloads compared
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to earlier architectures. This hardware platform enables realistic assessment of GPU ac-
celeration potential for evolutionary clustering while representing computational resources
increasingly available in cloud computing and high-performance computing environments.
The CUDA programming environment (version 11:8) integrated seamlessly with the exper-
imental framework, providing access to optimized libraries and development tools essential
for e�cient parallel implementation.

4.4 Evaluation Metrics and Assessment Framework

Clustering quality assessment employed multiple established metrics to provide comprehen-
sive evaluation of algorithmic e�ectiveness and solution accuracy. The Adjusted Rand Index
(ARI), a chance-corrected measure of clustering similarity, served as the primary metric for
comparing predicted cluster assignments against ground truth labels where available. The
ARI adjusts the standard Rand Index to account for random chance agreements, providing
values ranging from �1 (worse than random) to 1 (perfect agreement), with 0 indicating
performance equivalent to random clustering.

Normalized Mutual Information (NMI) complemented the ARI by measuring information-
theoretic agreement between clustering solutions, providing normalized scores between 0 and
1 that quantify the mutual dependence between predicted and true cluster assignments. The
silhouette coe�cient served as an intrinsic clustering quality measure, evaluating cluster co-
hesion and separation without requiring ground truth labels. Silhouette scores above 0:7
indicate strong clustering, values above 0:5 suggest reasonable quality, and scores above 0:25
represent weak but acceptable cluster structures.

Performance evaluation focused on speedup analysis comparing parallel GPU implementa-
tion against sequential CPU baseline execution. Total execution time measurements enabled
calculation of overall algorithm acceleration, while component-speci�c timing analysis iso-
lated �tness evaluation speedup to identify primary sources of performance improvement.
Scalability assessment examined performance patterns across varying problem sizes, popu-
lation sizes, and dimensional characteristics to establish GPU acceleration thresholds and
identify computational density requirements for bene�cial parallel execution.

4.5 Results and Analysis

The comprehensive experimental evaluation revealed distinct performance characteristics
that strongly correlate with dataset computational density, de�ned as the product of dataset
size and dimensionality (N � D). The results demonstrate signi�cant acceleration potential
for high-dimensional clustering problems while identifying clear limitations for small-scale,
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low-dimensional datasets.

4.5.1 Performance Assessment and Speedup Analysis

As demonstrated in Table 4-2, the GPU-accelerated ECSAGO implementation achieved
substantial speedup improvements for computationally dense problems, with peak accelera-
tion reaching 9.6Ö for the 20 Newsgroups dataset (N � 18; 000, D = 256, computational
density � 4:6M). This signi�cant improvement validates the parallel architecture's e�ec-
tiveness for high-dimensional document clustering applications where sequential processing
becomes prohibitively expensive. The �tness evaluation component, which represents the
algorithm's primary computational bottleneck, demonstrated even more pronounced accel-
eration at 6.6Ö speedup for the same dataset, con�rming the successful parallelization of
density-based �tness calculations across GPU cores, as shown in Table 4-3.

Dataset Size (N,D) T sequential (s) T parallel (s) Speedup

Five Clust Nois (2308, 2) 1:674 15:044 0:111
t7.10k (10000, 2) 3:662 15:579 0:235
Credit Card (9000, 18) 16:747 35:629 0:470
20 newsgroups (� 18:000, 250) 5842:932 607:18 9:623

Table 4-2: Execution times and speedup of the ECSAGO algorithm (Sequential vs. CUDA-
Parallelized) for four clustering datasets using an NVIDIA A100 GPU (Google
Colaboratory Pro, High RAM runtime).

Dataset T sequential (s) T parallel (s) Speedup

Five Clust Nois 0:000 6:193 0:000
t7.10k 0:044 6:905 0:006
Credit Card 7:521 17:649 0:426
20 newsgroups 2139:253 324:077 6:601

Table 4-3: Fitness performance of the ECSAGO algorithm (Sequential vs. CUDA-
Parallelized) across four clustering datasets, evaluated using an NVIDIA A100
GPU (Google Colaboratory Pro, High RAM runtime).

Conversely, smaller datasets exhibited performance degradation under GPU parallelization,
with speedup factors substantially below unity. The Five Clust Nois dataset (N = 2; 308,
D = 2, computational density � 4:6K) showed 0.11Ö speedup, while the t7.10k Chamaleon
dataset (N = 10; 000, D = 2, computational density � 20K) achieved 0.23Ö speedup. This
performance degradation re
ects the well-documented GPU overhead phenomenon where
kernel launch latency and memory transfer costs dominate computational bene�ts when in-
su�cient parallel work is available to saturate GPU resources. The Credit Card dataset
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(N = 9; 000, D = 18, computational density � 162K) represented an intermediate case with
0.47Ö speedup, suggesting that moderate dimensionality partially mitigates GPU overhead
but remains insu�cient for substantial acceleration.

These results establish a clear computational density threshold for bene�cial GPU accelera-
tion, appearing between approximately 500K and 4:6M based on the experimental datasets.
This �nding has signi�cant implications for practical deployment, indicating that GPU paral-
lelization provides substantial bene�ts primarily for large-scale, high-dimensional clustering
problems characteristic of modern data mining applications.

4.5.2 Scalability Studies and Computational Density Analysis

Systematic scalability analysis across varying dataset sizes and dimensionalities (see Fig-
ure 4-3) revealed consistent scaling patterns that validate the theoretical expectations of
parallel evolutionary clustering. For �xed dimensionality, speedup improved nonlinearly
with increasing dataset size, with more pronounced bene�ts observed for higher-dimensional
problems. The analysis demonstrated that GPU acceleration becomes viable when both
dataset size exceeds approximately 104 samples and dimensionality exceeds 10 features, with
optimal performance achieved when computational density surpasses 106.

The scaling behavior exhibited strong correlation with GPU architectural characteristics,
where massive parallelism becomes advantageous only when su�cient independent compu-
tational work can be distributed across thousands of CUDA cores. For two-dimensional
problems, substantial speedup required dataset sizes approaching one million samples, while
higher-dimensional problems (D � 10) demonstrated meaningful acceleration at moderate
scales (N � 104). This scaling pattern aligns with established principles of GPU computing,
where memory bandwidth utilization and arithmetic intensity determine acceleration e�ec-
tiveness.

Component-level analysis revealed that �tness evaluation speedup patterns closely mirror
overall algorithm performance, validating the focus on parallelizing this computational bot-
tleneck. The substantial di�erence between overall algorithm speedup and �tness-speci�c
acceleration for the 20 Newsgroups dataset (9.6Ö vs 6.6Ö) indicates that other algorithmic
components, including genetic operators and population management, also bene�t meaning-
fully from GPU acceleration through e�cient CuPy array operations and parallel random
number generation.
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((a)) Accumulated Fitness Evaluation Time for CPU vs.
GPU for di�erent dataset sizes and dimensions

((b)) Speedup of the �tness evaluation (Ts/Tp) for the
same con�gurations

((c)) Speedup vs. Dataset Size (N) for �xed dimension-
ality

((d)) Speedup vs. Dimensionality (D) for �xed dataset
sizes

Figure 4-3: Performance comparison of �tness evaluation in ECSAGO: (a) accumulated
CPU vs. GPU execution time, (b) speedup for the same con�gurations, (c)
speedup as a function of dataset size, and (d) speedup as a function of dimen-
sionality.

4.5.3 Clustering Quality Evaluation and Algorithmic Integrity

The parallel implementation demonstrated robust preservation of clustering quality across
all benchmark datasets, with silhouette scores remaining within acceptable bounds of their
sequential counterparts. For well-separated synthetic clusters, quality degradation was min-
imal, with the Five Clust Nois dataset showing only marginal di�erence (CPU: 0:472, GPU:
0:470). More complex datasets exhibited varying quality patterns, with some cases showing
improved clustering performance under GPU parallelization.

Notably, two datasets demonstrated enhanced clustering quality under parallel execution:
the Credit Card dataset (CPU: 0:299, GPU: 0:338) and the 20 Newsgroups dataset (CPU:
0:318, GPU: 0:324). This improvement suggests that the GPU implementation's capacity to
maintain larger populations e�ciently enhances exploration capabilities, leading to superior
�nal solutions. The number of detected clusters also varied between implementations, with
the GPU version identifying additional clusters in complex datasets, potentially indicating



4.6 Comparative Context and Previous Research Integration 41

enhanced cluster discovery through improved population diversity maintenance.

Clustering results are shown in Table 4-4.

Dataset N. Clusters (CPU) Silh. Score (CPU) N. Clusters (GPU) Silh. Score (GPU)

Five Clust Nois 5 0:472 5 0:470
t7.10k 22 0:399 25 0:371
Credit Card 9 0:299 9 0:338
20 newsgroups 11 0:318 14 0:324

Table 4-4: Comparison of the number of clusters and silhouette scores obtained by ECSAGO
in CPU and GPU implementations across di�erent datasets.

Visual validation of clustering results for synthetic datasets con�rmed that both CPU and
GPU implementations produce comparable spatial cluster arrangements (see Figure 4-4),
demonstrating that parallelization preserves the fundamental clustering behavior of the EC-
SAGO algorithm. These �ndings establish that GPU acceleration does not compromise
solution quality while potentially enhancing exploration e�ectiveness for challenging cluster-
ing problems.

4.6 Comparative Context and Previous Research
Integration

The achieved speedup results align favorably with previous GPU-based evolutionary algo-
rithm implementations reported in literature, where acceleration factors typically range from
7Ö to several thousand-fold depending on problem characteristics and implementation ap-
proaches. The 9.6Ö speedup for high-dimensional clustering represents substantial improve-
ment within the established range for evolutionary computation applications, particularly
considering the complex density-based �tness evaluations characteristic of the ECSAGO al-
gorithm.

Previous research in GPU-accelerated genetic algorithms has identi�ed similar computa-
tional density thresholds for bene�cial parallelization, with most successful implementations
targeting problems with substantial parallel workload. The observed performance patterns
con�rm established principles of GPU computing for evolutionary algorithms while extend-
ing these �ndings to the specialized domain of evolutionary clustering with adaptive genetic
operators.
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