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Title in English
Understanding and Implementing Deep Neural Networks for Unconditional Source Code
Generation

Título en español
Entendimiento e Implementación de Redes Neuronales Profundas para la Generación
No-condicionada de Código Fuente

Abstract: Code Generation is a relevant problem in computer science, supporting the
automation of tasks such as code completion, program synthesis, and program translation.
In recent years, Deep Learning approaches have gained popularity in the code generation
problem, and some of these approaches leverage Language Models. However, the existing
studies mainly focus on evaluation using machine learning metrics. Additionally, the
generation process can be classified into conditional or unconditional (i.e., open-ended)
approaches depending on the input context provided to the models. This research pro-
poses CodeGenXplainer, a suite of interpretability methods for Unconditional Language
Models of source code. CodeGenXplainer comprises four methods leveraging multiple
source code features such as embedding representations, code metrics, compilation errors,
and token distributions. Additionally, this research presents an empirical study to
validate CodeGenXplainer using publicly available data and extensive sampling of code
snippets. Furthermore, CodeGenXplainer provides a base conceptual framework that
allows studying multiple complementary perspectives based on machine-generated code.
Results show that the studied models can generate code exhibiting similar properties to
human code, particularly in terms of code metrics, compilation errors, and token-level
information; nonetheless, machine-generated code presents issues with the semantic
elements of the code.

Resumen: La generación de código es un problema relevante en ciencias de la com-
putación, que soporta la automatización de tareas como completado de código, síntesis
y traducción de programas. En los últimos años, los enfoques de aprendizaje profundo
han ganado popularidad en el problema de generación de código y algunos de estos
enfoques están basados en modelos de lenguaje. Sin embargo, los estudios existentes se
centran principalmente en la evaluación utilizando métricas de aprendizaje automático.
Adicionalmente, el proceso de generación se puede clasificar en enfoques condicionales
o incondicionales (es decir, open-ended) según el contexto de entrada proporcionado a
los modelos. Esta investigación propone CodeGenXplainer, un conjunto de métodos
de interpretabilidad para modelos de lenguaje no condicionados de código fuente.
CodeGenXplainer comprende cuatro métodos que aprovechan múltiples características de
código fuente, como representaciones abstractas, métricas de código, errores de compi-
lación y distribuciones de tokens. Además, esta investigación presenta un estudio empírico
para validar CodeGenXplainer utilizando datos disponibles públicamente y muestreo
extensivo de fragmentos de código. Por otra parte, CodeGenXplainer proporciona un
marco conceptual base que permite estudiar múltiples perspectivas complementarias
basadas en código generado por máquina. Los resultados muestran que los modelos
estudiados pueden generar código que exhibe propiedades similares al código humano,
particularmente en términos de métricas de código, errores de compilación e información
a nivel de token; no obstante, el código generado por máquina presenta problemas con los



elementos semánticos del código.

Keywords: Open-ended Code Generation, Language Models, ML Interpretability,
Autoregressive Models, Neural Networks

Palabras clave: Generación Open-ended de Código, Modelos de Lenguaje, Interpretabil-
idad de Aprendizaje Automático, Modelos Autoregresivos, Redes Neuronales
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Introduction

Machine Learning Interpretability refers to methods and models that make the behavior

and predictions of machine learning systems understandable to humans [61]. The un-

derstanding of ML models is especially relevant for SE to promote the adoption of such

models in SE practices, as noted by Tantithamthavorn et al. [88] and Dam et al. [20].

Concerning the understanding of Deep Learning (DL) models, Zhang et al. [101] showed

that multiple studies approach the interpretation of DL modes, including both passive (i.e.,

post-hoc explanation for trained models) and active (i.e., modifying the neural network

architecture or the training process) approaches. Moreover, Zhang et al. [101] proposed

a taxonomy comprising several explanations including weighting input features, providing

prototype-based examples, explaining certain portions of hidden neurons, and extracting

logic rules. Additionally, regarding interpretability applied to SE tasks, multiple studies

such as [94], [87], [40], and [38] approached the defect prediction task, by leveraging in-

terpretability methods such as Local Interpretable Model-Agnostic Explanations (LIME)

and also interpretable models such as Logistic Regression and Random Forest.

Code generationis a relevant problem in Software Engineering that has been addressed

with Machine Learning approaches [28, 68]. Code generation has been employed for the

automation of tasks such as code completion [65], program synthesis [28], program repair

[15], and program translation [1]. Watson et al. [93] showed that Deep Learning-based

studies have become popular forCode Generation. Furthermore, Allamanis et al. [3]

proposed the following classi�cation for these studies: I ) Integration of non-code arti-

facts with code for the generation process, for instance, Yin and Neubig [99] proposed

a grammar-oriented model for python code generation, and Gu et al. [27] explored the

generation of API usage sequences for natural language queries;II ) Code Transducer

Models, which transform code from one format into another. For instance, Aggarwal et

al. [1] proposed an approach for code migration, and Pu et al. [74] studied code �xing;

III )Language modeling-based generationsuch as the case of Cruz-Benito et al. [18], who

explored python code generation using neural networks based on Recurrent Neural Net-

works and Transformers. Furthermore, deep learning-based models have rapidly advanced

VIII



INTRODUCTION IX

from research e�orts to industry-level tools. This is the case of Github Copilot1 and Deep

Mind's AlphaCode2.

Although multiple DL approaches studied code generation using language modeling

(e.g., [18] and [14]), these studies mainly focus on reporting traditional machine learning

metrics (i.e., loss and accuracy) in order to evaluate the results obtained by the genera-

tive process omitting interpretability methods. Thus, the study of tailored methods for

interpretability of Code Generation remains unexplored.

This thesis proposesCodeGenXplainer, a new approach to interpret Code Generation

from unconditioned language models. This approach encompasses four interpretability

methods that complement and contextualize traditional machine learning evaluations. The

interpretability methods rely on comparing features from machine-generated and human

code. These features comprise embedding representations, code metrics, compilation er-

rors, and information theory measurements. This leads to posing the question�How to

develop SE-oriented interpretability methods for unconditioned code generation?".

This document is organized as follows: Chapter 2 presents the theoretical background

with the required conceptual de�nitions, including concepts such as language modeling,

code generation, and interpretability methods for machine learning. Additionally, it de-

scribes the state of the art for the problem under study. Chapter 3 introduces the proposed

approach for the research, providing details regardingCodeGenXplainer. Chapter 4 de-

scribes the design of the the empirical study for validatingCodeGenXplainer. Chapter 5

presents the results of the empirical study as well as the discussion of the observed results,

including the limitations of the study. Chapter 6 presents the conclusions and future work

derived from this thesis.

1https://github.blog/2021-06-29-introducing-github-copilot-ai-pair-programmer
2https://storage.googleapis.com/deepmind-media/AlphaCode/competition_level_code_

generation_with_alphacode.pdf
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CHAPTER 2

Background

Code generation is de�ned as the task of automatically generating code in a given pro-

gramming language. Since the early days of Arti�cial Intelligence (AI), Code generation

has been a problem of interest because of the automation of tasks such as code completion

[29], [65], code repair [15], [92], code migration [1] among others. Several strategies have

been proposed to approach this problem: program synthesis [28], code generation [18],

program induction, and automatic programming [91]. Although each approach aims to

address di�erent speci�c goals, the approaches share a common goal:source code generated

by machines.

2.1 Machine Learning for Code Generation

S. Gulwani et al. [28] pointed out that the machine learning and software engineering

research communities have proposed multiple mechanisms to approachCode generation.

Machine Learning (ML) is an Arti�cial Intelligence �eld based on the idea of learning from

examples [31], a model learns to solve a problem from experience instead of from a massive

list of �xed rules [57]. Such experience is embedded into raw data. The model learns from

these data to enable prediction or classi�cations tasks. The performance of those tasks is

generally measured in terms of accuracy [57]. Furthermore, machine learning models are

able to learn in several ways: Supervised learning, Unsupervised learning, Reinforcement

learning, or Evolutionary learning as described by Haykin [31].

�Arti�cial Neural networks" (known simply as neural networks) correspond to a type

of bio-inspired ML models motivated by the computation abilities of the human brain [31].

Neural networks have been studied for at least 50 years now as noted by J. Patterson, A.

Gibson [69]. The fundamental units in neural networks are the neurons (also referred

1



CHAPTER 2. BACKGROUND 2

to as nodes or units) based on the biological mammalian brain analogous to connections

between neurons.

During the decades of the 80s and 90s many important developments forneural network

models were proposed (e.g., adaptation of backpropagation algorithm, Convolutional and

Recurrent Networks). However, the amount of time and data required to attain good

performance slowed down the adoption ofNeural Networks. Fortunately, in the late 2000s

some breakthroughs contributed to the development of the �eld. These breakthroughs

correspond to advances in computational power (i.e., access to Graphics Processing Units

(GPUs) for parallel processing) and the increase of available data (i.e., ImageNet1 data

set) [69]. Since the decade of the late 2000s, DL a sub�eld of ML, has gained popularity

due to its good performance in a wide range of applications such as image processing,

natural language processing, and game playing. According to Patterson and Gibson [69]

DL refers to the use of neural networks with three distinctive features: I ) models that are

more complex than previous neural networks in terms of the number of neurons and the

type of connections between layers;II ) the ability to perform automatic feature extraction;

III ) the need for substantial computer power for training.

Natural Language Processing (NLP) stands as one of the most popular applications of

DL models. NLP is an interdisciplinary �eld comprising e�orts from linguistics, computer

science, and arti�cial intelligence. The goal of NLP is to allow computers to perform useful

tasks involving human language [42]. Language Modeling, one of the NLP applications,

gained attention in recent years thanks to the emergence of important breakthroughs such

as the development of OpenAI's2 generative models, (i.e., GPT3, GPT24 and GPT35).

Language Modelingconsists in assigning probabilities to word sequences and predicting

upcoming words from prior word context, as noted by Jurafsky and Martin [42]. Language

Models (LMs) allow to assign the conditional probability to every possible next word, thus

providing a distribution over the entire considered vocabulary. Consequently, these models

aim to estimate the probability distribution of a corpus (i.e., text or code) considering

the input text as a sequencex = ( x1; :::; xn ) and decomposing likelihood into a product

of conditional distributions (see equation 2.1). Additionally, multiple models have been

utilized as probabilistic models for this application, including n-grams and neural networks

(e.g., Recurrent Neural Networks, Transformers). When neural networks are used as

language models, these models are referred to as Neural Language Models (NLMs).

P(x1; :::; x i ) =
nY

i =1

P(x i jx1; :::; x i � 1) (2.1)

1http://www.image-net.org
2https://openai.com/
3https://openai.com/blog/language-unsupervised/
4https://openai.com/blog/better-language-models/
5https://openai.com/blog/gpt-3-apps/
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Language models can be used fortext generation as indicated by Jurafsky and Martin

[42]. The generation process starts by sampling a word and using it as astart of a

sequence, then the model continuously samples words conditioned on previous choices

until it reaches a length threshold or a specialend of sequencetoken. The approach of

using language models to perform text generation is known asautoregressive generation

and the associated models are known asautoregressive models. These models output a

word prediction in discrete time steps where thei th value is based on a function of the

previous i � 1 values. When using NLMs, the predictions at each time step are made

by outputting a probability distribution over the entire vocabulary by using a softmax

activation function. Equation 2.2 details the softmax activation, where the exponential

function is applied to each zi corresponding to the ith element of the input vector z.

Additionally, the values are normalized by dividing by the sum of the exponential values,

thus ensuring that the sum of all the outputs is equal to 1.

� (z) i =
ezi

P K
j =1 ezj

(2.2)

NLMs leverage neural network architectures suitable for sequence processing such as

Recurrent Neural Networks and Transformers.

Recurrent Neural Networks (RNNs): According to Patterson and Gibson [69] RNNs

de�ne a super set of classical feed-forward neural networks, which leverage the concept of

recurrent layers that enables models to maintain state between runs of the network (i.e.,

passing information from one step of the network to the next). The basic idea of recurrent

layers is to integrate loops, as illustrated in �gure 2.1.

(a) RNNs overall structure. (b) RNN Unit.

Figure 2.1. RNN architecture.6

The chain-like behavior of RNNs makes these models suitable for sequence-processing

tasks e.g., language modeling, speech recognition, and translation.

Buduma [9] noted that every time the network processes a new sequence, a new instance

of the model is created. The recurrent processing is performed by dividing the lifetime of
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the network instance into discrete time steps. At each time step the model is fed with the

next element of the input. Recurrent connections represent information �ow, where data

corresponds to the stored neural activation from the previous time step.

According to Patterson and Gibson [69], the motivation behind using a stateful model

lies in the capability of capturing long-term dependencies present in the input sequences.

Theoretically, RNNs can represent any functional mapping between input and output

sequences with enough neurons and the right parameter settings, as demonstrated by

Kilian and Siegelmann in 1996 [47]. However, in practice RNNs are known to have issues

with the Vanishing gradient problem. This problem refers to gradients becoming too large

or too small, which severely impacts the capabilities of vanilla RNNs for learning long term

dependencies (usually considered as 10 time-steps or more). In order to overcome this

problem, several authors proposed several modi�cations to the original RNN architecture.

Long Short Term Memory (LSTM): LSTM networks correspond to the most com-

monly used variation of RNNs. The LSTM architecture was introduced in 1997 by Hochre-

iter and Schmidhuber [36]. This architecture aims to overcome the problems of vanishing

gradients and long-term dependencies. The main principle consists in transmitting impor-

tant information many time steps into the future, allowing gradients to �ow throughout

many time-steps, and removing information that is no longer needed from the context.

Figure 2.2a illustrates the LSTM unit architecture. Each unit comprises the following

components:

ˆ Gates: The components responsible of controlling the �ow of information into and

out of the units that comprise the network layers. Jurafksy [42] noted that the LSTM

unit comprises three gates: I) The input gate, responsible for preventing irrelevant

input from entering the memory; II) The forget gate, that helps the LSTM unit to

delete information that is no longer needed from the context; and III) The output

gate, which helps to decide what information is required for the current hidden

state. These gates share the same design, namely, they comprise a feed forward

layer, followed by a sigmoid activation and a pointwise operation with the layer

being gated.
ˆ Block input: The unit's input, coming from both the currently processed token and

the previous output of the LSTM.
ˆ Memory cell: The central component that allows the network to maintain state over

time.
ˆ Output activation function: The output of the unit, usually con�gured to use the

tanh function.

Gated Recurrent Unit (GRU): The GRU architecture is a modi�cation to RNNs pro-

posed by Cho et al. [16]. This architecture is similar to LSTMs; however, it is considered
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(a) LSTM Unit Architecture (b) GRU Unit Architecture

Figure 2.2. RNN variations.

simpler to compute and implement (i.e., less parameters). Figure 2.2b illustrates the ar-

chitecture of a GRU unit. This model combines the input and forget gates from LSTMs

into a new �update gate". It also combines the cell state and hidden state components

and lacks the output gate from the LSTM architecture.

Generative Pre-trained Transformer (GPT) models: Models proposed by the Ope-

nAI team [67] that work upon the Transformer model architecture.

Transformers: The transformer architecture was originally proposed by Vaswani et

al. [90]. The proposed model introduced a new architecture for NLP tasks, including

improvements in machine translation quality (based on BLEU score [77]). This architec-

ture relies on an attention mechanism to draw global dependencies between input and

output as opposed to the traditional recurrence-based strategy. The adoption of such a

mechanism encourages parallelization.

Transformers leverage a encoder-decoder structure, where the encoder component

maps an input sequence of symbolsx = ( x1; :::; xn ) to a sequence of continuous repre-

sentations z = ( z1; : : : ; zn ). Given the sequencez, the decoder component then generates

an output sequencey = ( y1; :::; yn ) of symbols, one element at a time. Figure 2.3 illustrates

the overall architecture.

Encoder component: The encoder comprises a stack of six identical layers. Each

layer comprises two sub components: a multi-head self-attention mechanism, and a fully

connected network. Additionally, authors integrate a residual connection (around each of

the two sub-layers) followed by a layer normalization operation.

Decoder component: Similar to the encoder, the decoder comprises six identical layers.

In addition to the sublayers described for the encoder component, the decoder uses a third

one. This layer is responsible for performing multi-head attention over the output of the
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Figure 2.3. Original Transformer Architecture 7.

encoder stack. Also, residual connections are used the same way as with the encoder

sublayers.

GPT: Liu et al. [54] introduced the Transformer decoder model, a variant of the Trans-

former model. This modi�cation consists of dropping the encoder component from the

original transformer architecture, which considerably reduces the hyperparameters. This

model uses a multi-headed self-attention operation over the input context tokens followed

by position-wise feedforward layers to produce an output distribution over target tokens.

Leveraging the Transformer decoder as a language model, Radford et al. [67] proposed

the idea of performing generative pre-training of said language model on a diverse corpus

of unlabeled text, followed by discriminative �ne-tuning for speci�c tasks (e.g., question

answering or sentence classi�cation).

The proposed framework GPT training comprises 2 stages:
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1. Unsupervised pre-training: Learning a high-capacity language model on a large cor-

pus of text. The language model is trained using an unsupervised corpus that con-

tains tokens U = f u1; :::; ung and maximizing the following likelihood:

L 1(U) =
X

i

logP(ui jui � k ; �) (2.3)

where k is the size of the context window and the probability P is modeled using

the neural network (Transformer decoder) with parameters � . These parameters

are trained using stochastic gradient descent.

2. Supervised �ne-tuning: After training the language model, the parameters are

adapted for supervised tasks. This is done by using theC dataset, which com-

prises sequences of input tokens(x1; x2; :::; xm ) with a label y. The input sequences

are then passed through the pre-trained model to obtain the �nal activation which is

fed into a linear output layer to predict the label y. The �ne-tuning stage is trained

maximizing the following objective function:

L 2(C) =
X

logP(yjx1; x2; :::; xm ) (2.4)

Liu et al. [54] trained the LM using the BooksCorpus dataset, which contains long

stretches of contiguous text, allowing the generative model to learn to condition on long-

range information.

GPT-2: Radford et al. [75] proposed the GPT-2 model as a direct scale-up of the GPT

model described above, with more than ten times the parameters and trained on more than

ten times the amount of data. This model was trained to perform language modeling, us-

ing a dataset of 40GB comprising eight million web pages. GPT-2 outperformed other

language models trained on speci�c domains without using task-speci�c datasets. Authors

tested the model on somedownstream language tasks, in order to show that these tasks

can bene�t from unsupervised techniques, given su�cient (unlabeled) data and computa-

tional power. The tested tasks correspond to question answering, reading comprehension,

summarization, and translation. Another important characteristic of the model is its abil-

ity to adapt to the style and content of the conditioning text. This characteristic enables

GPT-2 to generate realistic and coherent continuations regarding a topic given as input.

On the use of generative models on code: Several authors such as M.Picard [71],

M. Allamanis et al. [3], V. Hellendoorn and P. Devanbu [33], and R. Karampatsis et al.

[43] studied the hypothesis of source code data sharing similar properties with natural

language data (i.e., Code Naturalness hypothesis). Leveraging this hypothesis, multiple

studies proposed the use of probabilistic machine learning models for source-code-related
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tasks. Also, another important aspect encouraging the adoption of these models is data

availability. Software data (including source code) is available from multiple sources. For

instance, from publicly available datasets such as CodeSearchNet8, CoNaLa9, or IOOC10,

and from multiple repositories (via software repository mining). Furthermore, Allamanis

[3] proposed a taxonomy for the generative models of code based on probabilistic and

machine learning approaches:

Code Transducer Models: Correspond to models inspired byStatistical Machine Trans-

lation (SMT) . These models aim to transform code from one format into another. For

instance, translating code from a source language into another target language. Using this

approach, authors have performed tasks such as code migration [1] and code �xing [74].

These models are usually evaluated with SMT metrics (e.g., BLEU score).

Multimodal models: Correspond to generative models that involve the use of other non-

code artifacts (e.g., comments, speci�cations, and natural language-search queries). For

instance, Yin and Neubig [99] used a grammar-oriented model for python code generation,

Xiaodong et al. [27] explored the generation of API usage sequences for given natural

language queries, and Chen et al. [12] used images as an input to guide the generation

process of GUI-related code.

Language Models (LM): Models that model the language itself, without including ex-

ternal context elements [3]. Early approaches based onn-gram models proposed a strategy

for code completion, such as [71] and [65]. Recently, neural-networks-based models out-

performed n-gram models, as noted by Allamanis [3]. Besides the application ofLMs

for raw generation or autocompletion as undertaken by J.Cruz et al., [18], other authors

performed di�erent tasks such as code readability [4] and code repair [15]. Additionally,

Bielik et al. [6] showed that LMs can be used for downstreamSE tasks, for instance,

highlighting buggy code.

An additional sub-classi�cation can be provided for LMs, depending on the context

provided as input to the model for the generation process. Under this perspective, the

generative LMs can be split into Unconditional and Conditioned models.

ˆ Unconditional Models: Follow an open-ended approach, the provided context cor-

responds to the specialBeginning of Sentencetoken. From now on, referred to as

ULMs.
ˆ Conditioned models: The generation process receives a sequence as a starting point,

thus following a completion approach.

8https://github.blog/2019-09-26-introducing-the-codesearchnet-challenge/
9https://conala-corpus.github.io/

10 https://www.ioccc.org/
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Furthermore, Holtzman et al [37] and Nguyen [64] noted that the decoding strategy

plays an important role in the generative process of language models (i.e., autoregressive

generation).

Decoding strategyrefers to the mechanism used for selecting the output token at each

step of the generation process based on the autoregressive models [37]. At each timestep,

the LM produces the probability of each word in the vocabulary being the likely next word

to be selected. There are several maximization-based decoding methods such as beam or

greedy search, that lead to degeneration of the produced text as noted by Holtzman

et al [37]. Holtzman[37] and Nguyen [64] also argued that it is common to leverage

stochastic decoding methods. These methods aim to introduce a degree of randomness

to the generation process, giving the models less chance of repeating themselves. Two

popular stochastic decoding methods aretop-k sampling and temperature-sampling.

Top-k sampling was originally introduced by Fan et al. [24]. The authors aimed to

train models able to produce coherent and �uent passages of text regarding a topic for the

task of story generation. The proposed sampling scheme consists of �ltering thek most

likely next words and next, redistributing the probability mass among only those k next

words. This strategy is sensitive to the choice of parameterk.

Temperature-sampling refers to a mechanism to shape the distribution resulting from

a softmax layer used to pick the next token at each generation step as noted by Ficler and

Goldberg [25]. This process aims to increase the likelihood of high probability words and

decrease the likelihood of low probability words. Such behavior is attained by modifying

the so-called temperature parameter of the softmax function.

2.2 Software Engineering for Code Generation

Software engineering is de�ned as �the systematic application of scienti�c and techno-

logical knowledge, methods, and experience to the design, implementation, testing, and

documentation of software" [7]. The construction process of software systems comprises

multiple phases and activities and it is referred to as thesoftware lifecycle. This pro-

cess is commonly organized into: design, development/implementation, testing, main-

tenance/evolution and deployment phases. The set of activities of the software lifecycle

phases produces multiple outputs known asSoftware artifacts and includes: models, docu-

mentation and source code [7].Source Codeis the main asset to enableCode Generation.

Notwithstanding, Code Generation is the main asset to software engineering solutions

based on deep learning [93].

Code Generation has been addressed by theSE research community. Watson et al.

[93] present a survey regarding the interest in automating SE tasks, including some of the

approaches described in the latter section.
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SE studies propose multiple approaches to solve problems related to the phases of the

software development lifecycle. One of the approaches, corresponds toSearch Based Soft-

ware Engineering (SBSE) a �eld which emerged in the 1990s decade. This research �eld

aims to formulate software engineering problems as search problems (i.e., optimization

problems) which are approached by means of approximation methods such as metaheuris-

tics (e.g., local search techniques and population-based algorithms).

Since the 1990s decade, studies coming from theSBSE community successfully applied

optimization-based techniques to problems present in all phases of the software lifecycle

including software maintenance tasks, as shown by M. Harman and Y. Jia [30]. These

tasks perform the generation and modi�cation of multiple software artifacts including

source code. However, Gulwani, Polosov, et al., [28] and Solar [85] argued that the ap-

proaches fromSBSE face several problems; for instance, the fact that obtaining solutions

(artifacts) from a random search, drives the problem to an incredibly large search space,

in addition to issues such as population initialization and program aliasing (i.e., multiple

correct solutions). In general, the studies under theSBSE approach, focus mainly in the

modi�cation of existing artifacts, instead of generating new ones from scratch, as shown

in [56], [63], [2], [32], [68].

Additionally, it is worth describing an important element within software engineering,

namely Software metrics. Software metrics are often used as features of code for ML-

oriented applications (e.g,. Jiarpakdee [39] and [40])

Fenton and Bieman [51] argued that measurement is an essential component in software

engineering tasks. Software professionals measure characteristics of the software in order to

get insights into software artifacts. Such insights can help to gather information and make

decisions concerning aspects such as costs, productivity, customer satisfaction, quality of

the software products, and testability of requirements. The measurements obtained from

software artifacts are referred to assoftware metrics. Thus, metrics obtained from code

artifacts will be referred to as code metrics.

Software metrics correspond to a valuable asset for both management and technical

aspects of the software development process. For instance software metrics can be used to

predict the attributes of cost or e�ort for the development process, including speci�cation

and implementation activities. Additionally, metrics can assess high-level attributes such

as quality, reliability and security. However, high level attributes are hard to measure and

for that matter, practitioners often consider measures of internal attributes of products as

an approximation of the external measures as the case ofStructural metrics (e.g., Halstead

measures), according to [51].

Structural and complexity metrics: The main hypothesis behind these metrics suggests

a relation between the structure of software products and their quality. The structure

of software artifacts can help to understand and estimate the e�ort required to design,

implement, and test a product or maintaining a system (i.e., refactoring code). Structural
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metrics vary what they measure and how they measure it, and they are often (misleadingly)

called �complexity� metrics [51]. Additionally, when working with these metrics, one must

consider several aspects regarding the software artifact under study. For instance, level of

abstraction or attributes of interest. Furthermore, structure can be seen from two main

perspectives: Control �ow and data �ow structure. Control �ow addresses the sequence in

which instructions are executed in a program, and is often obtained by means of a static

analysis of the code, whereas �ow control follows the trail of a data item as throughout a

program and requires a dynamic analysis (program execution).

2.3 Interpretability Methods for Machine Learning

Molnar [61] showed that despite the great results achieved byML models, these models

usually do not provide an explanation for their output, which is a barrier for their adop-

tion. Doshi-Velez and Kim [23] de�ned interpretability in the context of ML systems as

�the ability to explain or to present in understandable terms to a human". Interpretable

Machine Learning refers to methods and models that make the behavior and predictions

of machine learning systems understandable to humans. Interpretability methods can be

categorized according to the taxonomy proposed by Molnar [61].

ˆ Intrinsic interpretability: Refers to models considered interpretable due to their

simple structure (e.g, decision trees or linear models).
ˆ Post-hoc interpretability: Refers to the application of interpretation methods after

the training of models. These methods are usually used with�black-box models"(e.g.,

neural networks), however, they can also be applied to intrinsically interpretable

methods. This type of methods is usually based on two strategies. First,Model-

Agnostic methods(i.e., applicable to any model) such as LIME or Shapley Values.

Second, Example-Based methodsin which particular instances of the dataset are

selected to explain the behavior of models or the underlying data distribution.

Additionally, Molnar [61] proposed several categories regarding thescope(i.e levels) of

interpretability methods:

ˆ Algorithm transparency: Refers to how the algorithm learns a model from the data.

This only requires knowledge regarding the algorithm itself and not about the data.

Algorithms such as the least squares method for linear models are considered trans-

parent, while DL are considered much less transparent.
ˆ Global, holistic model interpretability: In order to explain the global model output,

the trained model, algorithm, and data are required. This level of interpretability is

about understanding how the model produces the outputs, based on a view of learned

components (e.g., model weights) and important features. However, in practice, this

type of interpretability is very hard to achieve.
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ˆ Global interpretability - Modular Level: Even simple models (e.g. Naive Bayes) can

be too big (i.e., too many weights). Methods at this level are concerned with how

parts of the model (e.g., weights for linear models or splits for tree models) a�ect

predictions.
ˆ Local Interpretability (for a single prediction): Interpretability can focus on a single

instance and analyze why the model produces certain output for such instance. At

this level of granularity (single outputs) the output might only depend linearly or

monotonically on some features, rather than having a complex dependence on them.
ˆ Local Interpretability (for a group of predictions): Model outputs for multiple in-

stances can be explained either with global methods or using explanations of indi-

vidual instances. Global methods could treat the group as the complete dataset.

Individual explanations from individual instances belonging to the group could be

aggregated.

Montavon et al. [62] pointed out that interpretability is hard to evaluate objectively

as end-tasks can be diverse and may require domain expertise. Additionally, Doshi-Velez

and Kim [23], proposed a taxonomy of evaluation approaches for interpretability:

ˆ Application-grounded Evaluation: Involves conducting human experiments (with

domain experts) for a real application. The quality of an explanation is evaluated

based on the extent that interpretability helps the end-task (e.g., better identi�cation

of errors, �nding new facts, and less discrimination).
ˆ Human-grounded Metrics: Involves conducting simpler human-subject experiments

that maintain the essence of the target application. The evaluation is performed

based on the human feedback of the obtained explanations.
ˆ Functionally-grounded Evaluation: Requires no human experiments. Explanation

quality, is based on a formal de�nition of interpretability as a proxy.

Interpretability methods of DL Models: Zhang et al. [101] proposed a taxonomy

comprising three aspects: passive vs. active approaches, type/format of produced ex-

planations (i.e., rules, hidden semantics, attribution or example based), and scope of

interpretability (i.e., local or global). Such taxonomy is described below:

Passive approaches: Most of the existing studies propose approaches under this cate-

gory, which correspond to Post-hoc methods.

Rules as explanation: The methods in this category focus on a trained model and

certain input (or group of inputs) and produce a logic rule as an explanation.

Local explanations: Dhurandhar et al. [22] constructed explanations in the form of�If

an input x is classi�ed as class y it is because certain set of features is present or absent".
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This construction is achieved by �nding small changes that ensure the original prediction

remains unchanged. Wang et al. [92] proposed a method aiming to identify critical data

routing paths and analyze the behavior of the corresponding layers. Ribeiro et al. [79]

proposedanchors, which correspond to a set ofif-then rules (i.e., if a rule applies to a

group of similar examples their associated predictions must be the same in most of the

cases). These rules represent local, �su�cient� conditions for predictions.

Global explanations: Several studies are known asdecompositional (i.e., use network

structure, or the learned weights). For instance, Setiono and Liu [82] proposed an algo-

rithm that can extract rules. Such rules are extracted by drawing parallels with those

of decision trees, aiming to show that the predictions of a network can be explained via

the extracted rules. More recently, Pedapati et al. [70] introduced a consistency metric

that quanti�es whether the local explanations and predictions of the black-box model are

consistent with a proxy global transparent model. Said metric is used for creating cus-

tom boolean features based on explanations of the black-box model and then training a

globally transparent model. Some other studies are categorized asPedagogical approaches

(i.e., consider the network as a black-box and only use it to generate training examples for

classic rule learning algorithms). This approach can be seen as a traditional rule learning

or decision tree learning problem. Odajima et al. [66] followed a similar approach to the

one proposed by Setiono and Liu [82], by proposing a Greedy Rule Generation (GRG)

algorithm for generating classi�cation rules.

Hidden Semantics as explanation: The studies in this category try to associate

abstract concepts with the activation of some hidden neurons.

Global explanations: Existing methods focus mainly on computer vision models

through visualization. That is the case of [84], where two visualization techniques are

used for CNNs. The techniques are based on computing the gradient of the class score

with respect to the input image. Additionally, Fong and Vedaldi proposed Net2Vec [26],

a framework for obtaining vectorial embeddings from semantic concepts in images.

Attribution as explanation: Approaches in this category score input features (i.e.,

assign credit or blame) in terms of their impact on the model output.

Local explanations: Several popular studies fall into this category. For instance LIME

[78], a technique focused on explaining individual predictions of black box machine learning

models. LIME provides explanations by learning an interpretable model locally based

on certain predictions. Said model is trained on a �new" dataset comprising perturbed

samples and the corresponding predictions of the black box model. Additionally, some

studies proposed an approach based on game theory. Several of these approaches aim

to explain predictions of the models based on contributions of individual feature values

(e.g., Shapley values [86]] or SHAP [55]). Ramamurthy et al. [76] proposed MAME,
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a multilevel tree-based method, providing local and global explanations for groups of

data points. The models mentioned so far (i.e., LIME, Shapley Values, SHAP, MAME)

correspond to model-agnostic approaches.

Furthermore, the literature provides methods tailored for neural networks. For in-

stance, DeepLIFT [83] which aims to decompose the output prediction of a neural network

on a speci�c input by backpropagating the contributions of all neurons in the network to

every feature of the input.

Global explanations: Some methods (e.g.,MAME [76]) provide both local and global

explanations. Kim et al. [49] introduced the notion of Concept Activation Vectors (CAVs),

which provide an interpretation of the internal state of a neural network. The authors

also proposed Testing with CAVs (TCAV), a technique that uses directional derivates to

quantify the degree to which a user-de�ned concept is important for a classi�cation result.

Chen et al. [13] proposed a method for selecting features that are the most informative for

each given example. Moreover, the authors presented an information-theoretic approach

by maximizing the mutual information between selected features and the output variable.

Example-based explanations: These approaches provide explanations for new in-

puts based on example(s) for supporting or counter examples for contradicting explana-

tions.

Local explanations: Yeh et al. [98] proposed the concept ofrepresenter points(from the

training set) to explain the prediction of a neural network. These authors aim to decom-

pose the pre-activation prediction of a neural network into a combination of activations of

training points, thus capturing the importance of such points on the learned parameters

of the network. In addition to the proposal of excitatory and inhibitory points helping in

the analysis of e model to not making a particular prediction.

Active approaches: Several authors propose the introduction of restrictions or modi�-

cations to the training process of the models (e.g. modi�cations to the loss function used

to train models).

Rules as explanations: Wu et al. [97] proposed the approximation of deep models

with binary decision trees. These trees are trained on anew dataset containing the original

training points features but the original label is replaced by the network prediction. This

method enables global interpretability by forcing the network to be approximable by a

decision tree. Later, the authors proposed an approach for local interpretability. The

approach used several separate decision trees speci�c to prede�ned regions of the input

space.
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Hidden semantics as explanations: Zhang et al. [100] proposed a method for

interpreting CNNs by introducing a loss term which pushes high-layer �lters towards the

representation of a a single concept.

Attribution as explanations: Plumb et al. [73] proposed Explanation-based Op-

timization (EXPO), a method based on hybridization leveraging inherently interpretable

models and post-hoc explanation methods. EXPO adds an interpretability regularizer

to the loss function used to train the model. Additionally, Weinberger et al. [95] intro-

duced the deep attribution prior (DAPr) framework, which jointly learns a relationship

between prior information and feature importance (i.e., prior is trained as a regularizer

simultaneously with main prediction model). Wojtas and Chen proposed Dual-net [96] for

discovery and ranking of an optimal feature subset. This method simultaneously trains

a selector network for selecting the optimal feature subset, and anoperator network to

make predictions based on the feature set.

Example-based explanations: Li et al. [52] incorporated a prototype layer to an

autoencoder network. The network acts like a prototype classi�er, where the training

objective has four terms: an accuracy term, a term that encourages every prototype to be

similar to at least one encoded input and vice versa, and a term that encourages faithful

reconstruction by the autoencoder. After the network is trained, the obtained prototypes

can be used as explanations. Similarly Chen et al. [11] proposed ProtoPNet, where a

CNN �nds prototypical parts in input images, and combines evidence from the prototypes

to make a �nal classi�cation. Finally, the explanations are provided by means of several

prototypes for di�erent parts of the input image respectively.

2.4 Interpretability for Code Generation

Interpretability of ML models is a research �eld which started gaining traction in the mid-

2010's [10]. However, the �eld is still a small subset of the ML research in comparison with

the development of the ML techniques and models themselves. The progress in the �eld is

motivated based on several aspects such as ethical issues (e.g., algorithmic discrimination)

or the concern regarding people's trust inblack-boxmodels [101].

According to Carvalho et al. [10] since the 1970s, some studies have sporadically ap-

proached explanations of intelligent systems, beginning with attention on expert systems,

neural networks in the 1980s, and recommendation systems in the 2000s. However, the

pace of progress of such studies slowed down in the early 2010s. This is due to the priority

given by researchers on the predictive power of models instead of the ability to explain

decision processes.
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According to Doshi-Velez [23], not all ML models require interpretability. There are

some systems which work without human intervention (e.g., Ad servers or postal code

sorting). In such systems, explanations are not necessary either because there are no sig-

ni�cant consequences for unacceptable results, or the problem is well-studied and validated

in real applications, therefore system decisions are trusted (even if they are not perfect).

However, Tantithamthavorn et al. [88] and Dam et al. [20] highlighted the importance of

being able to provide explanations for theAI/ML models in the context of SE. Provid-

ing such explanations is important, since it can improve the adoption of ML models in

software engineering practices.

Regarding interpretability for SE tasks, defect prediction stands as the most explored

task so far. For instance, Jiarpakdee et al. [41] used model-agnostic techniques (i.e.,

LIME, LIME-HPO) to generate instance explanations of the predictions made by defect

models based on logistic regression and random forests. Jiarpakdee et al. in both [39]

and [40] explored the impact of feature selection techniques of correlated features on the

performance and interpretation of defect prediction models. Moreover, the use of source

code tokens and software metrics as features for defect models is worth noting. Whereas

several studies approach interpretability with defect prediction models,Code Generation

interpretability has not been widely explored. One of the �rst studies was proposed by

Karpathy et al. [45], where authors worked on interpretation of RNNs and explored the

generation of source code of the Linux Kernel as one of their experiments. However, code

generation corresponds to an example within their interpretability analysis, instead of the

main subject of the study. Ren et al. [77] introduced CodeBLEU, a metric to evalu-

ate syntactic and semantic features of codes by integrating abstract syntax trees (AST)

and data-�ow. The authors focused on three code synthesis tasks, i.e., text-to-code, code

translation, and code re�nement. However, their focus is oriented toevaluation and not

interpretation . Another example of evaluation in code-generation-related tasks is the study

proposed by Chen et al. [14] where authors introduced Codex, a GPT language model �ne-

tuned on publicly available code from GitHub, similar to the model that powers GitHub

Copilot11. In that study, the authors evaluated the Python code-writing capabilities of

the model focusing on synthesizing programs from docstrings. Recently, Karmakar and

Robbes [44] leveragedprobes for pre-trained code models. Probes correspond to a set

of diagnostic tasks aiming to identify whether models are de�cient in understanding cer-

tain code properties, characterize di�erent model layers, and provide insights regarding

model sample-e�ciency. Additionally, that study explores 4 models: BERT, CodeBERT,

CodeBERTa, and GraphCodeBERT.

Recent studies have approached evaluation ofopen-endedtext generation. For in-

stance, Pillutla et al. [72] introduced MAUVE, a comparison measure foropen-endedtext

generation. This measure aims to compare the learnt distribution from a text genera-

tive model to the distribution of human-written text by leveraging divergence frontiers.
11 https://copilot.github.com/
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Additionally, McCoy et al. [58] proposed RAVEN (RAting VErbal Novelty), a suite of

analyses for assessing the novelty of generated text. Said analyses focus on sequential and

syntactic structure. Moreover, the authors studied four neural language models: LSTM,

Transformer, Transformer-XL, and GPT-2. Also, Nguyen [64] proposed an evaluation for

creative generation in open-ended text generation. Said evaluation is approached from

the perspective of three dimensions: quality, diversity, and consistency. The evaluation

explored the intervention of multiple aspects of the generation process, such as the loss

function for training, the decoding strategy. The evaluation also explores several BLEU-

based metrics.

Nevertheless, the development of interpretation methods for unconditional (i.eopen-

ended) code generation, remains an open problem for research.



CHAPTER 3

Approach - CodeGenXplainer

This chapter introduces CodeGenXplainer, a suite of interpretability methods for un-

conditional language models of source code. This suite comprises four interpretabil-

ity methods: I) � 9CodeGenXplainer leverages embedding-representations of source

code; II) � 9CodeGenXplainer incorporates scope-dependent (e.g., class, method, mod-

ule) code metrics; III) 
 9CodeGenXplainer utilizes compilation error data; and IV)

� 9CodeGenXplainer computes information theory measures.

Additionally, CodeGenXplainer methods correspond topassive interpretability meth-

ods, according to the taxonomy presented in section 2.3. Therefore, these methods aim to

provide insights regarding the behavior ofUnconditional Language Models (ULMs)

by focusing on the data produced by these models (i.e., code).

All proposed methods in CodeGenXplainer provide a comparative approach between

sets of code snippets instead of individual pair-wise comparisons of snippets. For instance,

by obtaining the code metric values for the entire sets and then measuring the di�erence

between the distributions representing such metrics.CodeGenXplainer applies the com-

parative approach between sets of human and machine-generated code snippets. Notably,

the human sets correspond to collections of snippets sampled from the dataset used to

train the studied models. This dataset is assumed to provide two partitions, i.e., train-

ing and test, as standard datasets for ML. Besides, machine-generated sets correspond

to a collection of snippets generated byULMs . The splits of human data mentioned

above are required since the comparisons are oriented to provide two types of analysis

of the models' behavior, i.e.,validation and generalization. The validation analysis com-

pares machine-generated data to training data, while the generalization analysis compares

machine-generated data against test data.

The CodeGenXplainer methods measure similarities between features of machine-

generated and human code, and said features are represented by means of statistical

18
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distributions. Therefore, the comparison mechanism is an essential component through-

out three of the methods in the proposed suite, and it is crucial to describe it.

CodeGenXplainer uses theJensen-Shannon(JS) divergence proposed by Lin [53] as

the mechanism to measure di�erences between distributions. These distributions represent

several features of machine-generated and human-generated code data. Three methods in

CodeGenXplainer use the JS divergence. However, each method uses it in a particular

way according to the studied features. First,� 9CodeGenXplainer uses the JS divergence

to measure dissimilarities between the distributions of low dimensional embedding source

code representations, as detailed in section 3.1.4. Secondly,� 9CodeGenXplainer uses

JS divergence to measure dissimilarities between the distributions of code metrics val-

ues (see section 3.2.1). Finally,
 9CodeGenXplainer leverages JS divergence to measure

dissimilarities between the distributions of compilation errors (see section 3.3.1).

Before delving into the details of JS divergence, it is crucial to describe the Kullback-

Leibler (KL) divergence (also known as relative entropy), since it provides the base for the

Jensen-Shannon (JS) divergence. KL divergence is a standard tool for measuring di�er-

ences between distributions (see equation 3.1). The intuitive idea for the KL divergence

is to measure the ine�ciency of assuming that the data distribution corresponds to Q

when the actual data distribution is P. In that case, it would take H (P) + D(PjjQ) to

describe the random variable under study [17]. However, KL presents several issues which

prevent it from being considered a measure ofdistancebetween distributions. These issues

correspond to lack of symmetry (i.e.,DKL (P jjQ) 6= DKL (QjjP)), and not satisfying the

triangle inequality.

DKL (P(x)jjQ(x)) =
X

x
P(x)log

�
P(x)
Q(x)

�
= EP

�
log

�
P(x)
Q(x)

��
(3.1)

The Jensen-Shannon (JS) divergence overcomes the aforementioned issues of the KL

divergence and provides a measure of di�erence between distributions. The JS divergence

is de�ned as shown in equation 3.2:

JS(P(x)jjQ(x)) =
1
2

�
DKL

�
P(x)jj

P(x) + Q(x)
2

�
+ DKL

�
Q(x)jj

P(x) + Q(x)
2

��
(3.2)

This formulation is based on the JS divergence generalization measure proposed by

Lin [53], which states that the JS divergence can assign di�erent weights to the involved

distributions according to their importance. Equation 3.3 illustrates this generalization,

where � 1 and � 2 are the weights, that satisfy � 1; � 2 � 0 and � 1 + � 2 = 1 , and H is the

Shannon entropy function.
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JS� (P(x)jjQ(x)) = H (� 1P(x) + � 2Q(x)) � � 1H (P(x)) � � 2H (Q(x)) (3.3)

3.1 � 9CodeGenXplainer: Abstract representations

This method provides a comparative perspective aiming to study the di�erences between

machine-generated and human code data distributions in terms of the embedding represen-

tations of code. The comparison comprises a numeric value of the distributions di�erence

(i.e., JS divergence measure) and a visualization component of the distributions' separa-

tion. Compared data distributions stem from embedding representations of source code ob-

tained via Doc2Vec. These vector representations provide high-dimensional vector spaces.

Therefore, dimensionality reduction is required to provide visualization-prone analyses and

avoid issues when working with data analysis techniques (i.e., clustering). Furthermore,

� 9CodeGenXplainer leverages the prototypes and criticisms framework proposed by [48]

in favor of better understanding the studied data distributions.

3.1.1 Vector representations - Embeddings

� 9CodeGenXplainer uses source code embedding representations as the primary asset

for its analyses. The idea of using short dense vectors as representations of data has been

applied in multiple scenarios of deep-learning-related tasks, for instance Computer Vision

and NLP. These representations are known asembeddings. Embeddings are an example

of representation learning, which refers to the ability of models to learn representations of

inputs in a self-supervised fashion, instead of depending on manually extracted represen-

tations obtained via feature engineering. In the case of NLP, embeddings are concerned

with learning representations of the meaning of words (i.e., semantics), from their distri-

butions in texts. Some popular examples of word embedding techniques are Word2Vec

[60] and Doc2Vec [50]. These approaches in NLP work upon the distributional hypothesis,

originally formulated by linguists, as noted by Jurafsky and Martin [42]. This hypothesis

states that words corresponding to synonyms tend to occur in the same environment (i.e.,

context), and the di�erence between words is related to the di�erence in the contexts of

occurrence.

Chen and Monperrus [15] noted that multiple authors approached the idea of learning

source-code-tailored embedding representations at various scopes such as tokens, methods

or functions, and even binary code. For instance, Alon et al. [5] introduced the notion of

code embeddings with the proposal of Code2Vec, a mechanism for representing code snip-

pets as continuous distributed vectors. The vectors' calculation consists of decomposing

code snippets to a collection of paths, de�ned by traversing the corresponding Abstract

Syntax Tree (AST) structure. Additionally, Büch and Andrzejak [8], and Devlin et al.
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[21] proposed approaches for obtaining embeddings of functions or methods. The embed-

ding process for these approaches depends on the extraction of the AST from the code

snippets. Leveraging the AST structure presents an innovative strategy for obtaining code

representations. However, this approach faces a limitation based on the dependency on

the AST structure, which prevents the above-mentioned approaches from handling code

snippets with the presence of errors.

� 9CodeGenXplainer uses Doc2Vec to obtain code embedding representations to over-

come the issue. There are two reasons for using Doc2Vec. First, consider the hypothesis

of the naturalness of source code ([35] and [3]). Second, Doc2Vec presents bene�ts over

similar models such as Word2Vec. Both Word2Vec and Doc2Vec models work similarly,

but the latter can construct representations of input sequences of variable length, thus

providing a mechanism for representing structures beyond token-level. This mechanism

provides single representations for multiple words within documents (i.e., code snippets).

Le and Mikolov originally proposed the Paragraph Vector model (commonly known as

Doc2Vec) [50]. This model corresponds to an unsupervised algorithm that learns �xed-

length feature representations from variable-length pieces of texts such as sentences, para-

graphs, and documents. The proposed algorithm works by representing each document by

a dense vector. Doc2Vec follows the training strategy of a language model (i.e., aoiming

to predict words in the document). Additionally, authors of Doc2Vec proposed 2 strate-

gies for training the model. The �rst one corresponds to Distributed Memory Model of

Paragraph Vectors (PV-DM), where the model iteratively combines vectors of words and

documents and tries to predict a single token as output. The second strategy corresponds

to Distributed Bag of Words version of Paragraph Vector (PV-DBOW), similar to the

Skip-gram model in word vectors [60]. With this strategy the model is trained to predict

words sampled from the paragraph as output. Finally, in Doc2Vec, each word in the vo-

cabulary is mapped to a unique vector. A NLM is responsible for learning this mapping

by predicting a word based on a set of context words. After the training converges, words

with similar meaning are mapped to a similar position in the vector space and the vectors

correspond to the learned weights of the model.

� 9CodeGenXplainer obtains the code snippet vectors by means of the following pro-

cess. First, source code snippets go through a pre-processing step (i.e., tokenization). Al-

pha tokenizes code snippets using a BPE tokenizer model. Next, the tokenized sequences

pass to the vectorizer model (i.e., Doc2Vec) to infer the dense vectors. These dense vec-

tors correspond to 500-dimensional vectors, one for each processed snippet. Figure 3.1

illustrates this process.
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Figure 3.1. Code vectorization via Doc2Vec

3.1.2 Dimensionality reduction

The resulting embeddings from the process above form a high-dimensional space (500

dimension-vectors), which serves as input for further analysis. Thus, it is crucial to work

on lower-dimensional spaces for two main reasons: I) to avoid thecurse of dimensionality

problem when working with data analysis techniques such as clustering, II) to provide

results available for human visualization (i.e., three dimensions at most).

� 9CodeGenXplainer uses theUMAP technique to obtain a low-dimensional space.

This technique is chosen because of its capability to preserve the original space's global

structure, which other popular techniques such ast-SNE do not provide. Such structure

preservation is crucial for concluding without losing much information from the original

data. Figure 3.2 illustrates the process for obtaining 2-dimensional vectors and shows an

example of the provided visualization.

McInnes et al. [59] proposed theUniform Manifold Approximation and Projection

(UMAP 1) technique for dimension reduction. This technique is competitive with other

popular visualization techniques and general purpose dimension reduction for ML. It is

worth noting that UMAP does not present any computational restriction when working on

1https://umap-learn.readthedocs.io/en/latest/
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Figure 3.2. Dimensionality reduction for a human sample

embedding dimensions. The underlying algorithm was constructed based on Riemannian

geometry and algebraic topology. UMAP has gained popularity due to its capability to

preserve the original data's global structure while providing great run-time performance.

Precisely, it scales well in terms of the size and dimensionality of the processed dataset.

Additionally, the preservation of the global structure leads to similar resulting projections

(i.e., low dimensional representations) from run to run. UMAP relies on three hyper-

parameters:

ˆ Number of neighbors to consider (n): Controls how UMAP balances local versus

global structure when constructing the initial high-dimensional graph.
ˆ Minimum distance (min-dist): Indicates the desired separation between close points

in the embedding space and controls how tightly UMAP clumps points together.
ˆ Dissimilarity measure (d): Metric that calculates distance between points.

3D visualization: � 9CodeGenXplainer performs the primary analyses using 2-

dimensional vectors. However, the dimension reduction process inevitably results in infor-

mation loss from the original data space. Therefore,� 9CodeGenXplainer also provides

3-dimensional visualizations to con�rm that the observed behavior for the 2-dimensional

cases is preserved when working in a higher-dimensional space.
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Additionally, one of the intended visualizations corresponds to the separation between

machine-generated and human code embeddings. Whereas such separation is easily ob-

servable in 2-dimensional spaces, the same does not apply to the 3-dimensional case. Thus,

the 3D visualization includes a hyperplane to visualize the separation between the consid-

ered distributions easily. The hyperplane above corresponds to the decision boundary of a

linear binary Support Vector Machine (SVM) classi�er. This classi�er is trained with the

3-dimensional vectors of the code snippets where the two classes correspond to the source

code origin (i.e., human or machine-generated).

3.1.3 Prototypes and Criticisms

� 9CodeGenXplainer aims to analyze the particularities of the compared data distribu-

tions. Thus, it leverages theprototypes and criticisms framework proposed by Kim et al.

[48]. This framework proposed exploring details of speci�c representative points, to get

an understanding of complex distributions.

Usually, when trying to provide insights into data distributions, authors provide par-

ticular data instances which act as representative points of the underlying distribution

(i.e., prototypes). However, Kim et al. [48] argue that prototypes alone are not su�cient

for representing the essentials of complex data distributions. Therefore, criticisms are

required in order to understand such complex data distributions. Criticisms correspond

to data instances not being appropriately represented by the set of prototypes. These

are points points where the distribution of prototypes di�ers from the complete data dis-

tribution. The data distributions for � 9CodeGenXplainercorrespond to low-dimensional

embedding-representations of human and machine-generated code data.

Kim et al. [48] developed theMMD-critic framework for �nding prototypes and crit-

icisms to aid human interpretability. MMD-Critic works by calculating of the maximum

mean discrepancy for �nding the data points of interest. Nevertheless, Molnar [61] noted

that prototypes could be obtained leveraging any clustering algorithm, as long as the

obtained centroids correspond to actual data instances.

� 9CodeGenXplainer leverages the low-dimensional embedding vectors to �nd data

instances of interest (i.e., prototypes and criticisms). First, � 9CodeGenXplainer runs the

k-medoidsalgorithm, and centroids are considered prototypes. Then, it selects criticisms

by leveraging both the collection of prototypes and the full collection of data points.

Additionally, � 9CodeGenXplainer follows the approach proposed by Kim et al. [48] to

�nd criticism points. This approach uses the witness function (equation 3.4) to measure

how di�erent two distributions are at a particular data point. This function aims to

calculate distance between both the pointx and all the data points (�rst term), and x

and the prototypes (second term). � 9CodeGenXplainer iteratively computes the witness

values for each point in the dataset, and then it selects them data points with the highest
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witnessvalue criticisms (see algorithm 1). Herem corresponds to number of the prototype

points z, and n is the total number of points in the dataset being analyzed.

witness(x) =
1
n

nX

x i =1

distance(x; x i ) �
1
m

mX

j =1

distance(x; zj ) (3.4)

The distance function corresponds to a custom-de�ned measure according to the prob-

lem. In this case, such measure corresponds toEuclidean distance. This distance measure

relies on the dependency of a low-dimensional space (i.e., reduced) from the original em-

bedding vectors.

Algorithm 1 Criticisms �nding

1: procedure get_criticisms (data_ points; prototypes)
2: witness_ values  empty_ list
3: m  prototypes:length
4: for x 2 data_points do
5: wx  witness(x)
6: witness_ values:append(wx )
7: end for
8: sort(witness_ values)
9: criticicims  take_ last(witness_ values; m)

10: return criticisms
11: end procedure

3.1.4 Distributions comparison

� 9CodeGenXplainer compares the underlying data distributions instead of directly com-

paring vectors pair-wise with some vector distance (e.g., Euclidean or cosine). This com-

parison provides insights into the di�erence between the distributions. Such di�erence is

measured by means of theJS divergence.

� 9CodeGenXplainer approximates the data distributions for both human and

machine-generated code can be approximated by leveraging the low-dimensional vector

space. It performs such approximation viaGaussian Mixture Models (GMMs). GMMs

are usually used for clustering tasks; however, this fundamentally is an algorithm for den-

sity estimation, as noted by VanderPlas [89]. The result of the �tting process of a GMM

corresponds to a probabilistic generative model allowing to describe the overall distribu-

tion of the input data. GMM relies on a hyperparameter for the number of components

(i.e.,quantity of Gaussian distributions) used to model the �tted data. In this case, said

parameter is set to the number of prototypes found prototypes.

The GMMs density estimators of human and machine-generated distributions allow

measuring the similarity between them. Authors like Cui and Datcu [19] and Hershey

and Olsen [34] approached the problem of approximating the KL divergence between
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GMMs. They noted that there is no analytically tractable formula when working with

some statistical models such as GMMs. Thus, the calculation of the KL divergence between

the two density estimators must leverage approximation methods. The authors agree that

Monte Carlo Sampling is an appropriate method for the desired estimation.

The idea is to draw a sample x i from P such that DKL (P(x i )jjQ(x i )) =

EP [logP(x i )=Q(x i )]. Considering samplesf x i gn
i =1 :

DKL jMC (P(x)jjQ(x)) =
1
n

nX

i =1

log
P(x i )
Q(x i )

� DKL (P(x)jjQ(x)) (3.5)

as n ! 1 .

This approximation, allows to compute the approximate version of the JS divergence:

JSD(P(x)jjQ(x)) =
1
2

�
DKL

�
P(x)jj

P(x) + Q(x)
2

�
+ DKL

�
Q(x)jj

P(x) + Q(x)
2

��

JSD(P(x)jjQ(x)) �
1
2

"
1
n

nX

i =1

log
�

P(x i )
(P(x i ) + Q(x i ))=2

�
+

1
n

nX

i =1

log
�

Q(x i )
(P(x i ) + Q(x i ))=2

� #

JSD �
1
2

[EP (log(P(x))) � EP Q(log(P(x) + Q(x)) � log(2)) �

EQ(log(Q(x))) � EP Q(log(P(x) + Q(x)) � log(2))]

In this approach the P distribution corresponds to the GMM approximation for the

distribution of human code embedding representations, whileQ corresponds to the GMM

approximation for the distribution of machine-generated code embedding representations.

Additionally, the distribution P corresponds to the training or test set depending on the

type of analysis being performed (i.e., validation or generalization).

Source code inherent features: In addition to the method based on source code em-

bedding representations,CodeGenXplainer also provides two methods leveraging inherent

features of source code, namely, source code metrics and compilation errors. Sections

3.2 and 3.3 respectively present the methods based on these features. The strategy for

comparing the data of these features works similarly for both methods. Additionally,

both � and 
 methods use the bootstrapping strategy to estimate the values of particular

measures (i.e., mean values).
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3.2 � 9CodeGenXplainer: Source code metrics

� 9CodeGenXplainer uses code metrics to characterize the studied code snippets in or-

der to provide analyses entirely focused on inherent source code features. It aims to

give insights into the di�erence between machine-generated and human code data distri-

butions in terms of code metrics. These insights comprise two aspects: 1) A numeric

measure of di�erence via the JS divergence; 2) A comparison of the statistical behavior

of code metric values. Table 3.1 presents the metrics to extract from the analyzed code

snippets. Additionally, these metrics are grouped into categories in order to observe the

code's behavior in terms of speci�c code characteristics. These characteristics are related

to the code's size, structure or method-de�nition features. Moreover, this collection of

metrics is selected according to the scope of the studied code snippets (i.e., method-level).

� 9CodeGenXplainer treats metrics asdimensions in vectors representing code snippets.

The values of metrics on table 3.1 correspond to a count for the measured property in

the snippet at hand. A value of 0 represents the absence of the property. For instance,

if the number of assignmentsis 0, the analyzed snippet does not contain any assignment

statement. Most metrics exhibit the behavior above, except for thecyclomatic complexity,

a calculated value depending on the count of control �ow statements, such as the number

of loops or conditionals.

3.2.1 Distributions Comparison

� 9CodeGenXplainer measures the di�erence between the distributions of code metrics

from machine-generated and human code leveraging the JS divergence. Additionally, the

distribution of each code metric is treated independently. Therefore, 25 pairs of distribu-

tions are compared for each analysis (i.e., validation and generalization).

� 9CodeGenXplainer approximates the distribution for each metric as follows: There

are as many vectors as the number of metrics for each dataset being compared (i.e., human

and machine-generated). For instance, consider the Unique words metric. There are

two vectors containing as many components as the number of samples for the compared

sets. Subsequently,� 9CodeGenXplainer uses a density estimator (i.e., histogram) to

approximate distributions of each code metric, as illustrated in �gure 3.3. This estimation

depends on a binning process, which sets the intervals to perform the frequency counting

for the histograms. � uses theSturgesand the Freedman Diaconis rules to determine the

number of bins used to set the intervals.

For the calculation of the JS divergence, theP distribution corresponds to the density

estimation of the code metrics in the human code data. At the same time, theQ distribu-

tion corresponds to the density estimation of the code metrics of the machine-generated
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data. Additionally, the P distribution corresponds to the training or test set, depending

on the type of analysis being performed (i.e., validation or generalization).

3.2.2 Statistical behavior of code metrics

It is crucial to analyze the behavior of the concrete code metric values throughout the

code snippet sets under study. This analysis complements the insights provided based

on the divergence analysis above. Thus,� 9CodeGenXplainer gathers statistics (e.g.,

mean, median, and standard deviation) of the considered code metrics for the compared

datasets. The statistics allow observing tendencies regarding the values of the considered

code metrics for the machine-generated code and how these code metrics behave with

respect to human values.

Figure 3.3. Density estimation via histograms

3.3 
 9CodeGenXplainer: Compilation errors information


 9CodeGenXplainer uses compilation errors to characterize the studied code snippets.

It aims to give insights into the di�erence between machine-generated and human code

data distributions regarding errors occurrence. These insights comprise two aspects: 1) A
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Structural & complexity
Cyclomatic complexity

Lines of code

Literals
String literals

Numeric literals

Independent
Unique words

Modi�ers counting

Methods

Total methods, Static methods
Public methods, Private methods

Protected methods, Default methods
Abstract methods, Final methods, Synchronized methods

Structural

Number of returns, Loop quantity
Number of comparisons , Try/catch block quantity

Number of invocations to static methods
Number of assignments, Mathematical operations

Declared variables , Highest number of nested blocks

Table 3.1. Set of considered source code metrics.

numeric measure of di�erence by way of the JS divergence; 2) The comparison of statistical

behavior of error occurrence.

Table 3.2 details the considered errors.CodeGenXplainer includes a method focused

on error analyses due to the common presence of errors in the human code corpora. 98%

of the training dataset contains some errors. Nonetheless, many of these errors appear due

to the scope of the studied code, for instance, access to elements external to the method

body (i.e., class attributes or global variables). Therefore gamma considers several types of

errors caught by the Java compiler (i.e., warnings, syntactic, and semantic errors). These

compilation errors are then treated as dimensions of vectors representing sample sets of

code snippets.

Furthermore, the occurrence of the caught errors is dynamic depending on two aspects:

the set of possible errors de�ned by the compiler and the particularities of each snippet

being analyzed. For instance, in the case of thecannot �nd symbol error, each caught

error will reference the particular symbol not being found, e.g.,x; y; a; b, and so on. Thus,


 9CodeGenXplainer de�nes a �xed collection of compilation errors for the analysis to

provide a controlled environment for experimentation. Such collection is de�ned by means

of a selection process described in section 4.5.3.

3.3.1 Distributions Comparison

The comparison process between human and machine-generated code follows the same

strategy described in section 3.2.1 for the source code metric dimensions. The only variant

corresponds to the considered dimensions; in this case, the dimensions correspond to

compilation errors instead of code metrics.
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For the calculation of the JS divergence, theP distribution corresponds to the density

estimation of the compilation errors in the human code data. At the same time, theQ

distribution corresponds to the density estimation of the compilation errors of the machine-

generated data. Additionally, the P distribution corresponds to the training or test set,

depending on the analysis type (i.e., validation or generalization).

3.3.2 Statistical behavior of compilation errors

It is crucial to analyze the behavior of the compilation error occurrence throughout the

snippet sets under study. This analysis complements the insights provided based on the

divergence analysis above. Thus, gamma gathers statistics (e.g., mean, median, and stan-

dard deviation) of the errors counting for the compared datasets (human and machine-

generated code). These statistics allow observing tendencies regarding the occurrence of

the compilation errors for machine-generated data and how the errors behave concerning

human values.

3.4 � 9CodeGenXplainer: Information theory measures

According to Khoshgoftaar and Allen [46], information theory-based software metrics are

attractive because they quantify the amount of information in an abstraction of a program.

Thus, � 9CodeGenXplainer uses information theory measurements to provide insights re-

garding the amount of information shared between human and machine-generated code.

The information levels are measured based on the token distribution, which corresponds

to a discrete distribution for each sample set under study. � 9CodeGenXplainer gathers

the tokens' frequency by leveraging the tokenizer's vocabulary used to train the gener-

ative model under analysis. Speci�cally, � 9CodeGenXplainer counts token frequencies

throughout the set of tokenized snippets. After gathering such frequency values, the dis-

tribution is calculated based on the exhibited proportions. The distributions of tokens

allow to calculate two measurements:

ˆ Entropy: Corresponds to a function that attempts to characterize the unpredictabil-

ity of a random variable. This measure exhibits properties that agree with the

intuitive notion of what a measure of information should be, and is considered a

natural measure of the information content. The proposed approach aims to mea-

sure the information for a particular set of samples (based on the tokens forming

part of snippets), whether these are human or machine-generated. The entropy value

for each sample set is used as the base for comparison. Equation 3.6 displays the

function used for calculating entropy.
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H (X ) �
X

x 2 X

P(x)log
1

P(x)
(3.6)

ˆ Mutual information: Corresponds to a quantity that measures a relationship be-

tween two random variables. Particularly, it measures how much information is

communicated, on average, in one random variable with regard to another. The

proposed approach aims to measure the amount of information (in terms of token)

shared between the human and machine-generated code sample sets.

I (X; Y ) � H (X ) � H (X jY ) (3.7)

Comparison: Unlike � , � , and 
 - CodeGenXplainer, the comparison for

� 9CodeGenXplainer does not use a divergence-based measure for obtaining in-

sights into the di�erence between machine-generated and human code distributions.


 9CodeGenXplainer uses the tokens present in the snippets to characterize code. Ad-

ditionally, the entropy and mutual information metrics measure the information levels

of such a feature. Therefore, these measures allow for comparing the studied sets of

machine-generated and human code. Theentropy values allow measuring theamount of

information in terms of tokens present in each dataset. Consequently, the comparison

can directly focus on these values. Furthermore,mutual information allows measuring

the relationship of dependence between the two sets being compared (i.e., human and

machine-generated).
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Id. Error Description
W1 Warning: Deprecated API The method uses or overrides a deprecated API.
W2 Warning: Unsafe operations The method uses unchecked or unsafe operations.
W3 non-varargs-warning Inexact argument type for last parameter of varargs in

method.
W4 X-diags warning The compiler suggests compiling code code using Xdiags

options to indicate a diagnostic mode.
W5 X lint warning The compiler suggests compiling code code using xlint keys

options to get a detailed description of detected warnings
(e.g., deprecation, empty statements, or unsafe use of vari-
able arguments).

W6 Deprecated-usage The method references and element that has been depre-
cated and marked for removal.

A1 Other errors Sum of the frequencies for errors not considered due to fre-
quencies analysis.

A2 Number of grouped errors Quantity of grouped errors not being directly consider due
to the frequency analysis.

NF1 Cannot �nd symbol The compiler cannot �nd a reference element, for instance,
undeclared variables.

NF2 Non existing package Referenced package does not exist.
NF3 Non visible package The method accesses an API in a package not available for

importing.
M1 Non applicable method The invoked method is not callable due to a mismatch in

the varargs arguments.
M2 Method does not override im-

plement super
The method is annotated with @Override, but no method
with the same signature can be found in a super type.

M3 Invalid method declaration
(Return type required)

The method signature does not indicate a return type (not
even void).

M4 No suitable constructor No constructor matches the passed parameters.
M5 Non applicable method (di�.

parameters length)
The invoked method cannot be called due to a mismatch
between the number of passed parameters and the actual
argument list.

M6 Method cannot be applied The invoked method cannot be applied to given parameter
types.

M7 Method reference not ex-
pected

The statement of a method invocation is not a valid method
reference (i.e., static, instance, constructor).

M8 No suitable method The compiler cannot �nd any implementation of the in-
voked method.

ST1 Non static var from static
context

The method accesses non-static variables from a static con-
text.

STR1 Expected structure The compiler is cannot �nd the expected element (class,
interface, or enum) due to a structure malformation error
(e.g., wrong braces matching).

STR2 Incompatible types The intended casting cannot be performed.
STR3 Incomparable types The method tries to perform a comparison between ele-

ments whose types are not compatible.
STR4 Cannot be dereferenced The method tries to access a presumable reference type but

cannot do it (e.g., accessing a value type object).
STR5 Illegal parenthesized expres-

sion
The expression put in parentheses is not valid.

STR6 Ambiguous reference The compiler cannot decide which method to call since
more than one method is applicable in the invocation state-
ment.

STR7 For each not applicable The for each statement is not applicable over a non-iterable
element.

STR8 Unexpected lambda The method introduces an unexpected lambda expression.
STR9 Unexpected type The statement (e.g., an assignment) receives a di�erent

type from the one expected.

Table 3.2. Set of considered compilation errors



CHAPTER 4

Empirical Study Design

This chapter describes the empirical study design used to validateCodeGenXplainer. Fig-

ure 4.1 illustrates the overall empirical study. The chapter is organized as follows: First,

section 4.1 outlines the research questions guiding this study. Second, section 4.2 describes

the data used for experimentation. Third, section 4.3 provides details about the studied

models and their training process. Successively, section 4.4 describes the process for ob-

taining code snippets samples for the experiments (both human and machine-generated).

Lastly, section 4.5 presents the details regarding all the experimentation, organized ac-

cording to the proposed interpretability methods.

4.1 Research questions

CodeGenXplainer proposes a suite of methods to interpretULMs of code, by provid-

ing two types of analysis: validation and generalization. The validation analysis com-

pares machine-generated data to training data, while the generalization analysis compares

machine-generated data against test data. Therefore, the research questions are oriented

toward exploring the insights provided by such methods. The purpose is to get aholistic

idea of the di�erences between machine-generated and human code from multiple perspec-

tives (i.e., multiple source code features).

1. � 9CodeGenXplainer : In ML tasks, it is common to use automatically-extracted

representations to obtain insights based on the data. Speci�cally, semantic-oriented

representations have played an essential role in NLP applications. In the case of

source code data, it is interesting to have a mechanism allowing to compare machine-

generated and human data in terms of embedding representations to provide both a

visual and a numeric perspective.

33
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Figure 4.1. Empirical study

ˆ RQ1A : To what extent does the embedding-representation of human training

code di�er from the embedding-representation of machine-generated code?.

(a) Hypothesis 1 (RQ1AH1): The embedding-representation of machine-

generated snippets presents a huge overlap with the embedding-

representation of the training snippets.

(b) Hypothesis 2 (RQ1AH2): Several clusters (as well as prototypes and criti-

cisms) are expected to appear since the training data presents natural sep-

aration due to di�erent sources and domains in the space of its embedding-

representation.

ˆ RQ1B : To what extent does the embedding-representation of human test code

di�er from the embedding-representation of machine-generated code?

(a) Hypothesis 1 (RQ1BH1): The embedding-representation of generated snip-

pets presents an overlap with the embedding-representation of the testing

snippets in the case of good generalization by the LMs.
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2. � 9CodeGenXplainer : To leverage inherent source code features, it is important

to provide a method that allows comparing the behavior of such features between

machine-generated data and human data.

ˆ RQ2A : How di�erent are source code metrics distributions measured between

training human sets and machine-generated sets?

(a) Hypothesis 1 (RQ2AH1): Code metrics distributions should not ex-

hibit a substantial divergence-based di�erence between human (train) and

machine-generated data.

ˆ RQ2B : How di�erent are source code metrics distributions measured between

test human sets and machine-generated sets?

(a) Hypothesis 1 (RQ2BH1): Code metric distributions should not exhibit a

substantial divergence-based di�erence between human (test) and machine-

generated data.

ˆ RQ2C : What are the statistical properties of code metrics values throughout

the experiments?

3. 
 9CodeGenXplainer : Since the corpus for human data is not error-free, it is crucial

to study the behavior of error occurrence in machine-generated data and measure

how di�erent it is from human data.

ˆ RQ3A: How di�erent are compilation error distributions in training human

sets from machine-generated sets?

(a) Hypothesis 1 (RQ3AH1): Compilation error distributions are expected to

be higher in generated sets than in human sets.

ˆ RQ3B: How di�erent are error distributions in test human sets from machine-

generated sets?

(a) Hypothesis 1 (RQ3BH1): Compilation error distributions are expected to

be higher in machine-generated sets than in human sets.

ˆ RQ3B: What are the statistical properties of compilation errors values through-

out the experiments

(a) Hypothesis 1 (RQ2CH1) Generated sets are expected to present a higher

rate of error occurrence than human sets, especially with semantic-related

errors rather than syntax-related errors. This behavior is due to the com-

mon presence of semantic error in the human training data. The frequency

of semantic errors is related to the scope of the snippets, namely, the

method level code which references external or non de�ned objects.

4. � 9CodeGenXplainer : Information theory measures provide an additional compari-

son point from a perspective beyond source code inherent features (i.e., code metrics
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and compilation errors). These measures might give insights into the information

being transmitted from human to machine-generated code in the generative process.

ˆ RQ4A: How much information shared between human training sets to machine-

generated sets in terms of token distributions?

(a) Hypothesis 1 (RQ4AH1): Machine-generated data is expected to exhibit

a high level of shared information with human training data in terms of

tokens distributions.

ˆ RQ4B: How much information is shared between human test sets and machine-

generated sets in terms of tokens distributions?

(a) Hypothesis 1 (RQ4BH1): Machine-generated data is expected to exhibit a

high level of shared information with human test data in terms of tokens

distributions.

4.2 Data

This study uses the CodeSearchNetcorpus1. This corpus was originally released for the

task of semantic code search(i.e., retrieving relevant code given a natural language query).

The corpus contains about six million code snippets (functions) spanning six programming

languages (Go, Java, JavaScript, PHP, Python, and Ruby) extracted from open source

projects on GitHub. This study focuses on Java source code leveraging the available

dataset in the CodeSearchNetcorpus.

The dataset provided by CodeSearchNet includes the following attributes for each

snippet (data record):

ˆ Repository: Name indicating the repository from where the function was extracted.
ˆ Method name: Name of the function/method at hand.
ˆ Raw code: Unprocessed code as it was found in the source repository.
ˆ Tokenized code: Tokenized version of the code at hand.
ˆ Code docstring: Top-level comment or docstring for the method at hand.
ˆ Tokenized docstring: Tokenized version of the docstring.

This study uses the raw code data and discards the pre-tokenized code since the study

performs a custom tokenization process described in section 4.2.2.

4.2.1 Data organization

The Java data set available in the CodeSearchNetcorpus provides a set of splits for

training ML models (i.e., di�erent subsets for training, validation, and testing). This

1https://github.blog/2019-09-26-introducing-the-codesearchnet-challenge/



CHAPTER 4. EMPIRICAL STUDY DESIGN 37

study leverages the given splits. Additionally, the tokenization process relies on the BPE

tokenizer, which requires training. Therefore, an independent portion of the available

code snippets is extracted from the training partition and exclusively used for training the

tokenizer model. Table 4.1 presents the data split details.

Split Number of records
Training 405,491

Validation 26,716
Test 15,021

BPE tokenization 45,055
Total 49,2283

Table 4.1. Java corpus description

4.2.2 Data preprocessing

Before the models' training process can take place, the data must undergo a pre-processing

stage, described as follows:

Snippets manipulation: The preprocessing stage starts by removing document com-

ments. Next, it adds reserved words within Java to the tokenizer vocabulary to prevent

them from being split in the tokenization step.

Tokenization process:The code snippets require being tokenized (i.e., split into individ-

ual words) in order to serve as input for the Language Models. However, the tokenization

of code snippets into individual words is not as simple as performing a space-based split-

ting. Karampatsis et al. [43] argued that source codeLanguage Modelshave to deal with

extremely large and sparse vocabularies (i.e.,out-of-vocabulary (OOV) problem). This

issue comes from thefreedom of software developers when creating identi�ers, which in-

troduces new vocabulary at a far higher rate than natural language. In order to deal with

the OOV problem, the authors proposed to model the vocabulary for source code corpora

using the Byte-Pair Encoding (BPE) algorithm.

Sennrich et al. [81] introduced tokenization using Byte-Pair Encoding (BPE) to em-

power a Neural Translation model to work with an open vocabulary and thus, be able

to deal with rare and unknown words. This tokenization strategy leverages the byte pair

encoding algorithm, originally proposed as a technique for data compression. The algo-

rithm iteratively replaces the most frequent pair of bytes in a sequence with a single and

unused byte. Authors adapted this algorithm to perform word segmentation; i.e., instead

of merging frequent pairs of bytes, the merge is performed on characters or character

sequences.

BPE relies on a pre-tokenization stage, which splits the training data into words. This

pre-tokenization can be simple space tokenization or more advanced strategies such as

rule-based tokenization. After the pre-tokenization step, BPE has a set of unique words
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with their corresponding frequencies of occurrence in the training data. Next, BPE can

create a base vocabulary by leveraging the unique words and then learning the merge

rules. Such learning is attained by iteratively counting all symbol pairs and replacing each

occurrence of the most frequent pair (`A', `B') with a new symbol `AB'. The algorithm

repeats this process until the vocabulary has attained the desired vocabulary size, which

corresponds to a hyperparameter de�ned previous to training.

Tokenization using BPE allows representing a source code snippet as a sequence of

numbers. Such numbers correspond to the identi�ers of tokens (subwords) contained

within the vocabulary of the BPE model. These numeric sequences serve as input for

the training of the generative models. Additionally, the BPE tokenizer preprocesses the

snippets for the Doc2Vec-vectorization in� 9CodeGenXplainer , and the BPE vocabulary

provides the basis for obtaining the token distributions in 
 9CodeGenXplainer .

4.3 Models

4.3.1 BPE Tokenizer

Tokenization is a crucial element for the training of generative models. The tokenization

process uses the BPE tokenizer described above is used. This model requires training

to obtain the vocabulary for the NLMs. The training process is performed using the

dedicated split described in section 4.2.1. Additionally, the same BPE model performs the

tokenization process for all the studied generative models.

There are two main aspects to consider regarding the implementation of the tokenizer

model. First, the vocabulary size is set to 10,000 tokens. Second, the reserved words in

the target programming language (i.e., Java) are considered special tokens and are added

to the tokenizer's vocabulary. This treatment for the reserved words prevents them from

being split and lost in the generation process.

4.3.2 Unconditional Language Models

This research aims to interpret several neural-network-based autoregressive models by

studying machine-generated code produced by such models. These models are trained on

a large corpus of code snippets (i.e., methods) written in theJava programming language

(see 4.2.1). Speci�cally, the research focuses on two case studies:

1. Recurrent Neural Networks: These networks have been traditionally used as lan-

guage models. Speci�cally, this research studies three popular architectures of Re-

current Neural Networks, namely, RNN, GRU, LSTM.
2. GPT-based models (transformers): GPT2 was introduced as a language model with

the generative process in mind. The GPT2 original architecture is used as a base
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model and the 2 other, correspond to intervened versions of the base model. Such

interventions correspond to modi�cation over the hyper parameters (i.e, number of

attention heads and number of layers). Tiny-GPT2, Small-GPT2, Tiny GPT2 with

modi�ed number of Attention heads.

The empirical study analyzes the two case studies independently since they are not

suitable for direct comparisons. First, the sample set sizes are di�erent. Due to time

constraints, the sample size for the experiments of RNN-based models is smaller. Second,

the considered architectures work with di�erent decoding strategies for the generation

process. Namely, the transformer models leverage top-k sampling while the RNNs leverage

temperature-basedsampling.

Common elements: The empirical study maintain the same parameter values through-

out the experiments with di�erent models. For instance, vocabulary settings (i.e., size

and words) and optimizer's hyperparameters. Furthermore, the sequence length for the

generated sequences is set to 300 tokens. This value is empirically estimated by exploring

the properties of human data sets. Moreover, the training process for all the models uses

the same optimization algorithm (i.e., Adam optimizer), whose con�guration parameters

are displayed in table 4.2.

Parameter Value
Learning rate (� ) 0.001

Exponential decay rate 1st
moment (� 1)

0.9

Exponential decay rate 2nd
moment (� 2)

0.999

Param. for numerical stability � 1e-07

Table 4.2. Optimizer parameters

4.3.3 Training

This section provides details regarding the training of the models for two case studies'

model architectures.

Recurrent Neural Networks: All the models under this category share a set of pa-

rameters. First, the embedding layer size is set to 256 units. Secondly, the recurrent

layer (RNN, LSTM or GRU) size is set to 1024 units, and �nally, the dense layer is set to

10:000 units in order to match the vocabulary size. Table 4.3 details the parameters for

the models under this category.
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Model type Model id. N° trainable params Epochs
Vanilla RNN Model-R 0.0.1 14.121.744 10
Vanilla GRU Model-R 0.1.1 16.748.304 10

Vanilla LSTM Model-R 0.2.0 16.748.304 64

Table 4.3. Training details - RNNs

GPT2 models: The models in this category share a set of parameters such as the em-

bedding size and number of epochs. Table 4.4 details of the parameters for the GPT-based

models.

Model
type

Model id. Embedding
size

Decoder
blocks

Attention
heads

Trainable
params

Epochs

GPT2 Model-G 0.0.1 768 6 12 50,995,200 12
GPT2 Model-G 0.1.1 768 12 12 93,522,432 12
GPT2 Model-G 0.7.1 768 6 16 50,995,200 12

Table 4.4. Training details - GPT2

Implementation details: The models' implementation leverage commonly used li-

braries, aiming for reproducibility. The implementation for the RNN-based models uses

Tensor�ow 2, while the GPT23 and tokenizer4 models use Hugging Face.

4.4 Machine-generated vs Human code

Proposed interpretability methods in CodeGenXplainer follow a comparative approach

between machine-generated and human code. The sets required to perform the compar-

isons are established as follows: the human code snippets are sampled from thetraining

dataset (see. section 4.2.1), while the machine-generated code snippets are generated from

the trained models.

Additionally, the sample size of sets utilized for experimentation is established accord-

ing to several considerations. First, considering the number of snippets present in the

training dataset, the set sizes are established as follows: In the case of transformers, the

sample size is set to 5000. This sample size provides a margin of error of 2% and 99% con-

�dence level. In the case of the RNN-based models, the sample size corresponds to 1065,

aiming for a margin error of 3% and a 95% con�dence level. The number of samples is set

di�erently for the di�erent model architectures (i.e., Transformers-based and RNN-based)

due to computational limitations. Table 4.5 details the sampling sizes. Additionally, 30

trials are run for each experiment to get statistically signi�cant results.

2https://www.tensor�ow.org/
3https://huggingface.co/transformers/
4https://huggingface.co/docs/tokenizers/
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Model
Population size
Human dataset

Con�dence level Margin of error
Estimated
sample size

Transformers 492.283 99% 2% 4.200
RNNs 492.283 95% 3% 1.065

Table 4.5. Sample size estimation

Furthermore, regarding the decoding strategy during the generation process the

transformer models use top-k sampling, while the RNN-based models use temperature-

sampling.

4.5 Experiments

All the analyses follow a similar experimental setting. The comparison between machine-

generated and human data sample sets is performed pairwise (for each trial). Such a pair

comprises one sample set of machine-generated data and one sample set of human data.

Each set contains the number of samples detailed in the section above. Additionally, the

comparison approach comprises two analyses: validation and generalization, working with

training and test sets, respectively. Table 4.6 presents the detailed experiment con�gura-

tion for each interpretability method in CodeGenXplainer.

Table 4.7 presents the experimental con�guration for methods�; � , and 
 - Code-

GenXplainer. The experiments for � 9CodeGenXplainer follow the same structure in

terms of the number of trials and sample sets being compared. However,� does not use

the Jensen-Shannon divergence as the base metric for comparison. Speci�cally, it uses

information-theory-based measures instead, as described in section 3.4.

� � 
 � Model Data partition

Exp.0.0.0 Exp.0.0.1 Exp.0.0.2 Exp.0.0.3 Model-R 0.0.1 Training
Exp.0.1.0 Exp.0.1.1 Exp.0.1.2 Exp.0.1.3 Model-R 0.0.1 Test
Exp.0.2.0 Exp.0.2.1 Exp.0.2.2 Exp.0.2.3 Model-R 0.1.1 Training
Exp.0.3.0 Exp.0.3.1 Exp.0.3.2 Exp.0.3.3 Model-R 0.1.1 Test
Exp.0.4.0 Exp.0.4.1 Exp.0.4.2 Exp.0.4.3 Model-R 0.2.0 Training
Exp.0.5.0 Exp.0.5.1 Exp.0.5.2 Exp.0.5.3 Model-R 0.2.0 Test
Exp.1.0.0 Exp.1.0.1 Exp.1.0.2 Exp.1.0.3 Model-G 0.0.1 Training
Exp.1.1.0 Exp.1.1.1 Exp.1.1.2 Exp.1.1.3 Model-G 0.0.1 Test
Exp.1.2.0 Exp.1.2.1 Exp.1.2.2 Exp.1.2.3 Model-G 0.1.1 Training
Exp.1.3.0 Exp.1.3.1 Exp.1.3.2 Exp.1.3.3 Model-G 0.1.1 Test
Exp.1.6.0 Exp.1.6.1 Exp.1.6.2 Exp.1.6.3 Model-G 0.7.1 Training
Exp.1.7.0 Exp.1.7.1 Exp.1.7.2 Exp.1.7.3 Model-G 0.7.1 Test

Table 4.6. CodeGenXplainer Experiments
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N° of trials Sample set 1 Sample set 2
Comparison Metric

30 Machine-generated Human sample Jensen-Shannon
divergence/distance

Table 4.7. Experimental settings for �; �; 
 methods

4.5.1 Abstract representations: � 9CodeGenXplainer

The primary process for� 9CodeGenXplainer is obtaining the vector representation (em-

beddings) for the code snippets, which is performed via Doc2Vec (see 3.1.1). Addition-

ally, dimensionality reduction of the embedding-vectors, is also a crucial component for

� 9CodeGenXplainer . Dimensionality reduction is performed using the UMAP algorithm

(see 3.1.2). Regarding the details for the execution ofUMAP , the experiments use this

set of parameters: �rst, the number of neighbors is set at 15 and the minimum distance is

set to 0.1, as recommended in the o�cial documentation5, while the used distance metric

corresponds tocosine, due to the vectors being processed (i.e., Doc2Vec embeddings).

Additionally, � 9CodeGenXplainer uses thek � medoids algorithm for the selection of

prototypes. The number of clustersk is determined by means of the silhouette method6.

Moreover, criticisms are found via the witness function described in 3.1.3. Besides, the

distance metric used for the clustering algorithm and the witness function corresponds to

Euclidean distance. The last aspect to consider, is the use of Gaussian mixture models for

the approximation the distributions and the corresponding calculations of Jensen-Shannon

divergence. The training of the GMM models relies on the number of Gaussian components

to estimate the �tting data. The number of components is set according to the number of

found prototypes.

Furthermore, the 3-dimensional analyses use the sameUMAP con�guration. Also,

the SVM classi�er used for obtaining the separation hyperplane (i.e., decision boundary

between machine-generated and human data) is trained by leaving 33% of each set as the

test split, which is considered su�cient in classic ML tasks, given the datasets size.

4.5.2 Source code metrics: � 9CodeGenXplainer

Code metrics extraction: The process for computing the code metrics takes place for each

code snippet within the sample sets being compared. This process requires turning each

snippet into a physical Java �le. Successively, � 9CodeGenXplainer performs a static

code analysis leveraging the CK open-source package7 to gather each �le's metrics set.

5https://umap-learn.readthedocs.io/en/latest/parameters.html
680.
7https://github.com/mauricioaniche/ck
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Divergence: The calculation of divergence values does not consider any addi-

tional implementation details than the one mentioned in section 3.2.1. Nonetheless,

� 9CodeGenXplainer uses bootstrapping to estimate the mean of the reported divergence

values to present the overall behavior throughout the trials. The bootstrapping estima-

tion uses 500 as the number of samples. Additionally, con�dence intervals are obtained

via t-student critical values; particularly 2.634 for a 98% con�dence level.

Code metric values: The gathered statistics for code metric values are oriented to

present the overall throughout the trials. Therefore, � 9CodeGenXplainer also uses boot-

strapping with the code metrics values. The bootstrapping estimation of mean values

follows with the con�guration above.

4.5.3 Compilation Error information: 
 9CodeGenXplainer

The set of compilation errors is set according to the behavior of the human dataset and

comprises two steps: error gathering and selection.

Error gathering: 
 9CodeGenXplainer gathers compilation errors via a custom-

developed tool, which compiles every code snippet in the sample set being analyzed and

then reports the found errors (if any).

Error selection: This process helps establish a �xed set of errors as dimensions for the


 9CodeGenXplainer analyses, which is required due to the dynamic occurrence of errors

throughout the sampled snippets. The selection is performed by executing 200 trials.

Each trial comprises a sample containing5:000 human snippets. Next, the code snippets

are compiled to gather a collection of errors (when present). Subsequently, the errors

are standardized according to several generic error de�nitions, which helps eliminate the

particular details from every analyzed snippet. Figure 4.2 displays the frequencies of errors

in the executed selection experiments. For example, the generic categoryincompatible

types groups all the detected errors for particular statements traversing multiple snippets.

After de�ning that grouping, the categories with a minimum frequency throughout the

200 experiments are considered part of the �xed dimensions for the comparison analyses.

Divergence: The calculation of divergence values does not consider any ad-

ditional implementation details than those mentioned in section 3.3.1. However,


 9CodeGenXplainer uses bootstrapping to estimate the mean of the reported divergence

values. This aims to present the overall results behavior throughout the trials. The boot-

strapping estimation uses 500 as the number of samples. Additionally the con�dence

intervals are obtained via t-student critical values; particularly 2.634 for a 98% con�dence

level.

Compilation error occurrence counting: The gathered statistics for compilation error

counts are oriented towards presenting the overall behavior throughout the trials. There-
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fore, 
 9CodeGenXplainer uses bootstrapping with the compilation error counts. The

bootstrapping estimation of mean values follows the samecon�guration above.

Figure 4.2. Compilation Error frequencies Human data

4.5.4 Information theory measures: � 9CodeGenXplainer

The main concern for� 9CodeGenXplainer corresponds to the language model vocabulary

used to build the tokens' discrete distributions. Such vocabulary comes from the BPE

model. Additionally, aiming for reproducibility, the information theory measurements are

computed by means of the dit package8.

8https://dit.readthedocs.io/en/latest/generalinfo.html



CHAPTER 5

Results and Discussion

This chapter presents the results from the empirical study (chapter 4). The results

are presented for each method inCodeGenXplainer and type of analysis (i.e., valida-

tion or generalization). This thesis poses two case studies: Transformers and RNNs.

Section 5.1 shows the �ndings regarding the di�erences between the distributions of

embedding-representations of code for� 9CodeGenXplainer . Section 5.2 summarizes

the �ndings based on divergence and statistical behavior analyses of code metrics for

� 9CodeGenXplainer . Section 5.3 presents the �ndings based on divergence and statisti-

cal behavior analyses of compilation errors for
 9CodeGenXplainer . Section 5.4 describes

the �ndings based on information-theory analyses for� 9CodeGenXplainer . Finally, Sec-

tion 5.5 introduces the limitations of the study.

5.1 Abstract representations: � 9CodeGenXplainer

Table 5.1 summarizes divergence and distance measures for the models from both case

studies. Additionally, results for divergence measures present similar behavior for both

transformers and RNNs case studies.

Transformers Validation. The measures of divergence and distance show a substantial

di�erence between the distributions for machine-generated and human code. TinyGPT2 is

the model exhibiting the minimum divergence value of 0,4681, while the average mean di-

vergence for transformers against training data is0; 5095� 0; 1256. These measures support

the observed separation between machine-generated and human (training) data depicted in

low dimensional visualizations (2D and 3D). Figures 5.1 and 5.2 display the2-dimensional

visualizations, and 5.3 depicts3-dimensional visualization for TinyGPT2-generated sets.

45
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Additionally, the visualizations display that machine-generated data presents a division

into several groups as in the case of training data.

The observed behavior controverts the hypothesisRQ1AH1 since results show that low

dimensional distributions of the embedding-representations do not exhibit the expected

overlapping between machine-generated and training data. This behavior is present for

both 2 and 3 dimensional spaces.These results indicate that the studied trans-

formers cannot learn the complete semantic elements of human code used to

train them .

Furthermore, since TinyGPT2 is the model with the minimum divergence value, it

is worth analyzing prototype and criticism snippets from sample sets generated with this

model. Prototype snippets commonly exhibit correct syntax and, in several cases, semantic

problems. For instance, the �rst snippet from listing 1 presents problems related to the

messagevariable. Successively, the �rst method from listing 2 presents compilable code;

however, the body of the method does not show a relation with the method's name.

Lastly, the second method from listing 2 also presents several semantic problems related

to the re-assignment of input arguments. In contrast, some snippets exhibit correct code.

For instance, the second snippet from listing 1 presents syntactically correct code, and

the statements are related to the method's name. Also, the statements in the method's

body from listing 3 match the operation indicated in the method name, despite accessing

non-local elements (which could be attributes from the containing class).

Listing 1 Prototypes for set 12 - TinyGPT2
1 protected static void checkForEarlyExit(String className){
2 String message;
3 message = Messages.get().getBundle(OpenCmsTheme.class.getName())
4 .key("error.wrong.circular.all");
5 message += Messages.get().getBundle(OpenCmsTheme.class.getName())
6 .key("error.wrong.circular.all");
7 message += Messages.get().getBundle(OpenCmsTheme.class.getName())
8 .key("error.wrong.circular.all");
9 message = "Sealed, try to rename ";

10 message += message;
11 }

1 protected final <T extends D> void write(
2 JsonOutputFormat<T, Object> outputFormat, T data, T defaultValue) throws Exception {
3 try (Writer outputWriter = outputFormat.writer()) {
4 JsonWriter dataWriter = outputFormat.writer();
5 try {
6 dataWriter.write(data, defaultValue);
7 } finally {
8 outputWriter.finish();
9 }

10 }
11 }
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Listing 2 Prototypes for set 30 - TinyGPT2
1 public static String escapeUriPathSegment( final String text) {
2 return text == null || text.isEmpty() ? "" : text;
3 }

1 public void add(String name, T value, int expiration, long maxIdle) {
2 // check the maximum value
3 maxIdle = expiration;
4 mMap.put(name, value);
5

6 // check the maximum value
7 if (maxIdle < 0)
8 throw new AssertionError("Invalid maximum value < " + maxIdle + ">");
9

10 if (value != null ) {
11 mMaxValue = (expiration < 0 ? expiration : value);
12 } else {
13 mMaxValue = 0;
14 }
15

16 addData(0, new Trie<>(name, value));
17 }

Listing 3 Prototypes for set 13 - TinyGPT2
1 @Override
2 public boolean containsValue(Object value) {
3 final boolean result = value != null ? (m_values.contains(value)) : false ;
4 return result;
5 }
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Transformers Generalization. The measures of divergence and distance show a sub-

stantial di�erence between the distributions for machine-generated and human (test) code.

SmallGPT2 is the model that exhibits the minimum divergence value of 0,5182, while the

average mean divergence value for transformers against test data is0; 5380� 0; 1038. These

measurements support the remarkable separation observed between machine-generated

and human (test) data depicted in low-dimensional visualizations (2D and 3D). Figures

5.6, 5.7, and 5.8 display the visualizations of machine-generated code from SmallGPT2.

Additionally, these visualizations display that machine-generated data presents a division

into several groups, similar to test data. Besides, the best performing model (i.e., Small-

GPT2) does not match the model presenting such behavior in the validation analysis (i.e.,

TinyGPT2). Additionally, the divergence against test data is, on average 5; 586% larger

than the divergence against training data.

The observed behavior alongside results of the validation analysis controvert the hy-

pothesisRQ1BH1 indicating that transformer models are not capable of capturing all the

semantic elements of human code.

Since SmallGPT2 is the model presenting the minimum divergence value, it is worth

analyzing prototype and criticism snippets from sample sets generated with this model.

Prototypes commonly exhibit syntactically correct code, but some semantic problems. For

instance, the �rst method from listing 4 exhibits correct exception handling and semantic

problems related to the text local variable. The second method also presents seman-

tic problems such as receiving unused arguments and redundant assignment statements.

Finally, the third method exhibits correct behavior, assuming the referenced collection

availableServiceIdsis an existing external element.

Criticism points also present syntax correctness and semantic errors. For instance, the

�rst method from listing 5 presents duplicated and con�icting conditional statements, in

addition to incorrect recursive calls. Similarly, the �rst method from listing 6 exhibits

repetition when calling chained methods, and it also introduces re-declaration existing

variables. Besides, there are cases exhibiting correct code, such as the second snippet

in listing 5 and the second method in listing 6. The code in these snippets is correct,

assuming the accessed external elements exist.

RQ1 Takeaway: The divergence values, in addition to the analyzed prototypes and

criticism points, indicate that the studied transformers cannot capture all the semantic

elements of human code.

RNN Validation: The measures of divergence and distance show a substantial di�er-

ence between the distributions for machine-generated and human code. GRU is the model

exhibiting the minimum divergence value of 0; 5130, while the average mean divergence

value for RNN-based models against training is0; 5687� 0; 1341. These measures sup-
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Listing 4 Prototypes for set 27 - SmallGPT2
1 @Override
2 public void doTag() throws JspException {
3

4 WebElement element = findAncestorWithClass(pageContext);
5

6 // Create anchor with this element.
7 String text = element.getText();
8

9 try {
10

11 text = getAnchorByClassName(getTagName());
12

13 text = getWebElementText();
14 } catch (Exception e) {
15 logger.info(e.toString());
16

17 throw new JspException(e);
18 }
19 }

1 protected void set(String name, String value) {
2 name = name;
3

4 m_cachedInfo = null ;
5 m_cachedInfo = null ;
6 m_cachedAttributes = null ;
7 m_cachedProperties = null ;
8 }

1 @Override
2 public List<String> getAvailableServiceIds() {
3 if (availableServiceIds == null )
4 return Collections.<String>emptyList();
5 return Collections.unmodifiableList(availableServiceIds);
6 }
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1 @SuppressWarnings("rawtypes")
2 public static <T> T[] boxAll(Object src, Class<T> classOfT) {
3 return boxAll(nullCheck(src, "source is null"),
4 classOfT, new PropertyValueBoxAll(),
5 new PropertyValueboxAll(Class.forName(src), classOfT));
6 }

1 public static int [] generateSequence(Geometry geometry, String id,
2 double maxDistance) throws SQLException {
3 int [] sequence = null ;
4 if (geometry != null ) {
5 sequence = generateSequence(geometry, id, maxDistance);
6 if (sequence != null ) {
7 sequence = generateSequence(geometry, id, maxDistance);
8 }
9 } else {

10 if (geometry != null ) {
11 sequence = generateSequence(geometry, id, maxDistance);
12 }
13 }
14 return sequence;
15 }

Listing 5 Criticisms for set 2 -SmallGPT2
1 public static int [] generateSequence(Geometry geometry, String id,
2 double maxDistance) throws SQLException {
3 int [] sequence = null ;
4 if (geometry != null ) {
5 sequence = generateSequence(geometry, id, maxDistance);
6 if (sequence != null ) {
7 sequence = generateSequence(geometry, id, maxDistance);
8 }
9 } else {

10 if (geometry != null ) {
11 sequence = generateSequence(geometry, id, maxDistance);
12 }
13 }
14 return sequence;
15 }

1 public List<String> getKeys(String name) {
2 List<String> result = get(name);
3 if (result.isEmpty()) {
4 return Collections.emptyList();
5 } else {
6 return result;
7 }
8 }
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Listing 6 Criticisms for set 15 - SmallGPT2
1 public int getMaximumSize() {
2 int maxWidth = getMaxWidth();
3 int maxHeight = getMaxHeight();
4 int maxHeight = getDefaultHeight();
5

6 int width = getContext().getResources().getConfiguration().getWidth();
7 int maxWidth = getContext().getResources().getConfiguration().getResources()
8 .getConfiguration().getWidth();
9 int height = getContext().getResources().getConfiguration().getHeight();

10

11 return (maxWidth - width) * (maxHeight - height);
12 }

1 public static int [] int2D(Geometry geometry) {
2 if (geometry == null ) {
3 return null ;
4 }
5 int [] intData = ( int []) internalData(geometry);
6 return intData;
7 }

port the separation between machine-generated and human (training) data observed in

low-dimensional visualizations (both 2D and 3D). Figures 5.4, 5.5, and 5.9 display the

visualizations for sample sets generated by means of the GRU model. These visualizations

also show that machine-generated data presents a division into several groups similar to

training data.

The observed behavior controverts the hypothesisRQ1AH1 since the observations

show that the expected overlapping between the machine-generated and the training data

is not present. Moreover, both two and three-dimensional spaces present this behavior.

These results indicate that the RNN-based models are cannot learn the complete semantic

elements of human code used to train them. Also, many of the generated snippets from

RNN models contain syntactic and semantic errors (more on this in section 5.3).

Since GRU is the model that presents the minimum divergence value for the validation

analysis, it is worth analyzing prototypes and criticisms from samples generated with this

model. The prototype and criticism snippets exhibit syntactic issues (i.e., introducing

outer statements after the bracket closing methods' bodies). In some cases, these outer

statements seem to be related to the logic inside the method's body (e.g., the snippet in

listing 8). In contrast, for some cases, these statements are justgibberish without any

structure or semantic relationship, as for instance the �rst method in listing 7. Addition-

ally, prototype and criticism snippets also exhibit semantic issues. For example, the �rst

method in �gure 7 presents problems with the statements from the conditional blocks.

RNNs Generalization. The measures of divergence and distance show a substantial

di�erence between the distributions for machine-generated and human code. The GRU
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model exhibits the minimum divergence value of 0,5459, while the average mean divergence

for RNN-based models against testing data is0; 6028� 0; 1105. These measures support

the remarkable separation between machine-generated and human (test) data observed

in low-dimensional visualizations (2D and 3D). Figures 5.10, 5.11, and 5.12 display the

visualizations for sample sets generated by means of the GRU model. Moreover, the best

performing model (i.e., GRU) matches the model presenting such behavior in the validation

analysis. Additionally, the divergence value against test data is on average6; 008%larger

than divergence against training data.

The observed behavior controverts hypothesisRQ1BH1 and alongside the results of

the validation analysis, indicates that RNN-based models cannot capture all the semantic

elements of human code.

Since GRU was the model exhibiting the minimum divergence value, it is worth ana-

lyzing some prototypes and criticism snippets from the generated distributions by means

of this model. The prototype and criticism snippets demonstrate syntactic problems (i.e.,

introducing outer statements after the bracket closing the methods' bodies). Some of these

outer statements are presumably related to the methods' logic (e.g., the second method

in listing 9). In contrast, some cases present unrelated and unstructured statements (e.g.,

the �rst snippet from listing 9). These snippets also demonstrate semantic issues. For

instance, the �rst snippet from listing 9 exhibits duplicate input arguments. Also the �rst

snippet from listing 10 receives unused arguments and accesses presumably non-static

elements from static contexts. The second method from listing 9 presents problematic

conditional blocks �more on these errors in section 5.3.

RQ1 Takeaway: The divergence values, in addition to the analyzed prototypes and

criticism points, indicate that the studied transformers cannot capture all the semantic

elements of human code. that the studied RNN-based models cannot capture all the

semantic elements of human code.

RQ1 Takeaway: The analyzed prototypes and criticisms snippets demonstrate that

RNN-based models generate code with semantic and syntactic problems. Speci�cally, the

syntax problems are mostly related to generating extra statements outside the method's

bodies.

5.2 Code metrics: � 9CodeGenXplainer

5.2.1 Divergence

Tables 5.2 and 5.3 present the divergence values for the models exhibiting the minimum

divergence in both case studies.
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Listing 7 Prototypes for set 3 - GRU
1 public void set(String key, Object value) {
2 if (value instanceof MissingNode) {
3 ((MedNode) value).setMandatory(value);
4 } else if (value instanceof ManyNode) {
5 MedNode.setNode((edNode) value);
6 } else if (value instanceof MedNode) {
7 setNode((Node) value);
8 } else if (value instanceof MedNode) {
9 setNode((Node) value);

10 } else if (value instanceof Node) {
11 MededNode<E> medNode = medNode.getNode();
12 ((PedNode) value).setNode(key);
13 setNode((edNode) value);
14 } else {
15 throw new IllegalArgumentException();
16 }
17 } TYPE.fire(((ITree<?>) value).get()).set(key);
18 }

1 public static boolean isRDDL(Geometry geometry, Point2D internalGeometry) {
2 return GeometryUtils.geometryColumns(GeometryColumns.getEnvelope2(geometry,
3 intermitiateTable, intermitiate, intermitiate, false ));
4 } excludePoint2 = {
5 } catch (PointException e) {
6 return false ;
7 }
8 }

Listing 8 Criticism for set 3|24 - GRU
1 public void setMaximumHeight(double height) {
2 if (max < maxHeight) {
3 maxHeight = width - minimumHeight;
4 } else {
5 selected = new Dimension(maximumWidth, height);
6 }
7 } repository.setMaximumWidth(maximumWidth);
8 }

1 private void writeObject(Object object) throws IOException {
2 try {
3 Object object = objectFactory.createObject(object);
4 ObjectOutputStream out = new ObjectOutputStream(out);
5 serialize(object, out);
6 } catch (Exception e) {
7 e.printStackTrace();
8 }
9 }rupt += ( byte )((Exception) out.write());

10 }
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Listing 9 Prototypes for set 6 - GRU
1 private static void checkFunction(
2 final int frag,
3 final int frag,
4 final int frag
5 ) {
6

7 if ((frag >= frag) && (frag < frag)) {
8 frag = frag;
9 }

10

11 if (frag >= frag) {
12 frag = frag;
13 } else if (frag > 0) {
14 frag = (frag == (frag ? 0) : frag);
15 }
16 }PlusFull(frag);
17 }

1 public static Pattern pattern(String[] patterns) {
2 return Pattern.compile(PatternResolver.concatPattern(patterns));
3 }CERTING_STRUCTION_PATTERN.matcher(options.length);
4 return pattern.matcher(separator).replaceAll(",");
5 }

Listing 10 Criticisms for sets 6 and 27 - GRU
1 public static boolean isCompatible(String slave, String defaultCase) {
2 return
3 StringUtils.isBlank(defaultCases) || StringUtils.isBlank(defaultCase) ||
4 defaultCase != defaultCase &&
5 StringUtils.startsWithIgnoreCase(s, ", salt, " default defaultCase
6 "[defaultCase] |defaultCases [sCase]",
7 defaultCase,
8 Cases.defaultCase(Cases.Algorithm(defaultCase))
9 .orElse(Cases.contains(defaultCase))

10 );
11 } boCase =
12 CaseUtils.defaultCase(Cases.defaultCase(cases, defaultCase));
13 boolean ret = defaultCase.equals(defaultCase);
14 return ret;
15 }

1 public <D> Either<D, T> difference() {
2 return new AbstractGraph<>(DifferenceFactory.Factory.<D>newFactory());
3 } data.factory.start();
4 }
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Divergence Distance
Model Compared set mean � std mean � std

TinyGPT2
Training 0,4681� 0,1901 0,6665� 0,1545

Test 0; 5249� 0; 1281 0; 7182� 0; 0949

SmallGPT2
Training 0; 5157� 0; 1451 0; 7094� 0; 1118

Test 0,5182� 0,0939 0,7165� 0,0695

TinyGPT2 (int)
Training 0; 5448� 0; 1057 0; 7343� 0; 0748

Test 0; 5709� 0; 0844 0; 7533� 0; 0592

RNN
Training 0; 5857� 0; 1393 0; 7587� 0; 1006

Test 0; 6320� 0; 1015 0; 7916� 0; 0727

LSTM
Training 0; 6073� 0; 0993 0; 7761� 0; 0710

Test 0; 6306� 0; 0786 0; 7924� 0; 0524

GRU
Training 0,5130� 0,1571 0,7046� 0,1287

Test 0,5459� 0,1419 0,7310� 0,1077

Table 5.1. Divergence values - Abstract representation distributions

Transformers Validation: Divergence and distance values indicate little di�erence be-

tween machine-generated and human (training) code. The maximum divergence value

corresponds to0; 0376 for the number of unique words, and on average, the maximum

divergence value traversing each metric is0; 0067. Furthermore, some metrics present the

same minimum divergence values throughout multiple models. Speci�cally, TinyGPT2

and SmallGPT2 exhibit the same divergence values for cyclomatic complexity with0; 0098

and the number of assignments with0; 0115. Moreover, TinyGPT2 exhibits the minimum

divergence value for60% of the considered metrics.

Results indicate that code metric distributions from machine-generated data do not

substantially di�er from the code metric distributions of human (training) data. This

behavior agrees with hypothesisRQ2AH1 and suggests that transformers can generate

code with similar code metricscharacteristics to those of the code used to train them.

Transformers Generalization: Divergence and distance values present little di�erence

between machine-generated and human (test) code. The maximum divergence value corre-

sponds to0; 0414for the maximum number of nested blocks, and on average, the maximum

divergence is0; 0066. Some metrics present the minimum divergence value shared across

several models. Speci�cally, TinyGPT2 and the modi�ed TinyGPT2 exhibit the same

divergence values for the number of abstract methods with 0,0012 and the number of syn-

chronized methods with 0; 0001. Moreover, TinyGPT2 exhibits the minimum divergence

value in approximately 64% of the considered metrics.

In addition to the �ndings from the validation analysis, these results agree with hy-

pothesis RQ2BH1. This behavior indicates that transformer models can generalize in

generating code with similar code metrics characteristics to human-written code.
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RNNs Validation: Divergence and distance values indicate little di�erence between

machine-generated and human (training) code. The maximum divergence value corre-

sponds to 0,2097 for the number of abstract methods, but on average, the maximum

divergence is 0,0449. Some metrics present the same minimum divergence value through-

out several models. Speci�cally, the RNN model and the LSTM model exhibit the same

divergence values for the number of synchronized methods with0; 0006. The GRU model

exhibits the minimum divergence value in 52% of the considered metrics.

These results indicate that code metric distributions from machine-generated data do

not substantially di�er from human (training) code metric distributions. This behav-

ior agrees with hypothesisRQ2AH1 and suggests that RNN-based models can learn to

generate code characteristics with similar code metrics characteristics to training data.

RNNs Generalization: Divergence and distance values indicate little di�erence between

machine-generated and human (test) code. The maximum divergence value corresponds

to 0,2062 for the number of abstract methods, and on average, the maximum divergence is

0,0435. The GRU model exhibits the minimum divergence value in 52% of the considered

metrics. Speci�cally, the latter behavior is predominant in structural, literal, and size

metrics.

These results and the �ndings from the validation analysis agree with hypothesis

RQ2BH1. Additionally, these results indicate that RNN-based models can generalize well

in generating code with similar characteristics to human-written code.

Common results: The characteristics measured by most of the code metrics mostly

correspond to counts of structural-related elements (e.g., number of loops, comparisons,

variables assignments, and number of try-catch blocks) and method de�nition elements

(e.g., access modi�ers). Thus, the observed results indicate that the studied models can

generate code with structure-related and method-de�nition features similar to human-

written code. Moreover, the behavior of method-de�nition elements shows consistency

with the �ndings of � 9CodeGenXplainer since the elements required for the method

de�nition structures correspond to reserved words. These reserved words are ultimately

tokens from the model's vocabulary, which present similarities in their distribution between

machine-generated and human data.

Additionally, three code metrics exhibit a lower divergence value for the generalization

analysis than for the validation analysis throughout all the studied models: lines of code,

number of string literals, and number of modi�ers. However, the di�erence between diver-

gence values of validation and generalization is not substantial for most of code metrics.

Finally, the observed results provide an insight into the similarity between machine-

generated and human code. Nevertheless, it is crucial to provide a complementary explo-

ration of the detailed behavior of code metrics values.
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5.2.2 Statistical behavior of code metric values

Figures 5.13 and 5.14 illustrate the behavior for the mean values of the code metrics.

Transformers Validation: Results show that machine-generated code presents lower

mean values than human (training) code for most considered metrics. This behavior

is present for size, structural, literal, and number of unique word metrics. For these

categories, the number of try-catch blocks for SmallGPT2 presents the minimum di�erence

ratio of 7.79% concerning training data. The rest of the metrics present inferiority ratios

ranging from 17,76% for the number of nested blocks, up to63; 35% for the number

of parenthesized expressions. Additionally, some method-de�nition-related metrics (e.g.,

number of synchronized methods, modi�ers, and static methods) present higher values

concerning training data. Speci�cally, the maximum increment ratio is 28,72% for the

number of static methods. Nonetheless, the average value for this metric is below 0,4

in training data. Moreover, TinyGPT2 exhibits the minimum di�erence of metric values

against training data in 60% of the considered metrics.

Transformers Generalization: In general, machine-generated code presents similar but

lower mean values than human (test) concerning human (test) code metrics. This behavior

is present for size, structural, literal, and unique word metrics. The inferiority ratio

concerning test code ranges from 6,29% for the number of try-catch blocks for SmallGPT2-

generated code up to 68,53% for the number of parenthesized expressions for modi�ed

TinyGPT2-generated code. Additionally, method-related metrics such as the number of

static, abstract, and public methods present higher values for machine-generated code.

Speci�cally, the number of static methods presents the highest increase ratio of 13,58%.

Moreover, TinyPGT2 exhibits the lowest di�erence against both training and test data in

52% of the considered metrics.

The observed behavior agrees with hypothesisRQ2AH1. The studied transformer

models can generate code similar to the human code in terms of method-de�nition ele-

ments (i.e., access modi�ers and keywords) but inferior concerning metrics related to size,

structure, literals, and number of unique words.

RQ2 Takeaway: The statistical properties of code metrics show that the studied trans-

former models can generate code with code characteristics (e.g., size, structure, and

uniqueness of words) similar but inferior to human-written code, regardless of the low

exhibited divergence values.
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(a) Means for size, literals and independent categories

(b) Mean values for structural category

(c) Mean values for methods category

Figure 5.13. Mean values for code metrics: Transformers data
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RNNs Validation: Results show that machine-generated code presents lower mean val-

ues than human (training) code for most considered metrics. This behavior is present in

size, structural, literal, and unique word metrics. Speci�cally, the inferiority ratio ranges

from 22,21% for the number of unique words up to 96,55% for the number of try-catch

blocks for RNN-generated code. Additionally, some method-related metrics (e.g., number

of static, default, abstract, and synchronized methods) present higher values concerning

human (training) code. The most remarkable case is the number of default methods with

a 6x increment for RNN-generated code. Additionally, the second-highest increment cor-

responds to the number of abstract methods with 81.99%. Moreover, GRU exhibits the

minimum di�erence of metric values against training data in 56% of the considered met-

rics, especially for the size and structural-related metrics. At the same time, the RNN

model shows the minimum di�erence for method-de�nition-related metrics.

RNNs Generalization: In general, machine-generated code presents lower code metric

values concerning human (test) code metrics. This behavior is present for size, structural,

literals, and unique word metrics. Among these categories, the inferiority ratio ranges

from 20% for the number of unique words, to 96,48% for the number of try-catch blocks,

for RNN-generated code. Additionally, some method-related metrics such as the number

of static, public, default, and abstract methods exhibit higher values concerning human

(test) code. The highest superiority ratio is presented by the number of default methods.

The second-highest increase ratio is present in the number of abstract methods, with

81,99% for RNN-generated code. The GRU model exhibits the lowest di�erence against

human (test) data is 56% of the considered metrics.

The observed behavior for the studied RNN-based models agrees with the hypothesis

RQ2AH1. It indicates that RNNs can generate similar (but inferior) code to the one used

to train them, in terms of structural and size-related code metrics.

RQ2 Takeaway: The statistical properties of code metrics show that the studied RNN-

based models can generate code with code characteristics (e.g., size, structure, and unique-

ness of words) similar but inferior to human-written code, regardless of the low exhibited

divergence values.
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(a) Means for size, literals and independent categories

(b) Mean values for structural category

(c) Mean values for methods category

Figure 5.14. Mean values for code metrics: RNNs data
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SmallGPT2 SmallGPT2 VanillaGRU VanillaGRU
Metric Training Test Training Test

loc
� 0,0139 0,0128 0,0311 0,0294
CI 0,0139 - 0,0140 0,0127 - 0,01280,0310 - 0,0312 0,0294 - 0,0295

wmc
� 0,0098 0,0095 0,017 0,0195
CI 0,0097 - 0,0098 0,0094 - 0,00950,0170 - 0,0171 0,0195 - 0,0196

returnQty
� 0,0019 0,0026 0,0068 0,0045
CI 0,0019 - 0,0019 0,0026 - 0,00260,0067 - 0,0068 0,0045 - 0,0046

loopQty
� 0,0098 0,0098 0,0111 0,0129
CI 0,0098 - 0,0098 0,0098 - 0,00980,0111 - 0,0112 0,0128 - 0,0129

comparisonsQty
� 0,0052 0,0071 0,0091 0,0122
CI 0,0052 - 0,0052 0,0070 - 0,00710,0091 - 0,0092 0,0121 - 0,0122

tryCatchQty
� 0,0045 0,0044 0,0066 0,0069
CI 0,0044 - 0,00450,0044 - 0,00440,0066 - 0,0066 0,0069 - 0,0069

parentExpQty
� 0,0031 0,0032 0,0061 0,0074
CI 0,0031 - 0,00310,0031 - 0,00320,0061 - 0,0061 0,0074 - 0,0074

nosi
� 0,0021 0,0023 0,0054 0,0049
CI 0,0021 - 0,0021 0,0023 - 0,00230,0054 - 0,0054 0,0049 - 0,0049

assignQty
� 0,0115 0,0097 0,0235 0,0252
CI 0,0115 - 0,0116 0,0096 - 0,00970,0234 - 0,0235 0,0251 - 0,0253

mathOpsQty
� 0,0034 0,0048 0,0076 0,0092
CI 0,0034 - 0,0034 0,0048 - 0,00480,0076 - 0,0076 0,0092 - 0,0092

varsQty
� 0,0171 0,0141 0,0282 0,0311
CI 0,0171 - 0,0172 0,0141 - 0,01410,0281 - 0,0282 0,0310 - 0,0311

maxNestedBlocks
� 0,0184 0,0184 0,0262 0,0293
CI 0,0184 - 0,0184 0,0184 - 0,01840,0262 - 0,0262 0,0293 - 0,0293

Table 5.2. Divergence: Code metrics distributions (part 1)

5.3 Error analysis: 
 9CodeGenXplainer

Tables 5.4 and 5.5 show the divergence values of the compilation errors distributions for

the SmallGPT2 and GRU models.

5.3.1 Divergence

Transformers Validation: Results show no substantial di�erence in error occurrence

distributions between the machine-generated and human (training) code. The maximum

divergence value is0; 0486 for the NF1 error. Additionally, the W3 and W5 warnings

and the NF3, M7, and STR6 errors exhibit the minimum divergence value (0; 0001). The

modi�ed TinyGPT2 model exhibits the minimum divergence value for 65; 52% of the

considered errors. Furthermore, TinyGPT2, SmallGPT2, and modi�ed TinyGPT2 present

the same divergence value in ten cases.

Transformers Generalization. Results show no substantial di�erence in error occur-

rence distributions between machine-generated and human (test) code. The NF1 error

exhibits the maximum divergence value (0; 0484). Additionally, the minimum divergence
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SmallGPT2 SmallGPT2 VanillaGRU VanillaGRU
Metric Training Test Training Test

string
� 0,0045 0,0043 0,0093 0,0086
CI 0,0045 - 0,0045 0,0043 - 0,00430,0093 - 0,0094 0,0086 - 0,0086

numeric
� 0,0029 0,0038 0,0069 0,0075
CI 0,0029 - 0,0029 0,0038 - 0,00380,0069 - 0,0069 0,0075 - 0,0076

total
� 0,0019 0,0016 0,0702 0,0621
CI 0,0019 - 0,0019 0,0016 - 0,00160,0701 - 0,0703 0,0620 - 0,0623

staticQty
� 0,0004 0,0004 0,0466 0,0345
CI 0,0004 - 0,0004 0,0004 - 0,00040,0465 - 0,0467 0,0345 - 0,0346

publicQty
� 0,0027 0,0026 0,0148 0,0145
CI 0,0027 - 0,0027 0,0026 - 0,00260,0147 - 0,0148 0,0145 - 0,0146

privateQty
� 0,0019 0,0018 0,0036 0,0035
CI 0,0019 - 0,0019 0,0018 - 0,00180,0036 - 0,0036 0,0035 - 0,0036

protectedQty
� 0,0003 0,0011 0,0071 0,0107
CI 0,0003 - 0,0003 0,0011 - 0,00110,0071 - 0,0071 0,0106 - 0,0107

defaultQty
� 0,001 0,0012 0,0358 0,0354
CI 0,0010 - 0,0010 0,0012 - 0,00120,0357 - 0,03580,0354 - 0,0354

abstractQty
� 0,0019 0,0016 0,1114 0,1015
CI 0,0019 - 0,0019 0,0016 - 0,00160,1112 - 0,1115 0,1013 - 0,1017

synchQty
� 0,0001 0,0006 0,0013 0,0029
CI 0,0001 - 0,0001 0,0006 - 0,00060,0013 - 0,0013 0,0029 - 0,0029

uniqueWords
� 0,0362 0,0384 0,0771 0,074
CI 0,0361 - 0,03630,0384 - 0,03840,0770 - 0,07720,0739 - 0,0740

modi�ers
� 0,0034 0,001 0,0078 0,0042
CI 0,0034 - 0,0034 0,0010 - 0,00100,0078 - 0,0079 0,0042 - 0,0042

Table 5.3. Divergence: Code metrics distributions (part 2)
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value of 0; 0001is present for W1, W3, and W5 warnings, and NF3, M7, STR6, and STR8

errors. The modi�ed TinyGPT2 model exhibits the minimum divergence for 62; 07% of

considered errors. TinyGPT2, SmallGPT2, and modi�ed TinyGPT2 models present the

same divergence values in seven cases.

The observed behavior provides an insight into the compilation errors' distribution

similarity between machine-generated and human data (both training and test). However,

the �ndings do not provide enough evidence to con�rm or disprove hypothesesRQ3AH1

and RQ3BH1, nor do they provide insights into the behavior of compilation errors oc-

currence. Therefore, it is important to complement these results with the analysis of

statistical behavior for compilation errors.

RNNs Validation: Results show no substantial di�erences between the machine-

generated and the human (training) code regarding the error occurrence distributions

for most of the considered errors, with several remarkable exceptions. The minimum di-

vergence value is0; 0005and is present in W3 and W3 warnings as well as NF3, M1, M4,

M6, M8, STR6, and STR9 errors. The exceptional cases correspond to the number of

grouped errors (0,7891), the number of other errors (0,2088) and malformed structures

(0,5556). Additionally, the LSTM model presents the minimum divergence value in 82%

of the cases.

RNNs Generalization: Results show no substantial di�erences between the machine-

generated and the human (training) code regarding the error occurrence distributions

for most of the considered errors, with several remarkable exceptions. The minimum

divergence is0; 0005 for M4, M7, STR3, STR4, STR6, STR7, STR8 and STR9, mostly

comprising structure-related errors. Additionally, the exceptional cases correspond to

the number of grouped errors (0; 7894), malformed structures (0; 5560), and the number

of other errors (0; 2088). The LSTM model presents the minimum divergence values in

89,65% of the considered errors.

The divergence values do not signi�cantly di�er between machine-generated and hu-

man data distributions for most of the considered errors. However, the validation and

generalization analyses foradditional errors indicate that the studied RNN-based models

produce errors that do not match the most frequent errors in human data. Addition-

ally, the observed divergence values for malformed structures indicate that RNNs present

syntax-related problems (i.e., generation of outer statements). Additionally, the latter

behavior is consistent with the results observed for the prototypes and criticisms analyzed

in � 9CodeGenXplainer (section 5.1).

The observed behavior indicates a similarity between compilation errors for machine-

generated code from RNN-based models and human code. Additionally, observations
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partially agree with hypotheses RQ3AH1 and RQ3BH1. Nonetheless, it is important to

complement these results by exploring the statistical behavior of compilation errors.

SmallGPT2 SmallGPT2 VanillaGRU VanillaGRU
Training Test Training Test

W1
� 0,0002 0,0001 0,0022 0,0020
CI 0,0002 - 0,0002 0,0001 - 0,00010,0022 - 0,0022 0,0020 - 0,0020

W2
� 0,0002 0,0001 0,0010 0,0012
CI 0,0002 - 0,0002 0,0001 - 0,00010,0010 - 0,0010 0,0012 - 0,0012

W3
� 0,0001 0,0001 0,0005 -
CI 0,0001 - 0,0001 0,0001 - 0,00010,0005 - 0,0005 -

W4
� 0,0021 0,0013 0,0011 0,0014
CI 0,0021 - 0,0021 0,0013 - 0,00130,0011 - 0,0011 0,0014 - 0,0014

W5
� 0,0001 0,0002 0,0029 0,0031
CI 0,0001 - 0,0001 0,0002 - 0,00020,0029 - 0,0029 0,0031 - 0,0031

W6
� 0,0002 0,0004 0,0005 0,0007
CI 0,0002 - 0,0002 0,0004 - 0,00040,0005 - 0,0005 0,0007 - 0,0007

A1
� 0,0040 0,0059 0,0815 0,0867
CI 0,0040 - 0,0041 0,0059 - 0,00590,0813 - 0,0818 0,0864 - 0,0869

A2
� 0,0334 0,0335 0,7891 0,7894
CI 0,0334 - 0,0334 0,0335 - 0,03350,7890 - 0,7892 0,7893 - 0,7895

NF1
� 0,0410 0,0401 0,1431 0,1470
CI 0,0410 - 0,04100,0401 - 0,04020,1430 - 0,1431 0,1469 - 0,1470

NF2
� 0,0057 0,0073 0,0242 0,0342
CI 0,0056 - 0,0057 0,0073 - 0,00730,0241 - 0,0243 0,0341 - 0,0342

NF3
� 0,0001 0,0001 0,0005 0,0005
CI 0,0001 - 0,0001 0,0001 - 0,00010,0005 - 0,0005 0,0005 - 0,0005

M1
� 0,0002 0,0003 0,0005 -
CI 0,0002 - 0,0002 0,0003 - 0,00030,0005 - 0,0005 -

M2
� 0,0024 0,0043 0,0724 0,0476
CI 0,0024 - 0,0024 0,0042 - 0,00430,0724 - 0,0725 0,0476 - 0,0477

M3
� 0,0002 0,0003 0,0891 0,0886
CI 0,0002 - 0,0002 0,0003 - 0,00030,0891 - 0,0892 0,0885 - 0,0887

Table 5.4. Divergence: Compilation error distributions (part 1)

5.3.2 Statistical behavior of errors

Figures 5.15 and 5.16 illustrate the behavior of mean values for the compilation errors

count for human and machine-generated (transformers) code. Additionally, �gures 5.17

and 5.18 show it for human and machine-generated (RNN-based) code.

Transformers Validation: Results show that the NF3 does not appear in any machine-

generated sets. However, this behavior is expected since this error presents a low mean

(0,0003) in training data. Also, machine-generated code presents lower mean values for

some warnings, not-found-elements, methods, and structural errors (i.e., W1, W5, W6,

NF1, NF2, M2, M3, STR5, and STR8), with a minimum inferiority ratio of 4,84%. In

contrast, the rest of the considered errors exhibit a larger occurrence ratio in machine-

generated code; most values are three times higher than their training counterpart tops.
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SmallGPT2 SmallGPT2 VanillaGRU VanillaGRU
Training Test Training Test

M4
� 0,0008 0,0009 0,0005 0,0005
CI 0,0008 - 0,0008 0,0009 - 0,00090,0005 - 0,0005 0,0005 - 0,0005

M5
� 0,0019 0,0017 0,0041 0,0046
CI 0,0019 - 0,0019 0,0017 - 0,00170,0041 - 0,0041 0,0046 - 0,0047

M6
� 0,0008 0,0008 0,0005 0,0009
CI 0,0008 - 0,0008 0,0007 - 0,00080,0005 - 0,0005 0,0009 - 0,0009

M7
� 0,0001 0,0001 - 0,0005
CI 0,0001 - 0,0001 0,0001 - 0,0001 - 0,0005 - 0,0005

M8
� 0,0011 0,0011 0,0005 -
CI 0,0011 - 0,0011 0,0011 - 0,00110,0005 - 0,0005 -

ST1
� 0,0003 0,0004 0,0005 -
CI 0,0003 - 0,0003 0,0004 - 0,00040,0005 - 0,0005 -

STR1
� 0,0010 0,0011 0,5556 0,5560
CI 0,0010 - 0,0010 0,0011 - 0,00110,5539 - 0,5574 0,5542 - 0,5578

STR2
� 0,0121 0,0106 0,0010 0,0013
CI 0,0120 - 0,0121 0,0105 - 0,01060,0010 - 0,0010 0,0012 - 0,0013

STR3
� 0,0003 0,0002 - 0,0005
CI 0,0003 - 0,0003 0,0002 - 0,0002 - 0,0005 - 0,0005

STR4
� 0,0013 0,0013 0,0006 0,0006
CI 0,0013 - 0,0013 0,0013 - 0,00130,0006 - 0,0006 0,0006 - 0,0006

STR5
� 0,0017 0,0042 0,0171 0,0230
CI 0,0017 - 0,0017 0,0042 - 0,00420,0170 - 0,0171 0,0230 - 0,0231

STR6
� 0,0001 0,0001 0,0005 0,0005
CI 0,0001 - 0,0001 0,0001 - 0,00010,0005 - 0,0005 0,0005 - 0,0005

STR7
� 0,0002 0,0006 0,0006 0,0005
CI 0,0002 - 0,0002 0,0006 - 0,00060,0006 - 0,0006 0,0005 - 0,0005

STR8
� 0,0002 0,0001 0,0006 0,0005
CI 0,0002 - 0,0002 0,0001 - 0,00010,0006 - 0,0006 0,0005 - 0,0005

STR9
� 0,0003 0,0003 0,0005 0,0005
CI 0,0003 - 0,0003 0,0003 - 0,00030,0005 - 0,0005 0,0005 - 0,0005

Table 5.5. Divergence: Compilation error distributions (part 2)
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Notably, the STR2 error presents an occurrence 25 times higher than in human (training)

data. Also, the M4 error exhibits a mean value of 7,43 times higher than the training

data, and STR1 presents a mean value �ve times the mean of training data.

Transformers Generalization: The model exhibiting the minimum di�erence ratio is

the same for all considered errors in both validation and generalization analyses. Further-

more, the NF3 error does not appear in any of the machine-generated sets. However, this

is an expected behavior considering its low mean value throughout training data (0,0002).

Additionally, machine-generated code exhibits lower mean values for warnings, not-found-

elements-related, method, and structural errors (i.e., W1, W2, W5, W6, NF1, NF2, M2,

M3, STR5, and STR8). Particularly, W2 exhibits the minimum inferiority ratio of 1,88%,

and W6 shows the maximum of 92,48%. All other considered errors show a larger oc-

currence ratio in machine-generated code than in human (test) code; most mean values

are three times higher than their test counterpart at maximum. Notably, the STR2, M4,

STR1, and ST1 errors exhibit an increment ratio of �fteen, nine, six, and �ve times the

human (test) value counterpart.

The �ndings present interesting cases, such as infrequent errors in training data (i.e.,

NF3) not appearing in machine-generated data. However, the absence of several errors in

machine-generated code is expected behavior since models cannot learn rare patterns in

training data. Furthermore, compilation errors exhibiting lower mean values in machine-

generated code do not indicate that the studied transformer models produce code with

fewer errors than human code. Moreover, the increment for the additional errors suggests

that the models generate errors that do not match the most frequent errors in human

data. Also, the NF1 error shows similar behavior in both validation and generalization

analyses, indicating that machine-generated code does not refer to external elements more

frequently than human code.

RQ3 Takeaway: The observed statistical properties of compilation errors complement

divergence analyses and indicate that the studied transformers generate code with errors

that do not match the most frequent errors in human code.

RNNs Validation: Results show that several errors do not appear in the machine-

generated code (i.e., W1, W2, W3, W5, and W6 warnings and M1, M6, M8, STR6,

STR7, STR8, and STR9 errors). However, these errors present low mean and median

values in human (training) code (i.e., below 0,1). Therefore, the absence of such errors is

expected. In contrast, some other errors substantially increase in the machine-generated

code. That is the case of additional errors (A1 and A2), M3, ST1, STR1, and STR2.

Remarkably, additional errors increase 20,634% concerning the training code mean value

for the best case (GRU model). Furthermore, the most substantial increment corresponds

to STR1, whose mean and median values correspond to 1,0223 and 1,0141, respectively,
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for the best case (LSTM model), presenting an increment of 487 times concerning the

human (training) code.

RNNs Generalization: The GRU model presents the minimum di�erence ratio in the

validation and generalization analyses. Results show that several errors do not appear in

the machine-generated code, namely, the same errors mentioned in the validation analysis

above. Such errors present low mean and median values (i.e., below 0.1) in the human

code (test). In contrast, some other errors substantially increase in the machine-generated

code. Remarkably, additional errors (A1 and A2) present mean and median values of

2,4696 and 2,4535, respectively, representing a 21,231% increment concerning test code for

the best case (GRU model). Furthermore, STR1 exhibits the most substantial increment

with mean and median values of 1,0223 and 1,0141, respectively, for the best case (LSTM

model), representing an increment of 582 times concerning its test code counterpart.

Although multiple errors do not appear in the machine-generated code, this behavior is

expected since models cannot learn uncommon patterns from the training data. Besides,

the absence of errors does not indicate that RNNs produce less error-prone code than

humans, considering the low values of such errors in human code.

Moreover, the substantial increment for the STR1 error in both validation and gener-

alization analyses shows consistency with the results observed in the prototypes and criti-

cisms description (section 5.1). It indicates that, in general terms, the studied RNN-based

models cannot generate syntactically viable methods under the established experimental

setup. Furthermore, the increment of additional errors in the validation and generalization

analyses indicates that the studied RNN-based models produce code with errors that do

not correspond with the most common errors in human data.

RQ3 Takeaway: The observed statistical properties of compilation errors complement

divergence analyses and indicate that the studied RNN-based models generate code with

errors that do not match the most frequent errors in human code. Additionally, these

models struggle to produce syntactically correct code.

5.4 Information theory measures: � 9CodeGenXplainer

Table 5.6 summarizes the information theory measurements.

Transformers Validation: The observed average mutual information between machine-

generated and training sets is7; 980 � 0; 008. Additionally, the average entropy value

for machine-generated sets is7; 723 � 0; 012. Also, SmallGPT2 exhibits the minimum

entropy di�erence between human (training) and machine-generated. This model's entropy

corresponds to 92,3% of the entropy value for the training code.
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The observed behavior agrees with hypothesisRQ4AH1 and suggests that transformer

models generate snippets containing nearly identical token distributions to those present

in the code used to train them.

Transformers Generalization: The observed average mutual information between

machine-generated and test sets is7; 903 � 0; 008. Additionally, SmallGPT2 presents

the minimum entropy di�erence against test data with 93,6% of the entropy for test code

while the vanilla RNN exhibits the minimum entropy di�erence

The observed results agree with the observations from the validation analysis and hy-

pothesisRQ4BH1. This behavior indicates that transformers can generate code snippets

comprising nearly identical token distributions to those present in human data. Never-

theless, it is worth noting that human tests present lower entropy values than training

sets.

RNNs Validation: The observed average mutual information value between machine-

generated and training sets is7; 835� 0; 093. Additionally, the average entropy value for

machine-generated sets is7; 530 � 0; 166. Also, the RNN model exhibits the minimum

entropy di�erence between human (training) and machine-generated code, with a value

that corresponds to 96,3% of the entropy value for the training code.

The observed behavior agrees with hypothesisRQ4AH1 and suggests that RNN-based

models can generate snippets comprising nearly identical tokens distributions to those

present in the code used to train them.

RNNs Generalization: The observed average mutual information value between

machine-generated and test sets is7; 760� 0; 091. Additionally, the RNN model exhibits

the minimum di�erence against human (test) data, with a value corresponding to 97,6%

of the entropy for test code.

The observed results agree with the observations of the validation analysis and hypoth-

esisRQ4BH1. This behavior indicates that the RNN-based models can generate similar

tokens to those present in human data. Nevertheless, it is worth noting that human test

sets exhibit lower entropy values than training sets.

RQ4 Takeaway: The observed entropy and mutual information values indicate that

transformer and RNN-based models produce machine-generated code containing token

information levels similar to human code.
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Human code

entropy

Gen. code

entropy
Mutual info Entropy joint

Model
Compared

set
mean � std mean � std mean � std mean � std

TinyGPT2
Training 8; 392� 0; 011

7; 729� 0; 012
7; 983� 0; 008 8; 138� 0; 008

Test 8; 277� 0; 008 7; 909� 0; 007 8; 097� 0; 007

SmallGPT2
Training 8; 392� 0; 011

7,743� 0,011
7,992� 0,008 8,143� 0,008

Test 8; 277� 0; 008 7,913� 0,008 8,106� 0,008

TinyGPT2 Training 8; 392� 0; 011
7; 697� 0; 012

7; 964� 0; 009 8; 125� 0; 008

(int.) Test 8; 277� 0; 008 7; 887� 0; 008 8; 086� 0; 006

RNN
Training 8; 312� 0; 021

8,004� 0,286
8,118� 0,160 8,198� 0,128

Test 8; 200� 0; 023 8,037� 0,156 8,167� 0,129

LSTM
Training 8; 312� 0; 021

7; 219� 0; 016
7; 669� 0; 014 7; 863� 0; 016

Test 8; 200� 0; 023 7; 594� 0; 012 7; 826� 0; 017

GRU
Training 8; 312� 0; 021

7; 368� 0; 028
7; 718� 0; 018 7; 961� 0; 019

Test 8; 200� 0; 023 7; 649� 0; 015 7; 918� 0; 018

Table 5.6. Information theory measures summary

5.5 Threats to validity

The proposed empirical study presents certain limitations described next:

First, the proposed approach corresponds to a set ofpassiveinterpretability methods,

which depend on the dataset used to train the models under study. This dependency

prevents CodeGenXplainer from being directly applied to models such as GPT-Code-

Clippy 1 without the availability of the underlying data used to train the models. However,

these models can be �ne-tuned with an available dataset, and then,CodeGenXplainer can

be applied.

Second,CodeGenXplainer is conceptually applicable to models working withany pro-

gramming language. However, the underlying implementation for� and 
 CodeGenX-

plainer tailors the speci�c programming language under study (i.e., Java). Thus, the

implementation for code metrics andcompilation errors gathering requires adjustments to

apply such methods to other programming languages. Similarly, the model that obtains

the embedding-representations of code requires training with the appropriate program-

ming language. Additionally, the scope of the code snippets under study (i.e., method,

class, module) determines the considered set of code metrics andcompilation errors. In

this study, � & � - CodeGenXplainerfocus the analyses on method-level metrics and er-

rors, respectively. Note: This study works with compilation errors since Java is a compiled

programming language. However,
 9CodeGenXplainer would work with interpretation

errors in the case of working with an interpreted programming language such as Python.

1https://github.com/CodedotAl/gpt-code-clippy
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Third, the experimental setup includes a threshold for the token length of generated

snippets. This setting prevents the models from generating particularly long methods,

which impacts the calculation of size-related metrics such as lines of code and related

metrics such as cyclomatic complexity.

Finally, the scope of this research does not include the evaluation of the proposed

interpretability methods. Therefore, the study does not consider either human-based or

functionally-grounded evaluations.

In addition to the limitations mentioned above, some threats are related to the speci�c

implementation of the proposed methods and are described as follows:

Abstract representations � 9CodeGenXplainer presents two aspects that can threaten

the validity of drawn conclusions. First, using a natural-language model for obtaining

embedding-representations instead of a source-code-tailored model. Nonetheless, Doc2Vec

has been used to obtain such source code representation due to the hypothesis of code

naturalness. Second, using a dimensionality reduction algorithm introduces the risk of

losing information from the original space. However,� 9CodeGenXplainer uses theUMAP

technique to mitigate this problem because of its capability to preserve the global structure

and to include problem-dependent distance measures (i.e., cosine).

Compilation error analysis 
 9CodeGenXplainer works on an organized �xed col-

lection of compilation errors. However, the grouping of the non-frequent errors into a

particular category leads to information loss regarding the speci�c errors occurring in

machine-generated data, which do not necessarily match the most common errors in hu-

man code.



CHAPTER 5. RESULTS AND DISCUSSION 71

F
ig

ur
e

5.
1.

M
ac

hi
ne

ge
ne

ra
te

d
co

de
(T

in
yG

P
T

2)
vs

H
um

an
(T

ra
in

in
g)

-
2D

(t
ria

ls
1-

15
)



CHAPTER 5. RESULTS AND DISCUSSION 72

F
ig

ur
e

5.
2.

M
ac

hi
ne

ge
ne

ra
te

d
co

de
(T

in
yG

P
T

2)
vs

H
um

an
(T

ra
in

in
g)

-
2D

(t
ria

ls
16

-3
0)



CHAPTER 5. RESULTS AND DISCUSSION 73

(a) Sample set 13 - TinyGPT2

(b) Sample set 15 - TinyGPT2 (c) Sample set 23 - TinyGPT2

Figure 5.3. TinyGPT2: Machine-generated distributions vs Human (Training) distributions - 3D
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(a) Sample set 2 - SmallGPT2

(b) Sample set 6 - SmallGPT2 (c) Sample set 26 - SmallGPT2

Figure 5.8. SmallGPT2: Machine-generated distributions vs Human (Test) distributions - 3D
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(a) Sample set 2 - GRU

(b) Sample set 14 - GRU (c) Sample set 23 - GRU

Figure 5.9. GRU: Machine-generated distributions vs Human (Training) distribution - 3D
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(a) Sample set 5 - GRU

(b) Sample set 14 - GRU (c) Sample set 24 - GRU

Figure 5.12. GRU: Machine-generated distributions vs Human (Test) distributions - 3D
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(a) Mean values for additional, not found and variables errors

(b) Warnings

Figure 5.15. Mean values for compilation errors: Transformers data
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(a) Methods

(b) Structure

Figure 5.16. Mean values for compilation errors: Transformers data
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(a) Mean values for additional, not found and variables errors

(b) Warnings

Figure 5.17. Mean values for compilation errors: RNNs data
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