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Abstract

Title: Modelo de aprendizaje auto-upervisado para el análisis de imágenes his-
topatológicas a partir de pocos datos anotados.

The analysis of digital histopathology slides plays a crucial role in cancer research and diag-
nosis, including prostate cancer. However, acquiring sufficient annotated data to train deep
learning models in this domain is challenging due to the scarcity of pathologists, the exper-
tise required for precise annotations, and the time-consuming nature of the process. This
study proposes a self-supervised learning approach based on SimCLR (Simple Contrastive
Learning of Representations) for histopathological image analysis, enabling the learning of
visual representations from unannotated data. These representations are then used to train
a supervised classifier with a small amount of labeled data, facilitating accurate and gene-
ralizable prostate cancer grading. The dataset used in this study is the Prostate cANcer
graDe Assessment (PANDA) dataset [1], which contains histopathological images of prosta-
te tissue samples along with expert annotations for cancer grade assessment. We evaluated
various scenarios and configurations by varying the amount of annotated data and using self-
supervised representation learning on unannotated datasets from either a general domain
(natural images) or a specific domain (histopathology). In our proposed SimCLR-based ap-
proach, we demonstrate the effectiveness of self-supervised techniques in learning meaningful
representations from unannotated data. The method leverages inherent structures and pat-
terns in histopathological images to learn rich representations, which can later be fine-tuned
on a small annotated dataset for specific downstream tasks. The proposed SimCLR-based
framework was evaluated on the task of prostate cancer grade assessment using a limited
number of annotated samples. Experimental results show that the self-supervised model is
capable of generalizing to unseen data and achieving competitive performance compared to
supervised approaches trained on larger annotated datasets. Notably, better performance
was observed when the model was pre-trained directly on domain-specific histopathological
images, reaching scores of 0.96 for stroma, 0.76 for healthy tissue, and 0.73, 0.71, 0.42 for
Gleason 3, 4, 5, respectively with only 15% of the annotated data. In contrast, when using a
model pre-trained on natural images (STL-10), slightly lower scores were obtained: 0.9, 0.58,
0.56, 0.52, and 0.3, respectively. Despite this difference, the model trained on natural images
still showed remarkable performance, especially considering it was trained with a reduced
fraction of labeled data, highlighting its potential for use in resource-constrained scenarios.

Keywords: Histopathology, Prostate cancer, Cancer grading, Deep learning, Self-supervised
learning.
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Resumen

El análisis de imágenes digitales de láminas de histopatología desempeña un papel crucial
en la investigación y el diagnóstico del cáncer, incluido el cáncer de próstata. Sin embargo,
adquirir suficientes datos anotados para entrenar modelos de aprendizaje profundo en este
dominio suele ser desafiante debido a la escasez de patólogos, la experiencia requerida de
ellos para la anotación precisa y al consumo de tiempo del proceso. Este estudio propone
un enfoque de aprendizaje auto-supervisado con SimCLR (Simple Contrastive Learning of
Representations) para análisis histopatológico, permitiendo aprender representaciones visua-
les a partir de datos no anotados. Estas representaciones se utilizan luego para entrenar un
clasificador supervisado con pocos datos etiquetados, facilitando la gradación del cáncer de
próstata con alta generalización. En este trabajo se utilizó el conjunto de datos para valora-
ción del grado del cáncer de próstata (Prostate cANcer graDe Assessment - PANDA) [1], que
comprende imágenes histopatológicas de muestras de tejido prostático junto con anotaciones
de expertos correspondientes para la evaluación del grado de cáncer. Se evaluó diferentes
escenarios y configuraciones variando la cantidad de datos anotados, el aprendizaje no su-
pervisado de la representación de las imágenes de conjuntos de datos no anotados de un
dominio general (imágenes naturales) o específico (histopatología). En nuestro enfoque pro-
puesto basado en SimCLR, se demuestra la efectividad de las técnicas de auto-supervisión
en aprender representaciones significativas a partir de datos no anotados. El enfoque apro-
vecha las estructuras inherentes y los patrones presentes en las imágenes histopatológicas
para aprender representaciones ricas, las cuales luego pueden ser ajustadas (fine-tuned) en
un pequeño conjunto de datos anotados para tareas específicas posteriores. En el enfoque
propuesto basado en SimCLR se evaluó en la tarea de valoración del grado de cáncer de
próstata utilizando un número limitado de muestras anotadas. Los resultados experimenta-
les muestran la capacidad del modelo auto-supervisado para generalizar datos no vistos y
lograr un rendimiento competitivo en comparación con enfoques supervisados entrenados en
conjuntos de datos anotados más grandes. En particular, se observó un mejor desempeño
cuando el modelo fue preentrenado directamente con imágenes histopatológicas, alcanzando
con solo el 15% de datos anotados precisiones de 0.87 en tejido estromal, 0.79 en tejido sano y
0.66 en Gleason 5. En contraste, al partir de un modelo preentrenado con imágenes naturales
(STL-10), los resultados fueron ligeramente inferiores en esas mismas clases: 0.84, 0.75 y 0.64
respectivamente. A pesar de la diferencia, el enfoque con imágenes naturales también mostró
un desempeño destacado, especialmente considerando que se entrenó con una fracción re-
ducida de datos anotados, lo cual evidencia su potencial en escenarios con recursos limitados.

Palabras clave: Histopatología, Cáncer de próstata, Gradación de cáncer, Aprendizaje
automático, Aprendizaje auto-supervisado.
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1 Introduction

Prostate cancer (PCa) is one of the most common cancers in men worldwide, with signi�cant
variations in incidence across regions and demographic groups, making it a major public
health concern [7]. Recent statistics show that PCa is the second most common cancer and
the �fth leading cause of cancer-related deaths among men. In 2022, an estimated 1,467,854
people were diagnosed with prostate cancer globally [8]. In 2024, an estimated 299,010 new
cases and approximately 35,250 deaths from prostate cancer are expected in the United
States [9].
In Latin America and the Caribbean, prostate cancer also represents a critical public health
issue. In 2022, approximately 222,146 new cases and 80,431 deaths were reported, with an
age-standardized incidence rate of 49.3 and a mortality rate of 17.7 per 100,000 men. In Co-
lombia, prostate cancer is the most frequently diagnosed cancer in men, with an estimated
15,573 new cases and 5,611 deaths, corresponding to age-standardized incidence and morta-
lity rates of 61.1 and 21.6 per 100,000, respectively [10]. These �gures highlight the urgent
need for scalable diagnostic solutions across low- and middle-income countries, particularly
in regions with limited access to specialized medical resources.
Histopathological examination of prostate tissue specimens is crucial for the diagnosis and
grading of prostate cancer. Pathologists analyze microscopic images of tissue sections obtai-
ned from biopsies or surgical resections to assess tumor morphology, architectural patterns,
and cellular characteristics, which are pivotal in determining cancer grade and prognosis.
Traditionally, prostate cancer grading has been based on the Gleason grading system, which
evaluates the two most prevalent architectural patterns in tumor tissue, each assigned a
grade from 1 (well di�erentiated) to 5 (poorly di�erentiated). The sum of these two grades
forms the Gleason score, which ranges from 6 to 10 in current clinical practice, as patterns
1 and 2 are no longer reported. This score provides valuable prognostic insights that guide
clinical treatment decisions [11].
Accurate interpretation of histopathological images for prostate cancer grading depends hea-
vily on pathologist expertise and is labor-intensive and time-consuming. However, there is a
global shortage of pathologists, with estimates suggesting fewer than 1 per 100,000 inhabi-
tants in many low- and middle-income countries�a gap that continues to widen, particularly
in regions like Latin America and Colombia, further limiting access to annotated medical
data [12] [13]. The limited availability of annotated data complicates the development of
robust and scalable computer-aided diagnostic systems [14].
In recent years, self-supervised learning has emerged as a promising approach to address
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the scarcity of annotated data in medical image analysis tasks. Self-supervised learning
methods, such as SimCLR (Simple Contrastive Learning of Representations) [15], enable
models to learn meaningful representations from unannotated data by formulating pretext
tasks that encourage the model to capture intrinsic structures and patterns present in the
data. Traditionally, the challenge of limited labeled data has been tackled through semi-
supervised learning, where models are trained using a small annotated set combined with a
larger pool of unlabeled examples. However, self-supervised learning o�ers a more scalable
alternative by eliminating the dependency on labels during the initial training phase, allowing
for the e�ective utilization of the abundant unannotated histopathological data typically
available in clinical repositories.

1.1. Problem statement

Prostate cancer is one of the most prevalent cancers among men worldwide, making accurate
diagnosis and grading crucial for determining appropriate treatment strategies. The stan-
dard approach for prostate cancer assessment heavily relies on histopathological examination
of whole-slide images (WSIs) of prostate tissue samples, where pathologists analyze these
images to assign a Gleason score, a grading system that classi�es the cancer based on the
architectural patterns of tumor tissue (see �gure1-1).

Figure 1-1 : Gleason architectural patterns from 1 to 5, illustrating the progression from
well-di�erentiated, organized glands to poorly di�erentiated or anaplastic tu-
mor structures with minimal or absent gland formation. Image taken from
[2].
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The Gleason grading system [11] evaluates prostate cancer by assigning grades from 1 to
5 to the predominant and secondary tumor patterns (see table1-1). The two grades are
combined into a �nal Gleason score, providing prognostic insight into the tumor's aggressi-
veness. Lower scores indicate well-di�erentiated, less aggressive cancers, while higher scores
correspond to poorly di�erentiated, more aggressive tumors. This scoring system has been
re�ned by the International Society of Urological Pathology (ISUP) [11], which introduced
prognostic Grade Groups to better stratify patient outcomes. In the ISUP system, the Glea-
son score is determined by the sum of the primary (most prevalent) and secondary (second
most prevalent) histological patterns, both graded from 3 to 5. For instance, a Gleason score
of 3+4=7 (Grade Group 2) has a more favorable prognosis than 4+3=7 (Grade Group 3),
where the more aggressive pattern is predominant. Recognizing this distinction is critical
in prostate tissue classi�cation tasks, as it directly in�uences clinical decision-making and
risk assessment. While e�ective, the accurate interpretation of prostate cancer WSIs requires
signi�cant expertise and can be a time-consuming, subjective process, leading to inter- and
intra-observer variability among pathologists. Inter-observer variability occurs when di�erent
pathologists provide inconsistent Gleason scores for the same tissue sample due to subjec-
tive interpretation of tissue morphology. Similarly, intra-observer variability refers to the
inconsistency in scores provided by the same pathologist when evaluating the same slide at
di�erent times. These inconsistencies can impact the reliability of cancer grading, potentially
leading to di�erent treatment recommendations for the same patient. Inter-observer variabi-
lity in Gleason grading remains a signi�cant challenge. Studies have shown that concordance
rates between pathologists can fall below 60 %, primarily due to the subjective interpretation
of glandular morphology and architectural patterns [16]. Intra-observer variability is also a
concern; a single pathologist may assign di�erent Gleason scores to the same slide in separate
evaluations, with reported agreement ranging from 60 % to 80 %, depending on experience
and case complexity [17].
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Table 1-1 : Summary of the Gleason pattern system [5].

Grade Tumor Boundary Pattern Size Spread
1 Sharp bounda-

ries
Well di�erentiated uniform
single glands which grows
almost together

Medium Closely pac-
ked

2 Less well cir-
cumscribed

Variably spaced single
glands apart and bounda-
ries of the tumor are not
�nely bounded

Medium Upto one
gland dia-
meter apart

3 Well circumscri-
bed

Single, separated, round,
irregular or enlarged masses
with cribriform or papillary
pattern

Small to
large

Loosely pac-
ked with well-
de�ned mar-
gins

4 Architecture lost Fused gland tumor, mostly
consist of pale cells

Small or
medium

No individual
or separated
glands

5 Minimal glandu-
lar di�erentia-
tion

Comedo carcinoma tumors,
solid sheets with no acinar
formation

Small Di�usely in-
�ltrating
prostatic
stroma

Additionally, the manual annotation of WSIs by pathologists is a labor-intensive process,
which limits the availability of large annotated datasets necessary for training supervised
deep learning models. This limitation creates a bottleneck in the development of automa-
ted systems capable of assisting in tasks such as prostate cancer grading. Furthermore, the
global shortage of pathologists exacerbates this challenge. For instance, in 2023, Colombia
had approximately 450 pathologists, corresponding to a rate of 0.88 pathologists per 100,000
inhabitants, with most professionals concentrated in large cities such as Bogotá, Medellín,
and Cali [18]. In Latin America, the average is around 17 pathologists per million people,
compared to 50�65 per million in North America [19]. This disparity underscores the ur-
gent need for scalable solutions that can leverage unannotated data to support diagnostic
processes in regions with limited access to specialized medical expertise.
Despite recent advances in arti�cial intelligence, most of the successful machine learning
approaches in medical imaging�particularly those involving deep learning�have been pre-
dominantly supervised [20, 21]. Convolutional Neural Networks (CNNs), for example, have
shown remarkable performance in various histopathological image analysis tasks [22]. Howe-
ver, these models require large amounts of high-quality labeled data to achieve generalizable
performance. This dependency limits their applicability in real-world scenarios such as pros-
tate cancer grading, where annotated histopathology slides are scarce and costly to obtain.
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Given these challenges, there is growing interest in developing machine learning models
that can leverage unannotated data. Self-supervised learning o�ers a promising solution by
enabling models to learn meaningful representations from large quantities of unannotated
data, which can then be �ne-tuned on smaller annotated datasets. This approach has the
potential to reduce the reliance on fully annotated data, accelerate the grading process,
and improve diagnostic consistency. Therefore, the following research question arise in the
framework of this proposal:

How to leverage information from unannotated histopathology slides in the develop-
ment of supervised deep learning models?

1.2. Objectives

To develop a self-supervised representation learning strategy for addressing supervised lear-
ning tasks using histopathology image sets with limited annotations.

1.2.1. Speci�c objectives

To adapt self-supervised learning models for natural images to the histopathology
image domain.

To develop models for histopathology image annotation that integrate self-learned
representations into supervised tasks such as classi�cation or segmentation.

To evaluate the performance of the developed strategy on supervised learning tasks
using histopathology image datasets with limited annotations.

1.3. Contributions

Unlike prior works that applied SimCLR-based methods to histopathology without syste-
matically comparing them to supervised counterparts [23] [24] [25], this thesis presents a
structured evaluation of self-supervised and supervised learning under varying annotation
constraints for prostate cancer grading. The objective was to address the limitations of
conventional supervised learning models by developing and evaluating a self-supervised lear-
ning strategy based on the Gleason system. To this end, the proposed approach leveraged
SimCLR to extract meaningful feature representations from unannotated histopathology
data, enabling accurate classi�cation even with limited expert-labeled samples. The main
contributions of the thesis are summarized as follows:

Systematic evaluation comparing self-supervised and fully supervised learning approa-
ches under di�erent annotation constraints.
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Analysis of the impact of domain-speci�c versus general (natural image) pretraining on
downstream performance, showing that domain-speci�c self-supervised models achieve
higher F1-score, particularly in complex tissue classes such as Gleason 5.

Implementation of a reproducible self-supervised learning pipeline adapted to low-
annotation scenarios, o�ering a scalable and e�cient alternative to the use of labels
for the analysis of histopathological images in clinical settings.

Participation as a speaker in the Second Symposium on Digital Pathology and Arti�cial
Intelligence (RedPat 2024) [26].

1.4. Thesis structure

This thesis is structured as follows: Chapter 1 presents the introduction, including the pro-
blem statement, main objectives, and the contributions of this study. Chapter 2 reviews
the background and related work, including histopathological image analysis, computatio-
nal pathology, foundation models in histopathology, and self-supervised learning techniques.
Chapter 3 introduces the proposed methodology, detailing the patch extraction process,
the SimCLR self-supervised learning framework, and the supervised classi�cation strategy.
Chapter 4 describes the experimental design, including dataset preparation, performance
metrics, and a comprehensive evaluation of supervised and self-supervised approaches under
di�erent training data regimes. The results of all experiments are presented and analyzed,
followed by a detailed discussion. Finally, Chapter 5 presents the conclusions and outlines
future research directions based on the �ndings of this work.



2 Background and related work

2.1. Histopathology image analysis

Histopathology is the microscopic study of tissues to understand disease manifestations.
This �eld plays a critical role in medicine and serves as the foundation for cancer diagnosis
and management, o�ering detailed insights into tissue structure and cellular characteristics
to support accurate diagnoses and e�ective treatments. By analyzing tissue samples, his-
topathology uncovers disease mechanisms and drives research for innovative therapies. It
is particularly crucial for understanding tumor morphology, grading, and progression, key
factors in determining optimal treatment strategies [27].
The histopathological analysis process begins with the collection of tissue samples, typically
obtained through biopsy or surgical excision. These samples undergo preservation in forma-
lin to prevent degradation, embedding in para�n wax to create solid blocks, sectioning into
thin slices using a microtome, and mounting on slides. The slices are then stained using
techniques such as Hematoxylin and Eosin (H&E), enhancing cellular structures and provi-
ding contrast for detailed microscopic examination (see �gure2-1). Pathologists, specialized
medical doctors, play a pivotal role in this process by analyzing the stained slides to detect
abnormalities and deliver critical diagnostic insights [21].
Despite its importance, histopathological diagnosis presents challenges, identifying patholo-
gical features requires years of specialized training, as pathologists must distinguish subtle
variations in tissue morphology and recognize patterns indicative of disease. Additionally,
the manual nature of this work introduces variability, leading to inter- and intra-observer dis-
crepancies. These inconsistencies highlight the need for computational approaches to assist
in diagnostic standardization [28].
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Figure 2-1 : Overview of the histopathology work�ow for prostate tissue analysis and
Gleason grading.

2.1.1. Prostate cancer (PCa)

Prostate cancer is one of the most common cancers in men and is characterized by the uncon-
trolled growth of cells in the prostate gland. The disease varies in its progression, with some
cases slow-growing and others aggressive and requiring urgent treatment. Prostate cancer
represents a signi�cant global health challenge, with millions of men diagnosed annually [29].
Risk factors include age, family history, and genetic predispositions, such as mutations in
the BRCA1 and BRCA2 genes [30].
The histopathological evaluation of prostate cancer is central to its diagnosis and mana-
gement, tissue samples are obtained through needle biopsy or surgical resection, followed
by standard histopathological processes, including formalin �xation, para�n embedding,
and sectioning into thin slices for microscopic examination. Hematoxylin and Eosin (H&E)
staining is typically used to highlight the cellular and glandular structures of the prostate.
Pathologists analyze these stained slides to identify critical features such as glandular archi-
tecture, cellular abnormalities, and stromal in�ltration, which are indicative of the presence
and aggressiveness of the disease. In some cases, additional techniques such as immunohis-
tochemistry are used to detect biomarkers that improve diagnostic precision [31].
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A key component of prostate cancer evaluation is the Gleason grading system. This system
assesses the glandular patterns of the tumor, assigning scores to the two most predominant
patterns observed. These scores are then summed to produce the Gleason score, which ran-
ges from 6 (indicating well-di�erentiated, less aggressive tumors) to 10 (indicating poorly
di�erentiated, highly aggressive tumors) (see �gure2-2). The Gleason score provides criti-
cal prognostic insights, helping guide therapeutic decisions [11]. The International Society
of Urological Pathology (ISUP) further re�nes this system into �ve Grade Groups, which
simplify the interpretation of the Gleason score and enhance clinical communication by co-
rrelating directly with tumor aggressiveness [32].

Figure 2-2 : A digital WSI highlights two regions of interest: a minority pattern (Glea-
son pattern 3) with well-di�erentiated glands and a majority pattern (Glea-
son pattern 4) showing more irregular and poorly organized structures. The
Gleason score is calculated by summing the majority and minority patterns,
resulting in a score of 4+3. According to the ISUP grading system, this score
corresponds to Grade Group 3.
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2.2. Computational pathology

Computational pathology bridges the �elds of digital imaging and arti�cial intelligence (AI)
to revolutionize diagnostic, prognostic, and therapeutic work�ows in pathology. By inte-
grating advanced techniques in image analysis, machine learning (ML), and deep learning
(DL), this discipline addresses inherent limitations of traditional pathology, such as subjec-
tive evaluations, variability between observers, and the signi�cant time required for manual
interpretations [33], [34].
A key advancement in computational pathology is the digitization of histopathological slides,
enabling high-resolution WSI. This process allows for detailed examination of cellular and
tissue structures, revealing patterns that may go unnoticed with traditional microscopy [35],
[23]. By leveraging computational tools, tissue morphology and molecular characteristics can
be accurately quanti�ed, introducing an unprecedented level of precision and objectivity to
pathology.
Two primary approaches de�ne computational pathology: feature engineering and deep lear-
ning. Feature engineering focuses on extracting prede�ned characteristics, such as textural
patterns and cellular spatial arrangements, to train machine learning models. Although e�ec-
tive in early studies, this approach heavily relies on domain expertise, limiting its scalability
[21]. In contrast, deep learning (DL), particularly through convolutional neural networks
(CNNs), automatically learns representations directly from raw image data, achieving supe-
rior performance in tasks such as tumor detection and grading [36], [37]. By reducing the
reliance on manual intervention, DL methods improve scalability, accuracy, and reproduci-
bility in computational pathology.
In the domain of prostate cancer diagnosis, computational pathology has emerged as a trans-
formative tool. The Gleason scoring system, crucial for evaluating tumor aggressiveness, is
inherently subjective and susceptible to variability [16], [38]. AI-powered tools have demons-
trated performance on par with, or even surpassing, that of experienced pathologists by
automating the grading process [39]. These systems analyze extensive datasets of WSIs,
identifying morphological patterns with remarkable consistency and objectivity. Additio-
nally, weakly supervised learning techniques have streamlined model training by utilizing
slide-level labels instead of detailed annotations, signi�cantly reducing the time and exper-
tise required [40].
Despite these advancements, computational pathology still faces several challenges. WSIs
are exceptionally large and diverse, demanding robust computational infrastructure for pro-
cessing [41]. The scarcity of annotated datasets further complicates model development, as
generating these annotations requires substantial domain expertise [42]. Moreover, the opa-
city of many deep learning models, often referred to as the �black box� problem, hinders
clinical adoption. For e�ective integration into healthcare, clinicians require models that not
only deliver accurate results but also provide interpretable insights into the decision-making
process [43]. Additionally, ensuring model reliability across diverse datasets remains critical
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for clinical applicability in varied settings [44].
To address these limitations, researchers are focusing on key innovations such as explainable
AI, federated learning, and hybrid approaches. Explainable AI improves model transpa-
rency by incorporating attention mechanisms and prototype-based methods, shedding light
on the features that drive predictions. Federated learning facilitates collaborative model
training across institutions while preserving patient data privacy [45], [46]. Hybrid metho-
dologies, which combine traditional feature engineering with deep learning, aim to leverage
the strengths of both paradigms to enhance model robustness and generalizability [36]. By
tackling these challenges, computational pathology is poised to revolutionize histopathology.
In prostate cancer diagnosis, this technology holds the potential to standardize grading sys-
tems, reduce observer variability, and improve patient outcomes. Continued advancements
in AI algorithms, data integration, and model interpretability will be vital for integrating
computational pathology into routine clinical practice.

2.3. Foundation models in histopathology

Foundation models in histopathology have emerged as a transformative force in computatio-
nal pathology, enabling scalable solutions for disease diagnosis, prognosis prediction, and
biomarker discovery. These models utilize self-supervised, semi-supervised, and transfer lear-
ning approaches to extract meaningful representations from vast datasets of WSIs without
extensive manual annotations. By leveraging large-scale training datasets, these models aim
to improve diagnostic accuracy, enhance generalization, and reduce the dependency on expert
pathologists for annotation.
Recent advancements highlight the e�ectiveness of foundation models in pathology. Ochi et
al. (2024) emphasize their role in improving diagnostic e�ciency, particularly in rare cancer
detection and immunohistochemical (IHC) scoring, while also addressing challenges related
to data quality and integration [47]. Similarly, Ma et al. (2024) introduce the Generalizable
Pathology Foundation Model (GPFM), which demonstrates superior generalization across
diverse clinical datasets, ranking �rst in 29 out of 30 clinical tasks [48]. These �ndings indicate
that foundation models can outperform traditional deep learning approaches by leveraging
broader datasets and self-supervised techniques.
One of the most signi�cant contributions of foundation models in histopathology is their
ability to generalize across di�erent tissue types, staining techniques, and magni�cation le-
vels. This capability is particularly valuable in slide-level cancer subtyping, as demonstrated
by Meseguer et al. (2024), whose self-supervised and vision-language models outperform
ImageNet-pretrained networks, achieving superior representation learning [49]. Alber et al.
(2025) introduce Atlas, a pathology foundation model trained on diverse datasets, which
outperforms competing models by 1.1 percentage points, highlighting the impact of data-
set diversity in model robustness [50]. These models also show signi�cant improvements
in segmentation tasks, particularly in nuclei detection. Guo et al. (2024) evaluate founda-
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tion models like CellViT, which outperforms traditional segmentation frameworks in kidney
pathology but still struggles with domain generalization across di�erent tissue types [51].
While these models demonstrate high performance in various diagnostic tasks, challenges
remain in terms of computational complexity, domain variability, and clinical applicability.
Training large-scale models requires extensive computational resources, limiting accessibility
in low-resource medical institutions. Additionally, variability in staining techniques, scan-
ner resolutions, and tissue preparation a�ects model adaptability across di�erent clinical
environments, as noted by Campanella et al. (2024) [52]. These domain shifts often lead to
decreased generalization performance, necessitating improved adaptation strategies such as
parameter-e�cient �ne-tuning and federated learning.
Another pressing challenge is the interpretability of foundation models in clinical settings.
Many deep learning models function as "black boxes", making it di�cult for pathologists
to understand the reasoning behind predictions. Enhancing model explainability through
attention-based mechanisms, such as saliency maps and prototype learning, can improve
trust and facilitate clinical integration. E�orts by Campanella et al. (2024) to benchmark
public self-supervised pathology models reveal that while larger models signi�cantly enhan-
ce biomarker prediction, they do not necessarily improve disease detection, highlighting the
need for task-speci�c �ne-tuning [52]. Similarly, Hua et al. (2023) propose the PathoDuet mo-
del, which bridges the gap between natural image-based models and histopathology-speci�c
architectures, showing superior performance in self-supervised pretext tasks [53].
To address these challenges, several research directions are being explored. Federated lear-
ning o�ers a promising approach to improving generalization while preserving patient privacy
by enabling decentralized training across multiple institutions. Hybrid models that combine
morphological feature engineering with deep learning-based representations could enhance
interpretability and diagnostic accuracy. Additionally, e�cient model compression techni-
ques, such as network pruning, quantization, and lightweight transformer architectures, can
optimize real-time inference on high-resolution WSIs, making foundation models more ac-
cessible in routine pathology work�ows.
Foundation models are rapidly transforming histopathology image analysis, o�ering unpara-
lleled advantages in cancer diagnosis, biomarker discovery, and pathology standardization.
Their ability to leverage large-scale self-supervised learning and domain adaptation signi�-
cantly enhances their utility across diverse medical imaging datasets. However, addressing
computational limitations, domain generalization challenges, and interpretability concerns
remains crucial for their widespread clinical adoption. Future innovations in federated lear-
ning, hybrid modeling, and explainable AI will further strengthen the role of foundation
models in computational pathology, paving the way for more accurate, scalable, and reliable
diagnostic tools.
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2.4. Deep learning in prostate cancer

Advancements in computational pathology have signi�cantly transformed prostate cancer
histopathology analysis. Deep learning algorithms, particularly convolutional neural net-
works (CNNs), have demonstrated exceptional accuracy in identifying Gleason patterns,
segmenting tumor regions, and assessing overall disease severity. CNNs are widely employed
to detect malignancy and di�erentiate between Gleason grades with high precision, achie-
ving performance comparable to pathologists in detecting prostate cancer on WSIs from
biopsy samples [36]. These computational tools not only reduce observer variability but also
expedite the diagnostic process, complementing the expertise of pathologists. By integrating
AI-driven methodologies with traditional grading systems, computational pathology holds
the potential to revolutionize prostate cancer diagnosis and management, delivering faster
and more reliable results [54].
For instance, Bulten et al. (2020) developed a deep learning system for Gleason grading,
achieving performance comparable to expert pathologists on independent test sets [23]. Si-
milarly, Strom et al. (2020) validated a deep learning model for detecting prostate cancer in
histopathological images, demonstrating high sensitivity and speci�city [39].
Another critical area of application is patch-based analysis in WSI work�ows. Arvaniti et al.
(2018) employed CNNs to accurately identify cancerous regions in WSIs, reducing diagnostic
time and increasing consistency [55]. Toledo-Cortes et al. (2022) introduced a quantum-
based ordinal regression approach for grading prostate cancer patches, demonstrating its
robustness in histopathological tasks [56]. Chen et al. (2023) introduced a self-supervised
learning approach for patch-based WSI analysis, signi�cantly improving model generalization
with limited annotated data [57]. More recently, Medina (2024) proposed WiSDoM, a weakly
supervised deep learning framework leveraging attention mechanisms and kernel density
matrices to provide interpretable and scalable prostate cancer grading on WSIs [58].
Despite its transformative potential, the application of deep learning in prostate cancer faces
several challenges. Data scarcity and quality remain signi�cant hurdles, as large, annotated
datasets are essential for training robust models. This scarcity is particularly problematic
in histopathology, where acquiring labeled data requires expert pathologists, making the
process time-consuming and costly [59]. Variability in histological staining and imaging pro-
tocols across institutions further limits model generalizability [60]. Another challenge lies in
the interpretability of deep learning systems, many models function as "black boxes,"which
may hinder clinical adoption due to a lack of transparency in their decision-making proces-
ses. Regulatory and ethical considerations, including patient privacy and compliance with
medical AI standards, also pose barriers to widespread implementation.
To address the challenge of data scarcity and the high costs associated with acquiring anno-
tated datasets, researchers have increasingly turned to semi-supervised and self-supervised
learning approaches. Semi-supervised learning leverages a combination of annotated and
unannotated data, enabling the model to learn from a smaller set of labeled examples while
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utilizing the vast amount of unannotated data to improve performance. Self-supervised lear-
ning, on the other hand, formulates pretext tasks that allow models to learn meaningful re-
presentations from unannotated data without the need for explicit labels [61]. These methods
reduce reliance on expensive annotations, improve generalizability by leveraging inherent pat-
terns in the data, and enhance the scalability of deep learning systems in resource-constrained
settings. However, challenges such as designing e�ective pretext tasks and ensuring robust
�ne-tuning remain areas of active research. By prioritizing self-supervised learning, resear-
chers aim to bridge the gap between data scarcity and the growing demand for robust AI
solutions in histopathology, paving the way for more accessible and cost-e�ective diagnostic
tools.

2.5. Self supervised learning

Self-supervised learning (SSL) has transformed computational pathology by addressing the
challenge of limited annotated data. This paradigm enables the use of unlabeled datasets
to train models through pretext tasks that exploit the intrinsic structure of the data. These
tasks help models learn meaningful representations, which can then be �ne-tuned on speci�c
applications with minimal labeled data. In the context of histopathology, SSL is particu-
larly relevant given the time-consuming and resource-intensive nature of obtaining expert
annotations [15], [23], [21]. This challenge is further exacerbated by the global shortage of
pathologists, especially in low- and middle-income countries, where the number of specialists
per capita is signi�cantly lower than in high-income regions [19]. For prostate cancer, one of
the most prevalent cancers among men, SSL has proven instrumental in automating diagnos-
tic processes, such as Gleason grading, which evaluates tumor aggressiveness. This grading
process, while crucial, is prone to variability among pathologists, further emphasizing the
importance of consistent and robust computational methods [39], [62].
Among the various approaches within SSL, contrastive learning has emerged as one of the
most e�ective. By comparing augmented views of the same image (positive pairs) with di�e-
rent images (negative pairs), contrastive learning frameworks generate highly discriminative
feature embeddings. These embeddings capture essential characteristics of histopathological
samples, such as glandular structure and cellular organization, which are critical for distin-
guishing between benign tissue, low-grade cancer, and high-grade cancer. Several contrastive
learning methods have been applied successfully in computational pathology, including Mo-
mentum Contrast (MoCo), Bootstrap Your Own Latent (BYOL), and Simple Contrastive
Learning of Representations (SimCLR).
MoCo employs a dynamic memory bank to e�ciently store and retrieve representations
during training. This design enables the model to learn from a broader range of samples,
which is particularly useful in medical imaging tasks with high intra-class variability [63].
For example, in prostate cancer diagnosis, MoCo has demonstrated its ability to di�erentiate
subtle patterns in tissue samples that may indicate varying levels of tumor severity [39].
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BYOL, on the other hand, eliminates the need for negative pairs, a signi�cant departure
from traditional contrastive learning methods. It trains two networks: an online network,
which learns to predict the representation of a target network, and the target network,
which updates its parameters as a moving average of the online network. This architecture
has proven e�ective in reducing the computational complexity of SSL, while still achieving
high-quality representations that are applicable to histopathological analysis [64].
SimCLR has gained particular attention in computational pathology due to its simplicity
and adaptability. This method uses data augmentations such as random cropping, color jit-
tering, and �ipping to generate augmented views of the same image. The model then learns
to maximize the similarity between these views while minimizing the similarity with other
images. In prostate cancer histopathology, SimCLR has been widely adopted to capture
�ne-grained morphological details essential for Gleason grading [15], [25]. For example, it
excels at identifying di�erences between benign epithelium and Gleason grades 3, 4, and 5,
which correspond to increasing levels of tumor aggressiveness. The embeddings generated by
SimCLR have demonstrated excellent transferability to downstream tasks, including segmen-
tation and classi�cation of prostate tissue, even when only a limited amount of annotated
data is available [23], [24].
Contrastive learning's success in prostate cancer diagnosis highlights its ability to generalize
across datasets and mitigate the challenges posed by staining variability, noise, and struc-
tural heterogeneity. Several studies have demonstrated the e�ectiveness of these methods.
For instance, SimCLR has been applied to learn robust representations from both natural
images, such as those in the STL-10 dataset [65], and domain-speci�c histopathological data
like the PANDA dataset [23]. These representations have enabled accurate �ne-tuning for
downstream tasks such as prostate cancer grading, even under limited annotation scenarios
[15], [25]. Similarly, MoCo and BYOL have been employed to extract features that improve
the performance of automated systems, achieving results comparable to fully supervised mo-
dels [63], [64]. These methods are also complemented by advancements in weakly supervised
learning, where only slide-level labels are available. By integrating attention mechanisms or
leveraging tissue-speci�c information, SSL frameworks have further enhanced interpretability
and diagnostic accuracy in computational pathology [39], [24].
Self-supervised learning has thus become a cornerstone of automated histopathological analy-
sis, o�ering scalable and e�cient solutions for complex diagnostic tasks. Methods like SimCLR,
MoCo, and BYOL have shown remarkable promise in prostate cancer grading by enabling
models to learn from unannotated data while maintaining high levels of accuracy and robust-
ness. As SSL continues to evolve, its integration into clinical work�ows holds great potential
to improve consistency, reduce diagnostic variability, and provide interpretable results that
align with clinical practice.
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2.5.1. SimCLR

SimCLR (Simple Contrastive Learning of Representations) is one of the most prominent
frameworks in self-supervised learning, known for its straightforward implementation and
e�ectiveness in learning visual representations. The core idea of SimCLR is to train a neural
network to maximize the similarity between augmented views of the same image (positive
pairs) while minimizing similarity with other images (negative pairs). This approach levera-
ges contrastive learning, which has proven highly e�ective in learning discriminative feature
embeddings. SimCLR employs a combination of data augmentations (such as random crop-
ping, color jittering, and �ipping), a feature encoder, a projection head, and a contrastive
loss function. These augmentations simulate variations naturally found in domains like his-
topathological images, including di�erences in staining or magni�cation, making SimCLR
particularly well-suited for medical imaging tasks [15].
SimCLR operates in three main stages, First, data augmentations are applied to create two
stochastic transformationsTi and Tj sampled from a distributionT . These transformations
generate augmented views~x i = Ti (x) and ~x j = Tj (x) of the same input imagex. Next, a
base encoderf (�), typically a ResNet architecture, is used to extract feature representations
h from the augmented views. These feature representations are then mapped to a latent
space using a projection headg(�), which is typically a multilayer perceptron (MLP). The
resulting latent vectors zi = g(hi ) and zj = g(hj ) are used to compute the contrastive loss
(see �gure 2-3) [15].

Figure 2-3 : Illustration of SimCLR data augmentation strategy. For each raw image, two
augmented views are generated using stochastic transformations, forming po-
sitive pairs for contrastive learning. Adapted from [3].

The contrastive loss function in SimCLR (see eq. 2-1) is the NT-Xent loss (Normalized
Temperature-Scaled Cross-Entropy Loss), which ensures that the embeddings of positive
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pairs are close while those of negative pairs are far apart. Mathematically, the NT-Xent loss
for a batch of N samples is de�ned as:

` i;j = � log
exp(sim(zi ; zj )=� )

P 2N
k=1 1[k6= i ] exp(sim(zi ; zk)=� )

(2-1)

sim(zi ; zj ) =
z>

i zj

kzi kkzj k
(2-2)

where eq. 2-2 represents the cosine similarity between latent vectorszi and zj , and � is a
temperature parameter that controls the sharpness of the distribution. The indicator function
1[k6= i ] ensures that the denominator includes all negative samples except for the positive pair
[15], [63]. Algorithm 1 summarizes the key steps of the SimCLR method:

Algorithm 1 SimCLR's main learning algorithm
Input: batch sizeN , constant � , structure of f , g, T .
for sampled minibatchf xkgN

k=1 do
for all k 2 f 1; : : : ; Ng do

Draw two augmentation functionst � T , t0 � T
~x2k� 1 = t(xk) # �rst augmentation
h2k� 1 = f (~x2k� 1) # representation
z2k� 1 = g(h2k� 1) # projection
~x2k = t0(xk) # second augmentation
h2k = f (~x2k) # representation
z2k = g(h2k) # projection

end for
for all i 2 f 1; : : : ; 2N g and j 2 f 1; : : : ; 2N g do

si;j = z>
i zj =(kzi kkzj k) # pairwise similarity

end for
De�ne `(i; j ) as:

`(i; j ) = � log
exp(si;j =� )

P 2N
k=1 1[k6= i ] exp(si;k =� )

L = 1
2N

P N
k=1 [`(2k � 1; 2k) + `(2k; 2k � 1)]

Update networksf and g to minimize L
end for
Return: encoder networkf (�), and discardg(�).

SimCLR's ability to produce transferable embeddings has proven highly e�ective in medical
imaging, including prostate cancer histopathology. By leveraging large datasets of unlabe-
led histopathological images, SimCLR can learn robust feature representations that capture
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subtle morphological di�erences in tissue samples. For example, in Gleason grading SimCLR
has been employed to pre-train models on histopathological images, followed by �ne-tuning
on smaller annotated datasets. This approach has been shown to achieve performance com-
parable to fully supervised models while requiring signi�cantly less annotated data [39],
[23].
In prostate cancer applications, SimCLR has been used to distinguish between benign epithe-
lium and various Gleason grades, including grades 3, 4, and 5, which represent increasing
levels of tumor aggressiveness. By applying domain-speci�c augmentations, such as stain
normalization and random cropping tailored to histopathological images, researchers have
enhanced SimCLR's e�ectiveness in capturing clinically relevant features. For instance, in the
Prostate cANcer graDe Assessment (PANDA) dataset, SimCLR-based models demonstrated
state-of-the-art performance in grading prostate tissue samples by leveraging contrastive loss
to encode �ne-grained patterns in the data [25], [24].
Recent advancements in self-supervised learning for digital histopathology have explored
new methodologies to enhance representation learning. Yao et al. (2020) introduced a frame-
work that integrates contrastive learning with predictive coding to improve histopathological
image classi�cation [66]. Their approach extends SimCLR by incorporating relational infor-
mation between di�erent tissue regions, allowing models to capture both local and global
tissue structures. Similarly, Ciga et al. (2020) proposed a self-supervised contrastive learning
method speci�cally designed for digital histopathology, demonstrating signi�cant improve-
ments in downstream classi�cation tasks by leveraging unlabeled WSIs [67]. Ciga et al.
[67] pretrained their self-supervised framework on a large collection of 57 publicly availa-
ble multi-organ histopathology datasets comprising WSIs from various cancer types. This
large-scale and diverse training setup allows the model to capture cross-tissue representa-
tions with broader generalization capabilities. Their approach is based on full-slide image
data, which supports global feature extraction but requires signi�cant computational resour-
ces and access to comprehensive annotations. The use of WSIs from multiple tissue types
also introduces variability that may enhance the model's robustness across domains, but
could reduce sensitivity to localized patterns speci�c to a single pathology. In contrast, our
study focuses exclusively on prostate cancer, leveraging image patches extracted from the
PANDA dataset, which�had not previously been used in conjunction with SimCLR for
self-supervised representation learning.
Together, such studies�including both multi-organ and prostate-speci�c approaches�highlight
the growing interest in contrastive learning for medical image analysis and its potential to
further advance automated prostate cancer diagnostics.
For all of the above, SimCLR is a cornerstone method in self-supervised learning, o�ering
a robust and scalable approach to learning from unlabeled data. Its application in prostate
cancer diagnostics highlights its potential to improve automated histopathological analysis
by reducing the reliance on annotated data while achieving high diagnostic accuracy. The
use of contrastive loss ensures that the learned embeddings are not only discriminative but
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also generalizable across a variety of medical imaging tasks.



3 Method

In this chapter, we present the development of a self-supervised learning framework for histo-
pathological image analysis, addressing the challenge of limited annotated data. It introduces
the SimCLR framework, adapted for histopathology, and outlines the dataset preparation
process using two di�erent datasets from natural and histopathology images, the STL10 and
PANDA datasets, respectively. The chapter presents four experiments, where the �rst is fully
supervised to provide a baseline for comparisons with the subsequent three self-supervised
experiments. These experiments explore con�gurations using natural images, histopathology
images, and a combination of both to assess the impact of domain-speci�c and transfer
learning on classi�cation performance. The results highlight the potential of self-supervised
learning in advancing diagnostic tools in histopathology image analysis.
We present the methodology used to develop a self-supervised learning framework for histo-
pathological image analysis. The proposed approach focuses on patch-based learning, where
small patches are extracted from WSIs to train the model. The chapter is structured around
three key steps (see �gure3-1), each detailed in subsequent sections:

Tissue patch extraction: The process begins by extracting small image patches from
WSIs. These patches are the fundamental units of analysis in the model, providing
localized information about tissue morphology. This step ensures that both annotated
and unannotated patches are available for the next stages of the learning process.

Self-Supervised Learning with SimCLR: The unannotated patches are used to
pre-train a model using the SimCLR framework. In this stage, the model learns mea-
ningful feature representations through contrastive learning, enabling it to capture the
inherent structures and patterns in the image data without the need for explicit labels.

Supervised Classi�er with Multi-Layer Perceptron: After obtaining the embed-
dings from the self-supervised stage, a subset of the patches, now annotated, is used to
train a supervised classi�er. The Multi-Layer Perceptron (MLP) is trained to classify
these patches into categories, such as Gleason patterns. The MLP utilizes the em-
beddings generated during the SimCLR stage as input, enhancing F1-score even with
minimal labeled data. This step allows the model to output the probability for each
class (e.g., di�erent Gleason patterns) by leveraging the self-supervised representations,
thereby improving predictive performance with limited annotated samples.
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Figure 3-1 : SSL-based method for histopathology image analysis: The process be-
gins by extracting patches from each WSI. These unannotated patches are
then used in the self-supervised learning stage with SimCLR, which generates
an embedding representation (projections). A portion of the patches, now an-
notated, is subsequently fed into a supervised classi�er (a small MLP neural
network) to predict the probability of each class.

3.1. Tissue patch extraction

This process involves dividing WSIs into smaller, manageable patches that can be further
processed and analyzed. Below is a detailed explanation of the patch extraction process based
on the parameters provided:

Patch size: Each WSI is divided into patches of256� 256 pixels, which, at 20Ö
magni�cation, correspond approximately to tissue areas of256; �m � 256; �m . These
patches represent small regions suitable for localized analysis of glandular architecture
and cancer grading. localized regions of the larger tissue sample. The size of256� 256
is commonly chosen because it strikes a balance between being small enough to capture
detailed tissue structures and large enough to contain su�cient contextual information
about the tissue.

Background Threshold: During the extraction process, a background threshold was
applied to ensure that patches contained a meaningful amount of tissue. Tissue pre-
sence was estimated using WSI tissue masks, over which a grid-based sliding window
was applied to extract candidate patches. For each patch, the proportion of tissue area
was computed based on the corresponding mask. A threshold of 1 % was used�patches
with more than 99 % background (i.e., less than 1 % tissue content) were discarded to
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ensure relevant input for training. Here, background refers to regions that do not con-
tain tissue, such as whitespace or staining artifacts. These areas are non-informative for
the model and are excluded from further analysis. This �ltering step ensures that re-
tained patches are primarily composed of tissue and reduces the likelihood of including
irrelevant or noisy data.

Gleason Pattern Threshold: Once a patch passes the background threshold, it is
further assessed for the presence of Gleason patterns. A patch is only considered for
Gleason grading if it contains at least 25 % of its area covered by a speci�c Gleason
pattern. This means that at least a quarter of the patch must show a detectable Gleason
pattern for it to be considered for classi�cation. This threshold ensures that patches
used for grading contain a signi�cant amount of cancerous tissue, minimizing the risk
of misclassi�cation due to the presence of non-cancerous or benign areas.

Labeling Based on Maximum Gleason Value: After a patch passes the back-
ground and Gleason thresholds, it is labeled based on the predominant Gleason pat-
tern within the patch. The highest Gleason score present in the patch (above the 25 %
threshold) is used as the label for that patch. For example, if a patch contains 30 % of
Gleason pattern 3 and 70 % of Gleason pattern 4, the patch will be labeled as Gleason
pattern 4 since it is the predominant pattern.

Figure 3-2 : Masked tissue patch extraction process.

This patch extraction process is crucial in preparing the data for downstream tasks like
classi�cation, ensuring that the model is trained on high-quality, informative patches. The
attached image (see �gure3-2) likely represents a visual example of the tissue patches
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after extraction, with di�erent areas highlighted based on the identi�ed Gleason patterns or
background regions.

3.2. Self-supervised learning: SimCLR

The contrastive learning implementation of SimCLR used in this work was adapted from the
paper: A Simple Framework for Contrastive Learning of Visual Representations[15], as an
e�ective approach for learning visual representations without requiring labeled data. When
applied to histopathology images, this technique enables the model to learn features that
di�erentiate between tissue types, such as Gleason patterns, without the need for extensive
annotations. The core concept behind SimCLR is to bring similar images (positive pairs)
closer together in the representation space, while pushing dissimilar images (negative pairs)
farther apart. This process relies on maximizing agreement between representations of two
stochastically augmented views of the same image (see �gure3-3).

Figure 3-3 : Contrastive self-supervised learning: SimCLR.

This method is composed of di�erent stages (see alg. 1):

Image augmentation: The process begins by taking a patch of histopathological
tissue as input imagex i and applying stochastic transformations such as random crop-
ping, �ipping, rotations, color jittering and grayscale These augmentations, labeled as
T, generate two distinct views of the same image: one representingzi and the other
zj . Augmentations are designed to simulate di�erent but realistic variations of the
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same image to make the model robust to changes such as staining di�erences in his-
topathology images. Note that no stain normalization is applied; only the mentioned
transformations (color jittering and grayscale) are used for color augmentation.

Feature extraction with ResNet-18: Both augmented images are passed through
a ResNet-18 backbone, a CNN that extracts important features from the images re-
presented as embeddings. The embeddings, representingzi and zj , capture the visual
information from the tissue sample as texture and cell patterns.

Embedding with MLP (Multi-Layer Perceptron): After feature extraction, the
embeddings are further transformed using a simple neural network (MLP), which em-
beds them into a lower-dimensional space where similarity can be better evaluated.

Contrastive Loss (NT-Xent Loss): The two embeddingszi and zj are then compa-
red using NT-Xent Loss (Normalized Temperature-Scaled Cross-Entropy Loss), where
positive pairs (the two augmented views of the same histopathology patch) are encou-
raged to be closer together in the representation space(indicated by the green arrows
�Attract�), and negative pairs (representations from di�erent patches) are pushed apart
(indicated by the red arrows �Repel�). Contrastive learning process helps the model
learn meaningful di�erences between tissue types.

In histopathology, tissue samples can vary greatly in appearance due to factors like staining
or sectioning artifacts. SimCLR's augmentation strategies help the model learn invariant
features that are robust to such variations. This allows the model to capture the underlying
structures of di�erent Gleason patterns without needing explicit labels. Training the model
in this way, the learned representations can later be �ne-tuned with a small number of labeled
examples for tasks such as prostate cancer grading. This reduces the dependency on large
annotated datasets while still achieving high classi�cation performance.

3.3. Supervised classi�er: Multi-Layer Perceptron

Following the feature extraction step conducted by the SimCLR framework. The MLP model
is responsible for classifying histopathology image patches into various categories, such as
Gleason patterns (Stroma, Healthy, Gleason 3, Gleason 4, Gleason 5). Below is a detailed
explanation of how this process works, using the �gure3-4 as reference.
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Figure 3-4 : Supervised classi�cation architecture for Gleason grading using SimCLR em-
beddings. A histopathology image patch is �rst encoded using a ResNet-18
backbone pretrained with SimCLR to extract feature embeddings. These em-
beddings are then passed through fully connected layers and a softmax classi-
�er to predict the Gleason grade.

Input from SimCLR embeddings: The process begins with an input patch (256�
256) extracted from WSIs. This patch is �rst passed through the SimCLR framework,
which generates a lower-dimensional feature representation or embedding. These em-
beddings contain key visual features that have been learned during the self-supervised
contrastive learning stage. They serve as the input to the MLP classi�er.

Input Layer: The input layer of the MLP takes these embeddings as input, each input
corresponds to a projection learned by SimCLR. The input layer typically consists of
the same number of neurons as there are dimensions in the embedding vector. These
neurons take the feature projections and feed them into the next stage for further
processing.

Hidden Layer: The MLP used here contains one hidden layer, which consists of 256
neurons (as shown in the diagram), each neuron in the hidden layer applies a linear
transformation followed by a non-linear activation function (ReLU, Recti�ed Linear
Unit) to the input it receives from the previous layer. The hidden layer allows the model
to learn complex patterns by combining the features in non-linear ways, enabling the
classi�er to distinguish between subtle di�erences in histopathology patches as Gleason
grades.

Output Layer: The output layer consists of a number of neurons corresponding to the
number of output classes, in this case, 5 classes: Stroma, Healthy, Gleason 3, Gleason
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4, Gleason 5. Each neuron represents the probability of the input patch belonging to
one of these classes. The output of each neuron is a probability score, representing how
likely it is that the input patch belongs to a particular class.

Classi�cation with Cross-Entropy Loss: The output probabilities are compared
against the true labels of the input patches (known Gleason scores or tissue types)
using Cross-Entropy Loss (LCE ). The Cross-Entropy Loss function calculates how far
o� the model's predicted probabilities are from the actual label. The MLP is trained
to minimize this loss, meaning it adjusts its weights to improve its classi�cation perfor-
mance. This is done through backpropagation, which updates the weights of the MLP
during training based on the calculated loss.

An MLP is a simple yet powerful neural network architecture that can handle non-linear
classi�cation problems like distinguishing between di�erent Gleason patterns in histopatho-
logy images. The use of 256 neurons in the hidden layer allows the network to capture
detailed features of the tissue, helping the model to discriminate between di�erent cancer
grades. Since the embeddings from SimCLR already provide rich representations, the MLP
only needs to �ne-tune these embeddings for the speci�c task of classi�cation. This process
ensures that the system can e�ectively classify Gleason patterns and other tissue types ba-
sed on the embeddings learned during the self-supervised stage. By combining SimCLR with
an MLP classi�er, the model leverages the strengths of both self-supervised representation
learning and supervised �ne-tuning to achieve high performance in histopathology image
classi�cation.



4 Experimental evaluation

This section outlines the framework used to evaluate the proposed self-supervised learning
methodology for histopathological image analysis. To address the challenges posed by limited
annotated data in medical imaging, the experiments leverage contrastive learning and trans-
fer learning techniques. A summary of the experiments and their corresponding datasets is
presented in Table4-1, which serves as a guide to the di�erent experimental setups evalua-
ted in this work. Four distinct experimental con�gurations were designed to systematically
assess the impact of self-supervised learning on prostate cancer tissue classi�cation.
The datasets utilized for these experiments, including their characteristics and preparation
processes, are described in detail in the following section. For training, the experiments
employ various splits of the training dataset, including 100 %, 15 %, 10 %, 5 %, 1 %, 0.5 %,
and 0.1 % of the labeled data. It is important to note that the full 100 % training dataset
is only used in the Baseline Supervised Classi�er (see section 4.3). For validation, 1.4 % of
the data is consistently used across all experiments, except for the baseline, where the full
validation dataset is utilized.
By combining datasets from di�erent domains, the experimental design explores both the
advantages of domain-speci�c data and the potential of cross-domain transfer learning for
medical imaging tasks.
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Table 4-1 : Experiments description. All experiments use ResNet-18 [6] as backbone.

Experiment Dataset Description
Supervised classi�er:
Baseline

PANDA Supervised classi�er with the entire an-
notated training (100 %, 15 %, 10 %, 5 %,
1 %, 0.5 %, and 0.1 %) and full validation
dataset

Self-supervised
SimCLR with na-
tural images

STL-10 Unlabeled natural image dataset pre-
trained with SimCLR to obtain image
embeddings and small network classi�er
trained with percentage of labeled data
(15 %, 10 %, 5 %, 1 %, 0.5 %, and 0.1 %)

Self-supervised
SimCLR with his-
topathology images

PANDA Unlabeled PANDA dataset pre-trained
with SimCLR to obtain image embed-
dings and small network classi�er trained
with percentage of labeled data (15 %,
10 %, 5 %, 1 %, 0.5 %, and 0.1 %)

Self-supervised
SimCLR with na-
tural images and
histopathology ima-
ges

STL-10
and PAN-
DA

Transfer learning from the STL-10 data
set pre-trained with SimCLR (experiment
2) to the PANDA data set to continue
with the pre-training with SimCLR to
obtain image embeddings and �nally a
small network classi�er trained with a
percentage of labeled data (15 %, 10 %,
5 %, 1 %, 0.5 %, and 0.1 %)

4.1. Datasets

This work utilizes two datasets for training and evaluation: STL-10 [65] and PANDA [1].
STL-10 is a dataset of natural RGB images designed for developing and benchmarking un-
supervised and semi-supervised learning algorithms. It consists of 100,000 unlabeled images
and 5,000 labeled images for training, distributed across 10 object categories such as air-
plane, bird, car, and horse (see �gure4-1). The images are of size96 � 96 pixels, o�ering
higher resolution compared to other common datasets like CIFAR-10 [68], which consists of
60,000 32Ö32-pixel RGB images across 10 classes. In this work, STL-10 is used exclusively
for pretraining a SimCLR encoder on general-domain images, serving as a baseline to assess
the impact of domain-speci�c versus general pretraining on downstream histopathological
classi�cation tasks.
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Figure 4-1 : Sample images from the STL-10 dataset, which contains 10 object categories:
airplane, bird, car, cat, deer, dog, horse, monkey, ship, and truck.

The main dataset used for downstream prostate cancer grading tasks is PANDA, which
contains high-resolution WSIs of H&E-stained prostate biopsies. The dataset is described in
detail in the following subsection.

4.1.1. PANDA Dataset

Prostate cANcer graDe Assessment (PANDA) dataset consists of a total of 10,616 high-
resolution WSIs of H&E-stained biopsies of prostate tissue samples originating from two
centers: Radboud University Medical Center (DS1) with 5,160 WSIs and Karolinska Institute
(DS2) with 5,456 WSIs. The dataset provides WSI-level annotations, Gleason and ISUP
grades with segmentation masks signaling the presence of Gleason patterns on the slides (see
�gure 4-2). However not all WSis come with label masks, and those that do may contain
false positives or false negatives. Importantly, the dataset does not provide metadata linking
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WSIs to speci�c patients. The accuracy and quality of the mask values can vary, depending
on the data provider:

Radboud: Prostate glands are individually labelled:

0: Background (non tissue) or unknown.

1: Stroma (connective tissue, non-epithelium tissue).

2: Healthy (benign) epithelium.

3: Cancerous epithelium (Gleason 3).

4: Cancerous epithelium (Gleason 4).

5: Cancerous epithelium (Gleason 5).

Karolinska: Regions are labelled:

0: Background (non tissue) or unknown.

1: Benign tissue (stroma and epithelium combined).

2: Cancerous tissue (stroma and epithelium combined).

The two centers employed di�erent data acquisition methods, Radboud University Medical
Center scanned all slides at 20x magni�cation with a pixel resolution of 0.24µm using a
3DHistech Pannoramic Flash II 250 scanner. On the other hand, Karolinska Institute also
used 20x magni�cation, but the pixel resolutions varied depending on the scanner used:
0.45202µm for slides scanned with the Hamamatsu C9600-12 scanner and 0.5032µm for
those scanned with the Aperio ScanScope AT2 scanner.
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Figure 4-2 : PANDA Radboud dataset example: WSI with annotated mask.

The annotation process for the PANDA dataset varied between the two main contributing
institutions, for DS1 the labels for the slides were retrieved from the pathology reports, which
contained the original diagnosis, these reports were then interpreted by trained students who
assigned labels to each WSI. In DS2, the annotation process was performed by an experienced
pathologist, These di�erences in annotation processes between the two centers introduce a
potential variability in the dataset.
For our study, patch extraction was performed exclusively on DS1 due to the lack of tissue-
level annotations in DS2. DS1 was divided into training (60 %), validation (20 %), and test
sets (20 %) to evaluate the model's performance in Gleason patch-level classi�cation. The
patches are labeled according to the predominant Gleason value in the corresponding anno-
tation masks, with a patch assigned to a speci�c class if more than 25 % of its area contains
that type of tissue. The patch split was consistently maintained at the slide level to prevent
information leakage. The details of the patch dataset are presented in table4-2.
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Table 4-2 : Radboud patch dataset distribution.

Split Stroma Healthy G3 G4 G5 Total patches
Training set 655,467 85,354 105,741 160,868 32,443 1,039,873
Validation set 217,987 28,308 33,350 54,516 8,953 343,114
Test set 218,870 28,703 36,224 52,826 7,849 344,472

4.2. Performance metrics

In the experimental evaluation conducted in this study, the F1-score (see eq. 4-1) is used as
a comparative metric to assess the performance of di�erent learning paradigms applied to
histopathology image classi�cation. Speci�cally, the focus is on evaluating the e�ectiveness of
self-supervised learning with SimCLR compared to fully supervised methods, considering the
relationship between F1-score, the total amount of annotated data, and the computational
cost of training each model.
F1-score is a widely used evaluation metric in classi�cation tasks that balances the trade-o�
between precision and recall, particularly in imbalanced class settings. It is de�ned as the
harmonic mean of precision (see eq. 4-2) and recall (see eq. 4-3):

F1 = 2 �
Precision� Recall
Precision + Recall

(4-1)

Where precision and recall are given by:

Precision =
TP

TP + FP
(4-2)

Recall =
TP

TP + FN
(4-3)

Here, TP, FP, and FN denote the number of true positives, false positives, and false nega-
tives, respectively. The F1-score ranges from 0 to 1, with 1 indicating perfect precision and
recall.
While the PANDA Challenge primarily employs Cohen's Kappa (� ) to account for inter-
observer agreement [69], the F1-score remains a robust and informative comparative metric
to evaluate classi�cation performance across di�erent experimental settings�especially when
comparing supervised and self-supervised approaches under class imbalance conditions.
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4.3. Supervised classi�er: Baseline

The supervised classi�er serves as the baseline experiment for evaluating the performance
of subsequent self-supervised learning experiments in histopathological image analysis. This
classi�er employs a traditional supervised learning approach, utilizing a MLP to categorize
previously extracted prostate tissue patches into distinct Gleason grades (see section 3.1).
The input data for this experiment consists of image patches extracted from WSIs provided
by the PANDA dataset (see section 4.1).
Before classi�cation, features are extracted using a ResNet-18 backbone, which processes
the images to produce lower-dimensional embeddings that encapsulate critical visual fea-
tures such as cellular morphology and glandular structure. These embeddings are then fed
into the MLP, which consists of an input layer matching the embedding dimensions, a hid-
den layer with 256 neurons using ReLU activation, and an output layer with �ve neurons
representing the classi�cation categories: Stroma, Healthy, Gleason 3, Gleason 4, and Glea-
son 5 (see �gure3-4). The model employs the Cross-Entropy Loss function to measure the
discrepancy between predicted probabilities and actual class labels, and optimization is per-
formed using backpropagation to minimize this loss and improve classi�cation performance,
which quanti�es the proportion of correctly classi�ed patches. To ensure the robustness and
reproducibility of the results, each experiment was repeated ten times, varying the random
seed in each iteration, following standard practices in machine learning experimentation.
This approach allows for the assessment of the model's stability and generalizability across
di�erent initializations.

4.4. Self-supervised SimCLR with natural images

The self-supervised learning experiment using SimCLR with natural images aims to evalua-
te how pretraining on a dataset of unlabeled natural images can in�uence the classi�cation
performance of prostate tissue patches. This approach utilizes the STL-10 dataset, which
is composed of a diverse array of natural images, to train a SimCLR model and generate
image embeddings. These embeddings are subsequently used to train a small neural net-
work classi�er tasked with categorizing prostate tissue patches into their respective Gleason
patterns.
The experiment begins by leveraging the STL-10 dataset due to its broad diversity and the
rich set of features it can provide during pretraining. As detailed in section 3.2, the SimCLR
framework utilizes augmentations like random cropping and �ipping to learn invariant fea-
tures using a ResNet-18 backbone for feature extraction. This methodology is applied here
with the STL10 dataset for natural images. This training process helps the model develop a
robust understanding of visual features, which are captured in the form of embeddings (see
�gure 4-3).
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Figure 4-3 : First stage: Pre-training SimCLR on natural images, image taken from [4].

The embeddings generated by SimCLR were used as input for the MLP classi�er, which
categorizes prostate tissue patches into Gleason grades, described in section 3.3. The classi�er
is trained using cross-entropy loss to optimize its ability to correctly categorize the tissue
patches based on the features learned from natural images.
A signi�cant consideration in this experiment is the training time required for generating
the embeddings. Pretraining the SimCLR model on the STL-10 dataset is computationally
intensive, involving extensive data augmentation and iterative optimization to re�ne the
feature representations. However, once trained, these embeddings signi�cantly reduce the
computational burden for subsequent classi�cation tasks, as the MLP classi�er requires con-
siderably less time and resources to achieve high performance.
One of the primary advantages of using natural images for SimCLR pretraining is the ability
to leverage large, readily available datasets that do not require manual annotations [21].
This approach allows the model to learn generalized visual features that can be transferred to
medical imaging tasks, such as prostate tissue classi�cation. However, a notable disadvantage
is the domain gap between natural images and histopathological images. The textures, color
distributions, and structural patterns in natural images di�er signi�cantly from those in
medical images, which can limit the e�ectiveness of the learned embeddings when applied to
histopathology. This domain discrepancy may result in suboptimal performance compared
to models pretrained directly on histopathological images [23].
To ensure the robustness of the results, the supervised classi�er experiments were repeated
ten times with di�erent random seeds, following standard practices in machine learning re-
search. This repetition helps account for variability in the classi�er's performance due to
random initialization and stochastic training processes, providing a more reliable assess-
ment of its capabilities. The embeddings, however, were generated only once to maintain
consistency across experiments.
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4.5. Self-supervised SimCLR with histopathology
images

The self-supervised SimCLR experiment with histopathology images focuses on leveraging
domain-speci�c data to improve feature representation learning for prostate cancer classi�-
cation. Unlike natural images, histopathological images contain intricate tissue structures,
variable staining patterns, and complex cellular arrangements, making them particularly
suited for contrastive learning frameworks like SimCLR [15]. By training directly on these
images, the model can learn features inherently relevant to distinguishing between Gleason
patterns, thereby addressing the domain gap limitations encountered when using natural
image pretraining.
In this experiment, unlabeled prostate tissue patches from the PANDA dataset were subjec-
ted to augmentations such as random rotations, �ips, and stain normalization, enhancing the
model's robustness to variations commonly encountered in histopathological slides. Following
the approach outlined in section 3.2, the SimCLR framework was adapted for histopatho-
logy images from the PANDA dataset. This adaptation focuses on capturing domain-speci�c
features critical for Gleason grading.
The embeddings were input into the MLP classi�er outlined in section 3.3, ensuring consis-
tency in architecture and training parameters across experiments. This approach guarantees
that any observed di�erences in performance are attributable to the quality of the embed-
dings rather than variations in the classi�er design. While training on histopathological
images is computationally intensive due to the high resolution and complexity of the data,
the resulting embeddings demonstrated a signi�cant improvement in classi�cation perfor-
mance compared to those derived from natural images. To ensure the reliability of these
�ndings, the experiment was conducted ten times with varying random seeds, accounting for
variability in model initialization and training dynamics.

4.6. Self-supervised SimCLR with natural images and
histopathology images

The self-supervised SimCLR experiment combining natural images and histopathology ima-
ges explores the potential of transfer learning by leveraging features learned from diverse
visual domains. For the initial phase, we used the pre-trained embeddings from the SimCLR
experiment with natural images (STL-10), as detailed in section 4.4 (see �gure4-3, �rst
stage). This pretraining phase provided the model with generalized visual representations
derived from a wide variety of natural images.
Building on the methodology described in section 3.2, the SimCLR framework was initially
pre-trained on STL-10 images and subsequently �ne-tuned on histopathology data to align
general visual features with domain-speci�c characteristics, which are critical for accurate
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