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Abstract

Building regularized and dimensionally-reduced representations for automati-
cally quantifying conceptual similarities between images: an application to can-
cer description

Alternative representation spaces (ARS) have become a crucial topic in Artificial intelligen-
ce (AI), since recent advances on deep feature characterization have evidenced that small
changes within such embeddings largely affect model outcomes. These ARS are commonly
build upon features extracted from samples, mainly to reduce original sample space dimen-
sion, and to enhance pattern discriminability. However, most of the current Al research is
focused on model performance, but very few advances on model interpretability. Particu-
larly, in image analysis, sample dimensionality have become more important than interpre-
tability, due to the size of these information sources and the limitations of computational
power. However, within this image domain, model transparency becomes crucial in medi-
cal applications, where physicians not only look for accurate predictions but also expect
to obtain explanations on how a model is computing such outcomes. In clinical practice,
explanations of the results are required in order to create personalized patient management
schemes. Therefore, model opacity appears as one of the problems that limits the translation
of Al to clinical practice. In addition, Al interpretability approaches have been devoted to
spatial heatmaps, build upon layer activation maps of Deep networks, and pos-hoc explana-
tions based on supervisely associated engineered features, which are not enough to provide
both accurate predictions and understandable ARS. Main limitations of these interpreta-
bility providers relies in the difficulty to fit high-level abstractions that specialists use to
explain patient outcomes in terms of specialized semantics. Such semantic abstractions are
commonly known as concepts, and aim to improve interpretability or at least to enhance
image-based understanding. These concepts may go from simple image characteristics ba-
sed on intensity heterogeneity for ultrasound images, to palisade-like cell arrangements in
histopathology images, all requiring huge levels of abstraction, interpretation and semantic
awareness, which are not provided by nowadays AI models. Herein presented dissertation
addresses ARS construction and concept-based interpretability, throughout different cancer
image applications that range from cell scale images, to radiology/cytology integration spa-
ces. This work explores different ARS construction methods, and exploits the limits of each
approach to determine their advantages and disadvantages, and to evaluate how they fit par-
ticular cancer image challenges. Particularly, this work demonstrates advances on three main
topics, building engineered feature spaces to determine relation between concepts at diffe-
rent biological scales while achieving state-of-the-art classification performance, constructing
deep feature embeddings that capture conceptual relations in dimensionaly reduced ARS,
and mixing handcrafted and deep features to improve model performance an interpretability.
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Resumen

Construccién de representaciones regularizadas y dimensionalmente reducidas
para cuantificar automaticamente similitudes conceptuales entre imagenes: una
aplicacion a la descripcién del cancer

Los espacios de representacién alternativos (ARS por sus siglas en inglés) se han convertido
en un tema crucial en la inteligencia artificial (IA), ya que los avances recientes en la carac-
terizacion usando aprendizaje profundo ha demostrado que los pequenos cambios dentro de
dichos espacios de caracteristicas afectan en gran medida los resultados del modelo. Estos
ARS comunmente se basan en caracteristicas extraidas de muestras, principalmente para
reducir la dimensién del espacio de muestras original y para mejorar la discriminabilidad
de patrones. Sin embargo, la mayor parte de la investigacion actual sobre IA se centra en
el rendimiento del modelo, pero hay muy pocos avances en la interpretabilidad del mismo.
Particularmente, en el acmpo del andlisis de iméagenes, la dimensionalidad de la muestra se
ha vuelto més importante que la interpretabilidad, debido al tamano de estas fuentes de
informacion y las limitaciones del poder computacional. A pesar de esto, la transparencia
del modelo se cobra importancia en aplicaciones médicas, donde los médicos no sélo buscan
predicciones precisas sino que también esperan obtener explicaciones sobre cémo un modelo
calcula dichos resultados. En la practica clinica se requieren explicaciones de los resulta-
dos para crear esquemas personalizados de manejo de pacientes. Por tanto, la opacidad del
modelo aparece como uno de los problemas que limita el uso de la IA en el ejercicio clini-
co. Ademas, las técnicas de interpretabilidad de la IA se han dedicado a utilizar mapas de
calor espaciales, que se basan en mapas de activacion de capas de redes profundas y expli-
caciones pos-hoc basadas en caracteristicas de ingenieria asociadas de forma supervisada,
que no son suficientes para proporcionar predicciones precisas y ARS comprensibles. Las
principales limitaciones de estos proveedores de interpretabilidad residen en la dificultad de
ajustar abstracciones de alto nivel que los especialistas utilizan para explicar los resultados
de los pacientes en términos de semantica especializada. Estas abstracciones semanticas se
conocen comunmente como conceptos y tienen como objetivo mejorar la interpretabilidad
o al menos mejorar la comprension basada en imagenes. Estos conceptos pueden ir desde
simples caracteristicas de imagen basadas en la heterogeneidad de intensidad de las image-
nes de ultrasonido, hasta disposiciones celulares en forma de empalizada en imagenes de
histopatologia, lo que requiere enormes niveles de abstraccion, interpretacién y conciencia
semantica, que son caracteristicas que los modelos de TA actuales no pueden prporsionar.
La tesis presentada en este documento aborda la construccién de ARS y la interpretabili-
dad basada en conceptos, a través de diferentes aplicaciones de imagenes de cancer que van
desde imégenes a escala celular hasta espacios de integracién de radiologia/citologia. Este
trabajo explora diferentes métodos de construcciéon de ARS y explota los limites de cada
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enfoque para determinar sus ventajas y desventajas y evaluar como se adaptan a desafios
particulares de imagenes de cancer. En particular, esta disertacion demuestra avances en tres
temas principales: la construccion de espacios de caracteristicas disenados para determinar
la relacion entre conceptos en diferentes escalas bioldgicas mientras se logra un rendimiento
de clasificacién de ultima generacién, la construccién de incrustaciones de caracteristicas
profundas que capturan relaciones conceptuales en ARS de dimensién reducida, y la mezcla
de caracteristicas artesanales y profundas para mejorar el rendimiento y la interpretabilidad
del modelo.

Palabras claves: Interpretabilidad, Espacios alternativos de representacion, Inteligencia ar-
tificial, Imdgenes médicas, Radiémica, Patomica, Diagndstico, Ultracitomicos



Esta tesis de doctorado se sustenté el 20 de Enero de 2025 a las 11 am, y fue evaluada por los
siguientes jurados:

Andrew R. Janowczyk, Ph.D.
Profesor Asistente
Georgia Institute of Technology & Emory University

Anne Martel, Ph.D.

Senior scientist

Sunnybrook Health Sciences Centre
University of Toronto

Jan Bacca Rodriguez, Ph.D.
Profesor Asociado
Universidad Nacional de Colombia



Contents

[ Acknowledgements| v
[_Abstractl v
(1 Introduction 3
LI OVEIVIEW! . .« o o o v o e o 3
[1.1.1  Concepts and relations| . . . . . . . . . .. ..o 4

[1.1.2  Towards constructing ARS| . . . . . . . ... ... 5)

1.2 Automatic development of representations to automatically quantify similarities bet- |

| ween medical image concepts: challenges| . . . . . . . .. ... .00 7
[1.3  Summary of major goals| . . . . . . . . ..o 8

[2  Exploiting the limits of engineered feature representations to enable quanti cation of |
|  relationships between medical image concepts| 11
[2.1 Intra-nucleus mosaic pattern (InMop) and whole-cell Haralick combined descriptor |

| for identifying and characterizing acute leukemia blasts on single cell peripheral blood |
| mages|. . . . . . . e e 11
211 Introduction| . . . . . . . . . .. 11

2.1.2 Materials and methods . . . . . . . . ... oo 13

[2.1.3  Experimental Results] . . . . . . . . .. ... 18

2.1.4 Discussion| . . . . . . .. e 20

[2.2  UltraCytomic: A cross-scale exploration to improve risk estimation of the malignant |

| thyroid nodule] . . . . . . oo 25
i 25

26

29

31

31

|3 Unsupervised strategies| 33
[3.1  Unsupervised White Blood Cell characterization in the latent space ot a Variational |

33

33

34

37




Contents Xi

[3.2  OCVAE for classifying atypical BM cellg) . . . . . . .. .. ... ... ... ... 39
2.1 Introduction| . . . . . . . . . . .. 39

3.2.2 Materials and methods| . . . . . . . . . ..o 41

323 Results and discussion] . . . . . . . . . ..o 44

[3.3  Chapter concluding remarks| . . . . . . . . . .. ... oL 46
BA Products . . . . . . . . 46

4 Mixing engineered features and Deep Learning| 48
4.1  Engineered feature embedding to enhance deep learning performance: a novel stra- |

| tegy to improve bone marrow cell classification and model transparency| . . . . . . 48
411  Introduction| . . . . . . . . ..o 48

[4.1.2 Materials and methodsl . . . . . . . ... ... 51

EI3 Resultd . . . . o o oo 58

414 Discussionl . . . . ... oo e e e e 61

4.2 Chapter concluding remarks| . . . . . . . . . .. .. ... .. 70
E3 Productd . . . . . . . . ., 70

[5 Concluding Remarks and Future Directions| 71
[5.1 Concluding Remarks| . . . . . . . . . . ... ... 71
.2 Future Directions| . . . . . . . . . . oo 72
74

[ Bibliography|




List of Tables

[2-1 Performance results for experiment 1. . . . . . . . . . . . ... ... . ... .. 20
[2-2 Performance results for experiment3.. . . . . . . . . . . ... ... .. 20
[2-3  Experiment 1 results. Column 1 presents the performance metrics, while columns 2-5 |

show the resulis obtained by using di erent classi ers, and column 5 the performance |

ofthe Top-I0 features. . . . . . . . . . . o . v i i e e 30

PR

Performance results by using SVM-RBF classi er and HUN-DB. Columns 2-4 show |

the performance of TN malignancy predictors based on ultrasound, cytology and |

ultracytomic approach] . . . . . . . . . . . . . e e e e e 30

B-1

Results of supervised blast vs non-supervised classi cation using the VAE-latent |

space computed over b-channel cell images (from Lab color representation), to feed |

3-2

3-3

3-4

4-2

Unsupervised blast di erentiation performance results using the proposed categori-
zation strategy . . . . . . . . e e e e e e e e e 40
Overall classi cation results in di erentiating 4 atypical BM cell classes by using

the whole OCVAE latent space representation with 3 classi ers: SVM (linear/RBF
kernels) and Random forest. . . . . . . . . . . . .. ... o 44

Top panel: overall classi cation results by using di erent parameter combination

for the introduced OCVAE (mean+variances, only means, only variances) and a
SVM (linear kernel) to discriminate the 4 atypical BM cell types, showing the best
performance results (blue) were obtained using just the variances of the OCVAE
bottleneck. Bottom panel: the performance metrics of baseline methodologies inclu-
ding a classical image processing feature representation and 4 di erent deep learning
architectures. . . . . . . . . . e e e e e e e 45

Comparison of training/validation performance for di erent machine learning classi-

er, while di erentiation 21 BM cell subtypes. All classi cation results are presented

in terms of mean and standard deviation (std), of accuracy, precision, recall, f1-score

and SpecicCity . . . . . . .. e e e 59
Comparison of training/validation performance for Xception and ResNet50 networks,

at di erentiating 21 BM cell subtypes. All classi cation results are presented in terms

of mean and standard deviation (std), of accuracy, precision, recall, f1-score and
SPECICItY . . . . . e e e 61



List of Tables xiii

4-3

4-4

Comparison of test classi cation performance in an unseen data partition, for pre-
viously obtained Xception and ResNet50 models at di erentiating 21 BM cell subty-

pes, in a unseen set partition. All classi cation results are presented in terms of mean

and standard deviation (std), of accuracy, precision, recall, f1-score and speci city. 62
Comparison of state of the art techniques challenged by classifying 21 bone marrow
cell subtypes in the same image database, i.e., \An Expert-Annotated Dataset of Bo-

ne Marrow Cytology in Hematologic Malignancies (Bone-Marrow-Cytomorphology

MLL Helmholtz Fraunhofer)"[127]. The performance of each method is presented

in terms of the number of classes, implemented network and experimental strategy

for validation, as reported in the correspondent publication. In bold, the validation
results obtained by the method presented inthiswork . . . . . . ... ... ... 65



List of Figures

1-1

2-1

2-2

2-4

2-5

2-6

Two main strategies to build ARS, including their advantages (inner ring blocks)
and disadvantages (outer ring blocks . . . . . . . ... .. o000 oL 5

Nucleus segmentation in the b-channel image version (from Lab color space) per-
formed using a three group k-means. Column (A) shows original RGB cell images
with di erent illumination conditions, column (B) displays the b-channel versions of
original images, columns (C) and (E) respectively show the results obtained by a k-
means method with 3 clusters over the original RGB image (column C) and over the
b-channel version (column E). Columns (D) and (F) show the nucleus segmentation
fromclustersof (C)and (E). . . . . . . . . . . . . . . e 15

Nucleus shearlet-mosaic construction process. (a) Step by step guide of nucleus mo-
saic construction, starting by cell nucleus segmentation, nucleus squared patch ex-
traction and mosaic-pattern elaboration. (b) Shearlet characterization process on
mosaic images: each sub- band coe cient matrix is represented by its corresponding
mean and standard deviation.. . . . . . . .. ... Lo 16

Dimensional reduction of the descriptor-based feature space by using a t-SNE stra-
tegy. Three dimensional scatter plot in (A,B) shows blast versus nonblast class se-
parability for D2 and D1 databases, respectively. Panel (C) presents AML-blast

di erentiation from ALL blast in a three dimensional reduction using t-SNE. . . . 19

Classi cation-distance clustering results. Upper left corner shows the four hierarchi-
cal clusters plotted in boxplots. Corresponding cell examples of each cluster (boxplot)
are presented in di erent panels which are associated with the particular group by
the indicating arrows. . . . . . . . . . . e e e e e e e e e 21

Ultracytomic methodology pipeline. The proposed two branch process is composed of

a \Discovery branch"that provides the most relevant TU image features to di eren-

tiate malignant from benign TN, and a \ultracytomic branch"that uses the coupled
ultrasound-cytology images with the most correlated features across modalities to
improve TN classication. . . . . . . . . . . . . . . . . . e 27

Frequency of mrMR-based feature selection along the 5 iterations of a 5 fold valida-

tion scheme, with a detailed description of the top 10 relevant features. The x-axis
goes for the feature index, while y-axes shows the appearance counts of a particular
feature. . . . . . L e e e 31



List of Figures 1

3-1

3-2

3-3

4-1

4-2

4-3

4-5

Unsupervised cell characterization methodology pipeline. RGB to Lab color transfor-
mation is applied over original input images, then a Variational Autoencoder (VAE)

is used to characterize b-channel versions of cell images. Finally, k-means clustering

is used to partition a reduced representation of the VAE-latent space.. . . . . . . 35

Consensus clustering when using the k-means algorithm based on an Euclidean dis-
tance to categorize the obtained WBC VAE-latent space representation in a) 2 and
b) 4 groups, respectively. . . . . . . .. L e e 38

Atypical BM cell characterization methodology: single cell images are transformed
from RGB to Lab color space, b-channel image versions feed specialized OCVAES,
and a cascade of latent space parameters (meansand variances- ) are used to train
classical classi ers (Random forest, SVM-linear and RBF kernel) that di erentiates

the 4 proposed classes (PMO, EBO, BLAand MYB) . . . .. ... ... .... 42
Per class classi cation performance metrics (Precision, recall, F1-score), by using the
concatenation of OCVAESs' variances as input of a SVM with a linear kernel. . . . 46

BM cell subtype distribution along the 171,374 images within the used dataset {n
Expert-Annotated Dataset of Bone Marrow Cytology in Hematologic Malignancies"[127]).
The blue/gray circle ratio corresponds to the proportion of each class in the dataset 52

Region-attention embedding organization scheme. Numeric labels present the order
of each feature vector type (shape, color, texture, fractal) after a particular cell
component (whole-cell, nucleus, cytoplasm), within the region-attention embedding 54

DL-prediction interpretability improvement process. This methodology extracted
features associated to each cell-region: whole-cell, nucleus and cytoplasm, and mixed
them in a squared matrix with a prede ned organization (region-attention embed-
ding). Finally, the strategy identi ed relevant features per class, and the feature-
source cell-region, by using the activation maps provided by Grad cam algorithm.. 56

Per-class validation performance of region-attention embedding in combination with
Xception network, in terms of precision, recall and fl-score (more detailed results
available in table Al within the supplementary material) . . . . ... ... ... 60

Interpretable output of the presented combination of region-attention embedding and
Xception network. This table presents a match between the most relevant features
within the region-attention embedding for ve di erent BM cell subtypes (column

2), and clinically discriminant morphology features (column 3). Images in the right

panel graphically show the cell region where the most relevant features are found,

in a heat map scale going from highly relevant region (HR) to a Non-relevant (NR)

1= o o 63

Feature relevance maps by applying pairwise subtype di erentiation based on a Tuc-

key test, for (a) nucleus area, (b) cytoplasm convexity, (c) nucleus Haralick dissi-
milarity, and (d) whole cell Haralick energy. Here, the most signi cant di erences

are represented by lower p-values< 0;05), which means the darkest purple matrix
POINES. . . . o o o e e e e e e e e e 64



2 List of Figures

4-7 Performance of Xception network by using images and the presented region-attention
embedding, with 1;000 and 2000 images per-class. Particularly, the bars present
accuracy, precision, recall, and fl-score, for Xception network trained with, (a)
1,000 RGB images and imageNet weights, (b) 1000 RGB images from scratch,

(c) 2;000 RGB images and imageNet weights, (d) 2000 RGB images from scratch,
(e)1; 000 image equivalent Region-attention embeddings, and (f) 200 image equi-
valent Region-attention embeddings. . . . . . . . . . . ... .00 67



1 Introduction

1.1. Overview

Arti cial intelligence (Al) has recently become popular after two decades of continuous growing,
yet currently both an increasing accessibility to data and improvement of the computer power have
boosted computers to perform really complex tasks [93]. Lately, interest in these techniques is no
longer dedicated to nd explanations on the provided prediction [169], but on building represen-
tation spaces that disentangle intrinsic variabilities within a sample space[33]. The typical use of
Al as raw classi er is not enough for particular applications where interpretability de nes applica-
bility, like in the medical domain since Al-to-clinic translation not only relies on highly accurate
predictions but interpretability to guide appropriate decisions. In particular, recent works [80, 18]
have shown concerns regarding medical arti cial intelligence (Al) reproducibility and transparency,
demonstrating that Al models can learn unwanted and spurious correlations with hidden variables
such as clinical or meta data [171]. Usually, physicians address such confusion sources by applying
medical knowledge orconcepts which are the result of years of experience plus empirical evidence
supporting medical decisions [75]. These \concepts" are descriptions of high-level, aimed to be built
upon the very foundational biologic knowledge, such as biochemistry or genetics, to a particular
application eld. This line of reasoning is extensible to medical images, where a set of methods
search to associate a particular clinic abnormality with easily interpretable and repetitive visual
patterns. This conceptual construction commonly assumes Gaussianity to reach acceptable catego-
rizations, i.e., most frequent pattern-based concepts are used to de ne particular meaningful groups
or categories. However, such distribution assumption rarely matches the large observed variability
of a disease, and generalization from these de ned categories is hardly accomplished in complex
pathological situations.

In this context, development of new treatments demand higher levels of precision, not only to
adapt existing ones to the individual manifestation of the disease but to devise new ones with ner
categorization of the chain of events associated to the a particular illness. In consequence there is a
great necessity, and an unmet need, of strategies to enhance individual characterization or in other
words to personalize the patient management. Hence, a set of modern methods under the label of
Al, applied to the complex problem of characterizing information from medical images, turn out to
reduce the adverse variability e ect introduced by a pre-de ned set of disease categories whose level
of quanti cation is inadequate or poor, and to nd out medical image-based biomarkers [169] as
well as to guide the step by step actual treatment of a patient. In fact, machine learning (ML) and
deep learning (DL), they both have shown to succeed in helping cancer diagnosis, including breast
cancer at identifying early stages [210, 19] or improving identi cation accuracy [99], prostate and
lung cancer using DL [142, 206] or handcrafted architectures [35]. Additionally, this automatic tools
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have proved to go further at providing accurate survival predictions [177], or treatment response
predictions [95], by using Al based feature space representations to enhance responder vs non-
responder separability [8].

The common and crucial factor of all these applications relies on the image information representa-
tion. Since most Al achievements are not performed at the original image space representation (RGB
intensities), it turns out a basic condition for these algorithms to succeed is the design of a parti-
cular space which facilitates selection of the relevant information, starting by avoiding the intrinsic
dependencies between RGB channels [47], or as a solution to the high dimensional representation
drawbacks such as exponential increasing of the computational cost, low model generalizability and
unpractical notion of the distances obtained from the original intensities [25]. Overall, Al-based
strategies provide di erent options to construct Alternative Representation Spaces (ARS), mathe-
matic constructions in which RGB intensity levels are replaced by equivalent quanti ed features,
e.g., oriented edges, Fourier frequency power, decoder latent embedding features, among others.
Importantly, these ARS not only reduce image space dimensionality, but also enhance recognition
of patterns at improving class separability, all of which leverages real data prediction power.

Finally, in spite of the outstanding performance of Al techniques in medical image related tasks,
interpretability is still a high ARS limitation, particularly for DL methods which are commonly
introduced as black boxes[], i.e., very few information can be associated with the patient case or
context. Here model transparency is an important discussion issue, since most accurate DL output
can only be explained in terms of the network internal status, while physician decisions are easily
and intuitively understandable in terms of image related concepts[51]. Therefore, in such limited
interpretability scenario, it is crucial to understand the requirements of concept identi cation and
how ARS facilitate medical image predictions, with all their advantages and disadvantages. Hence,
few de nitions are presented below to contextualize the challenges addressed throughout the present
manuscript.

1.1.1. Concepts and relations

As explained before, a determinant issue for Al becomes reliable depends on the correspondence
between high-level patterns, that humans can easily understand, and pixel-value or low-level featu-
res, a very complex relationship traditionally known as the semantic gap by the machine learning
community, and which in most of the cases is simply incomprehensible from a human reasoning
standpoint [104]. This is important because image-based applications use pattern abstractions and
specialized semantics, to describe or group image scenes and their contain. Such semantic abstrac-
tions are commonly known asconcepts and provide explanations about an image scene, aiming
to improve interpretability or at least to enhance image-based understanding [67] (e.g., an artist
expectation to explain painting patterns or understanding image-based cancer diagnosis). These
concepts, highly dependant on the speci ¢ domain, are always de ned in terms of most repetitive
scene arrangements, like stripes related to zebras since this is the more frequent pattern in animal
pictures [103].

According to Ghorbani et. al., the use of such concepts to improve Al model explanation requires
some properties are satis ed in order to be understandable by humans, including meaningfulness,
importance and coherence [71]. These properties are minimal entities with meaningful value, being
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relevant to the prediction task, and maintaining within-group similarities while maximizing di e-
rences between groups. Coherency in particular is commonly used to establish relations between
image observations. Actually, concepts and their relations become more relevant in medical imaging
where physicians use concepts not only to take decisions, but also to construct diagnostic guidelines,
aiming generalization of the evaluation criteria.

In medical imaging, concept relations refer to image pattern changes that highlight biological mo-
di cations associated to a variability source, and which are commonly used by clinicians to de ne
progression or severity in terms of pre-de ned medical categories, e.g., morphology changes due to
therapy response, cancer cell adaptation produced by the severity stages and cell changes associa-
ted with ambiguous cancer classi cation [71]. Here, relevance of medical concepts not only relies
on actual similarities between biologically de ned structures, e.g., cells, glands, epithelium, organs,
but also in the possibility of quantifying small changes within a concept space [104], e.g., nuclei
granularity modi cations, cell palisade changes, or quanti cation of levels of gastric metaplasia.

1.1.2. Towards constructing ARS

In computer vision, as a eld where image processing and Al converge, image pre-processing is
frequently presented as an ARS which improves model response to highly variable and complex
samples, but it also can be seen as an alternative strategy for addressing drawbacks of basic element-
wise distance measures [94]. Overall, a pre-processing approach still represents variable image re-
lations in terms of the original dimensionality, with the limitations associated with such space. As
illustrated in gure 1-1, options to build ARS for image processing and medical applications are
unsupervised representations, supervised ARS, and mixed strategies. In general the former stra-
tegy is usually achieved by somehow associating handcrafted feature spaces, while the second uses
pre-trained network embedding, and the last option combine both, handcrafted features and net-
work latent spaces to improve representation performance by mixing advantages of the previously
presented alternatives.

Figure 1-1 : Two main strategies to build ARS, including their advantages (inner ring
blocks) and disadvantages (outer ring blocks
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Classical handcrafted feature extraction appears as an straightforward step to reduce dimensiona-
lity, when there is prior knowledge about the concepts underlying particular images. These gene-
rated representations provide compressed image versions, without losing much interpretability and
presenting good results in di erent image-classi cation problems. As shown in gurel-1.a. (inner
ring), these spaces are build upon continuous valued features, and therefore introducing distance
concept-relation measurements. However, classic feature extraction rarely quanti es conceptual re-
lationships, since these new spaces look for category separability rather than establishing coherent
distance-like metrics, and low order characterization hardly address high-level semantics. This lack
of detail is a clear disadvantage of such computer vision approaches, mostly when being applied
in medical imaging and cancer applications where pattern recognition requires representations go
farther from simple classi cation. In addition, supervised feature extraction success is commonly
associated with concatenation of di erent representation spaces, reducing the possibility of cons-
tructing distance-like metrics between image concepts. Finally, this supervised strategies are also
restricted to the number of entities that priors are able to describe, i.e., there is a pre-de ned
knowledge driving the design of engineered features, limiting thereby the number of concepts to be
captured.

By the above described disadvantages ( gurel-1.a. outer ring), recent interest has been addressed
to devise strategies for automatic image representation learning, mainly with Deep neural networks
(Deep learning- DL). These proposed methodologies span a wide range of di culties, going from
synthetic handwritten digits, to complex histology virtual slides, mainly coped by generative models
and autoencoder representations. Such DL based strategies work on the same basis of using an
encoder-decoder architecture for compressing the original data dimension, and reconstructing the
original space from the reduced representation or latent space. An encoder is a set of convolutional,
max pooling, and/or fully connected layers that unsupervisedly select features, sequentially reducing
them up to a bottleneck, the latent space, where constitutive characteristics may be extracted.
Then, a decoder or a stack of convolutional and upsampling layers, are expected to reconstruct
from the compressed data in the bottleneck, the original space. Regarding generative models, the
only di erence with respect to the encoder-decoder consists in introducing a regularization of
the latent space which enables generation of synthetic data from non-sampled points within the
bottleneck. Here, regularization plays a crucial role in establishing and quantifying relations between
observations. Overall, classi cation performance of these DL-based ARS have shown to improve
when the number of examples is higher.

Despite all advantages of unsupervisedly obtained ARS (see gurd-1.b.), there remains a lack
of transparency and interpretability these models provide. Actually, DL interpretability by the
network internal state is limited to coarse spatial heat-maps with no clue whatsoever about what
actual features are determinant within such highlighted areas. Even when these spatial awareness
has been recently improved byattention strategies, increasing requirement of a huge number of
image examples, with annotations, makes much more di cult to obtain human understandable
explanations about how predictions are reached. In this context, quanti cation of relations between
image concepts may boost the potential of these methodologies by reducing the number of patterns,
and thereby decreasing training example requirements and computational complexity.
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1.2. Automatic development of representations to
automatically quantify similarities between medical
image concepts: challenges

In summary, major opened challenges in Al based image analysis are related to model transpa-
rency (interpretability) and quanti cation of concept relations that go beyond basic classi cation
[169, 14, 75]. Particularly, in di erent domains, interpretability requires the possibility of measu-
ring similarity between scene elements, a characteristic which depends on both the ARS linearity
and regularization. It is then desirable for this conceptual quanti cation that the designed space
aligns with human understandable features, rather than merely using data point distances within
the original space [71]. However, current Al-interpretation shows little advances about exploring
concept quanti cation, overall restricted to post-hoc latent feature attributions [185, 183], Concept
Activation Vector (CAV)-based approaches [104], and capsule networks [147].

The former line of research provides little explanation by using layer activation maps of well-
established network architectures, and post-hoc biased attributions provided by users or experts
whose concepts are not always aligned with the actual clinical outcome. The second group of
methods seek vectors in the space of activated layers of the net that represent concepts associated
to given examples, concept examples, which require huge numbers of annotations and priors meeting
the speci c domain con guration. Finally, capsule networks use annotated samples as convolution
kernels to track concepts along the complex relations between di erent levels of layer activation.
They also require large number of annotations which dims upon interpretation e ectivity of multi-
class concepts, where di erential interpretations of the same concept are usually required [14].
Additionally, in medical imaging, Al-based tools need further explanations about the visual pattern

a model is using to predict the patient outcome, while generalizable models need to be understood
by clinicians for them use ARS in actual patient management decisions [169]. From a technical point
of view, this concept quanti cation is crucial for both, supervisedly and unsupervisedly build an
ARS, since it may provide model outcomes with human understandable explanations, facilitating
model-to-clinic translation. For these ARS based on engineered features, interpretability and pre-
diction improvement requires exploration of highly dimensional feature spaces, to cope with possible
variabilities of medical diseases like cancer, yet it also may limit explainability of sub-class concepts
[75]. These supervised strategies can only quantify few order relations among visual concepts, which
may lead these applications to a reduced set or unique-purpose classi cation tasks, but without the
required accuracy when predicting complex tasks, like the classi cation of large number of clas-
ses, treatment response and overall patient survival. For DL-based models (unsupervisely obtained
ARS), as presented in previous sections, there is a clear necessity of model transparency, since
interpretation is commonly provided by attribution maps (activation maps), which highlight image
relevant regions for the prediction [217]. Nevertheless, attribution maps are designed as a post-hoc
method to give model explainability, i.e., association of model prediction with medical concepts is
inferred after model training. Finally, simultaneous quanti cation of multi-modal and multi-scale
information arises as an additional problem by the use of biologically coupled information from
totally di erent information sources. So far this problem has been reduced to few applications
that explore multi-scale relations, or exploit the limits of generative adversarial networks (GAN)
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in similar tissue scale but di erent acquisition technique.
This panorama leads to a set of requirements for Al application in medical imaging and patient
management, which can be summarized in terms of the following unmet challenges:

= Need of developing tools to quantify similarities between medical image concepts in supervi-
sedly obtained ARS, exploring the limits of these methodologies

» Need of building unsupervised strategies to extract unbiased features when classifying
= Need of providing interpretable value for DL outcome in medical image domain

= Need of constructing representation spaces which combine information from multiple sources
at any image scale level to improve patient characterization

1.3. Summary of major goals

This dissertation introduces regularized and dimensional-reduced representations to automatically
guantifying conceptual similarities in medical imaging, with speci ¢ application in cancer. The-
se representations are evaluated in the context of di erent challenging clinical problems ranging
from cytology imaging to cross-modality applications. Particularly, in blood cytology and bone
marrow smear imaging, supervisedly and unsupervisedly built space were designed which provide
concept mapping and conceptual similarity measurements. Cross modality is herein presented to
estimate thyroid nodule malignancy by fusing cytology and ultrasound imaging. The major goals
accomplished in this dissertation, can be summarized in a chapter-wise basis as follows:

= Chapter 2: exploiting the limits of engineered feature representations to enable
guanti cation of relationships between medical image concepts

Commonly, a rst approximation to build Al representations relies on supervisedly extracting
features after particular domain priors. The use of these spaces along with ML in medical
imaging have proved success in many di erent applications by taking advantage of handcraf-
ted features to translate medical concepts to quantitative values that may support clinical
decisions. In this work, engineered features were used to quantify conceptual relation at
di erent biological scales, including cell and tissue levels. These applications were used to
demonstrate usefulness of handcrafted features, but also their limitations.

~ Cell-level relations : A twofold combined feature space is presented to nd good se-
parability for leukemia related cells, while a support vector based distance provides a
metric-like measurement of similarity between concepts. This work is presented in the
next chapter as it published in the journal:

Tarquino, J., Arabyarmohammadi, S., Tejada, R. E., Madabhushi, A., Romero, E.

(2023). Intra-nucleus mosaic pattern (InMop) and whole-cell Haralick combined
descriptor for identifying and characterizing acute leukemia blasts on single cell
peripheral blood images. Cytometry Part A, 103(11), 857-867.
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" Tissue-cell relations : A cross-scale thyroid nodule malignancy prediction was per-
formed by using coupled cytology-ultrasound images. Here, malignancy related con-
cepts were quanti ed at di erent biological scales by using engineered features and
classi cation-based relevant feature selection. More detailed information of this ap-
proach is presented within the next chapter as presented in an international conference:

Tarquino, J, and Romero, E., "UltraCytomic: A cross-scale exploration to improve
risk estimation of the malignant thyroid nodule,"2023 19th International Sym-
posium on Medical Information Processing and Analysis (SIPAIM), Mexico City,
Mexico, 2023, pp. 1-5, doi: 10.1109/SIPAIM56729.2023.10373523.

= Chapter 3: Developing unsupervised strategies to quantify and enhance image
conceptual separability

The need of overcoming supervised-feature limitations lead to further exploration of Al tools,
where representation spaces are built from particular labeled examples to increase class se-
parability. However, classi cation is still a biased version of the sampled space since obtained
representations are driven by labeled-based transformations that may distort conceptual re-
lations in the original space. Variational autoencoders (VAE) were implemented as unsuper-
vised tools to provide image pattern quanti cation with no label bias. Particularly, adding
regularization to these unsupervised strategies provides the possibility of measuring distances
between image elements, which resemble conceptual pattern relations used by specialists in
clinical practice. This dissertation introduces two VAE applications. The rst evaluation of
this approach is performed in the context of unsupervised leukemia related cell detection,
while the second tackle with a much more challenging task at characterizing and di eren-
tiating the entire cell population of microscopic bone marrow images. All above described
strategies were presented in two di erent conference papers as follow:

" Tarquino, Jonathan, and Eduardo Romero. \Unsupervised white blood cell characteri-
zation in the latent space of a variational autoencoder."18th International Symposium
on Medical Information Processing and Analysis. Vol. 12567. SPIE, 2023.

Tarquino, Jonathan, et al. \A One-Class Variational Autoencoder (OCVAE) Cascade
for Classifying Atypical Bone Marrow Cell Sub-types". International Conference on Me-
dical Image Computing and Computer-Assisted Intervention. Cham: Springer Nature
Switzerland, 2023.

» Chapter 4: Mixing engineered features and Deep Learning algorithms to enhance
model interpretability in medical image concept applications

The use of DL networks to build medical image representations showed they provide suc-
cessful class separation, suggesting concepts were somehow captured, and as previously with
VAES, one can establish relations between concepts in such latent spaces. Nevertheless, such
unsupervised ARS lacks of interpretability. In this scenario, developing strategies to provide
explanations about DL predictions may foster trust in Al models and their applicability to
patient management. The herein presented work introduces a novel strategy that uses all the
advantages of engineered features to improve DL outcome interpretation, by mixing them as
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a single pipeline that holds deep characterization advantages of DL, but add interpretability
by a region-attention embedding. This approach is currently under review at the Journal of
Pathology informatics, and is presented in Chapter 4 as follow:

~ Tarquino, J., Rodriguez, J., Becerra, D., Roa-Pena, L., and Romero, E., "Engineered
feature embedding to enhance deep learning performance: a novel strategy to improve
bone marrow cell classi cation and model transparency", 2024, Journal of pathology
informatics, 100390, ISSN 2153-3539, https://doi.org/10.1016/j.jpi.2024.100390.

Chapter 5: Conclusions Last but not least, the nal chapter of the manuscript presents
some conclusions and discusses the impact of the introduced representation spaces within the
recently coined cancer imaging research eld. Finally, future work is discussed to point out
further applications of all developed strategies.



2 Exploiting the limits of engineered
feature representations to enable
guanti cation of relationships between
medical image concepts

The application of Al within medical imaging domain is currently dominated by Deep Learning
(DL), but engineering feature based representations still releasing crucial advances in this domain.
This supervisely build ARS not only provide state-of-the-art competitive results, but also the
possibility to interpret predictions given the fact that such features are commonly build upon image-
pattern priors that allow a continuous value quanti cation of visual characteristics. However, high-
level concepts are not always captured by these feature extraction tools, hence measuring relations
between them has become a major challenge. In this context, this chapter presents an exploration of
handcrafted features for quantifying concept relation in cancer images, with particular application
in leukemia and thyroid cancer. With these use cases the work exploited the limits of engineered
feature representations to capture medical concepts and to quantify relations between them. The
following subsections of this chapter corresponds to published products of the here in presented
work, showing major achievements in the mentioned topic by introducing a new descriptor for
identifying and characterizing acute leukemia cells, and a method to combine tissue and cell features
to improve thyroid nodule malignancy prediction.

2.1. Intra-nucleus mosaic pattern (InMop) and whole-cell
Haralick combined descriptor for identifying and
characterizing acute leukemia blasts on single cell
peripheral blood images

2.1.1. Introduction

Leukemia is a hematologic disorder characterized by abnormal proliferation of immature blood
cells (blasts), and by 2020 it represents 25 % of worldwide new cancer cases, with 311,594 as-
sociated deaths [GLOBOCAN 2020] [186]. Currently, standard leukemia diagnosis is reached by
histo-cytological image analysis [114], i.e., cellular characterization of stained bone marrow (BM)
biopsies, BM smears or peripheral blood (PB) samples [26, 29]. Even if white blood cell (WBC)
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characterization is mainly performed in BM, PB blast identi cation is important for the initial
diagnosis and therapy remission prediction. Regarding diagnosis, for particular cases where PB
blast count is high at the time of the initial sample time (>2000 cells per microliter), bone marrow
examination has been reported as unnecessary [150], and morphology description may be useful
to provide a cue of what lineage cells may come from. On the other hand, clinical studies have
reported correlation with treatment failure when there is less than two log reduction in the PB
blast cells at day 5 of therapy induction [72], or a 90 % reduction in the circulating blast cells [112].
Likewise, other authors have reported that PB blast percentages at day 7 [66] could become a
strong indicator of therapy induction failure, in a study supported by ow cytometry and morpho-
logic analysis. However, the con dence interval for blast counting may be a ected by inter- and
intracbserver variability when assessing blasts by morphology alone [191]. Additionally, such blast
counting relies on blast identi cation and morphology description including nucleus and cytoplasm
patterns, being both tasks time-consuming and di cult to perform, even for on-training specialists
[138].

Assessment of peripheral blood cell morphology mainly relies on recognition of immature blood
cell precursors, generically called blasts. In the context of this research, blast are large and imma-
ture blood cells commonly characterized by high nucleo/cytoplasm ratio, containing nucleoli and
heterogenous chromatin arrangement that may vary among di erent leukemia subtypes [21]. In
most cases, blast identi cation can be reduced to identifying the cells as either myeloblasts and
or monoblasts, case acute myeloid leukemia (AML), or lymphoblast, case acute lymphoid leuke-
mia (ALL), and in each case they indicate a type of acute leukemia [29, 130]. Blasts must meet
di erent morphology criteria, provided by the World Health Organization (WHO) [17] and French-
American-British (FAB) consensus system [14]. The FAB system identi es myeloid and lymphoid
leukaemias, and it also provides a set of morphological blast di erences, establishing categories
associated to cell subtypes, from MO to M7 in AML case, and from L1 to L3 in ALL case [23, 22]
[113].

From a morphological point of view, most of the blast subtypes are visually recognized by their
immature chromatin which is observed as a highly granular "salt and pepper"nuclear pattern [134],
but also for similar texture changes within the cytoplasm. This spatial cellular arrangement not
only determines diagnosis but it also establishes the advance of the disease [179, 62], since it has
been reported that leukemia progression correlates with more irregular chromatin (heterochromatin
pattern) [145, 116]. This evidence suggests leukemia identi cation requires not only a blast/non-
blast classi cation but also a quanti cation of the nuclear pattern, which is the pathological marker
associated with di erent stages of the clinical decision pipeline.

Although ow cytometry is the gold standard to discriminate blasts, mid-income countries may have
limited access to cytometry machines [162], a scenario even worse for some of their underserved
regions. Nevertheless, such limitations could be mitigated by reliable automatic support of the
initial diagnosis and categorization of cytology images, which are less technology dependent and
more accessible. Likewise, PB cytology image analysis is still inaccurate and agreement between
ow cytometry and blast microscopic examination has been reported as intermediate (Kappa=
0:499) [58, 87]. Lately, it has been clear the need for more objective, robust and reproducible image
blast pattern quanti cation is required.
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The present work introduces a two-fold descriptor that combines Intra-nucleus Mosaic pattern (In-
Mop) descriptor with a whole-cell Haralick's statistical texture quanti cation, for quantifying blast
non-blast di erences in single cell peripheral blood images. This strategy captures inner-nuclear fea-
tures at multiple resolution and orientation levels from a mosaic representation using the proposed
InMop descriptor, and complemented by local spatial patterns estimated from the whole single cell
image, i.e., cytoplasm and nucleus, with Haralick's statistics of a Lab co-occurrence matrix. Such
characterization feeds a support vector classi er and di ers from other strategies by its aptness to
guantify blast changes rather than only separating blast from non-blasts. Furthermore, this metho-
dology captures blast variability in small independent databases, making this blast characterization
more generalizable and much less dependent on the quantity of available data.

For evaluating the combined-descriptor aptness for capturing WBC di erences, two public single cell
image databases are used, D1 composed of ALL lymphoblasts and healthy WBCs (n=260)[111],
and D2, with AML myeloblast and monoblast, but also including basophils, erythroblasts, eosi-
nophils, Smudge cells, lymphocytes, lymphocytes (typical), metamyelocytes, monocytes, myelocy-
tes, neutrophils (band), neutrophils (segmented), promyelocytes (bilobed) and promyelocytes. (n=
18,365)[129]. Evaluation is performed in three experiments, where the rst di erentiates blast from
non-blast cells, by training and validating a combined-descriptor feeded classi er for each database.
Then an independent validation of the descriptor is performed by training a SVM classi er with

a subset of the D2 database (n=6,588), and testing in the D1 database. The second experiment
uses the descriptor to discriminate between AML blasts (n=130 from D2), and ALL blasts (n=130
from D1). A third experiment evaluates state-of-the-art strategies, VGG16 [178] and RESNEXT
[209] convolutional neural networks (CNN), to separate blast from non-blast cells in each database,
and compares such results against the ones obtained using the presented approach. Performance
of each experiment is assessed in terms of area under the Receiver operating characteristic- ROC
curve (AUC), accuracy and fl-score.

Main contributions of the present investigation are,

1. a descriptor which quanti es changes in WBC, within the nucleus and whole cell local fea-
tures, and associates them with di erent blast sub-type morphology patterns

2. a fully automatic method for blast/non-blast di erentiation, with competitive performance
compared to state of the art methods,, to help human readers interpret the detected blasts

3. a descriptor oriented-metric which establishes di erences within blasts and nds out groups
with pathological meaning that could provide an assisted-quanti cation of blast-subtype
di erences.

2.1.2. Materials and methods
Dataset description

Assessment of the presented strategy is performed in two public single cell image databases , D1- the
acute lymphoblastic leukemia image database (ALL-IDB2)[111] and D2- the Munich AML morpho-
logy dataset[129]. The former is composed of 260 cropped regions containing a single non-malignant
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(n=130) or lymphoblast cell (n=130), all of them labeled by expert oncologists. These images have
a size of 25K|257 pixels and each single-cell is annotated, either as healthy or ALL patients,

at M. Tettamanti Research Center for childhood leukemias and hematological diseases, Monza,
Italy [111]. The latter contains 18,365 single-cell images of peripheral blood smears from 100 AML
cases collected in the Munich University Hospital, without any hematological malign sign [129].
This cell database includes mature / immature cell images and is composed of basophils, erythro-
blasts, eosinophils, Smudge cells, lymphocytes, lymphocytes (typical), metamyelocytes, monoblasts,
monocytes, myelocytes, myeloblasts, neutrophils (band), neutrophils (segmented), promyelocytes
(bilobed) and promyelocytes [129]. Nevertheless, for evaluating the introduced descriptor, a binary
version of the database consists of a blast positive class of 26 monoblasts and 3,268 myeloblasts, in
other words 26 images labeled as M5 and 3,268 as M2,M6 and M7. This reduced version of the D2
uses a subset with equal number of images as blast negative class, resulting in an evaluation group
of 6,586 images (3, 294 blast and 3,294 non-blast).

Additionally, even though both databases are Giemsa-stained, there are intrinsic variabilities intro-
duced by di erent acquisition centers, variable microscope illumination and stain changes that may
modify coloration. All these noise sources are included in the experimental dataset to challenge the
descriptor and evaluate robustness.

Pre-processing peripheral blood images

Peripheral blood microscopy images, captured in the native RGB space, share information between
the di erent channels, a statistical dependency that di culties separation of main cell components
[182]. Since the introduced descriptor quanti es intra-nuclear features, nucleus segmentation is
facilitated when the original RGB images are transformed to CIELab color space and leukemia
features are obtained from the b-channel. Furthermore, this color space transformation reduces
the impact of acquisition center disparities between the D1 and D2 databases in the proposed
task, since it has been reported that this particular color space isolates luminance changes [119],
as evidenced in gure2-1-a and 2-1-b. In addition, b-channel projection also reduces the amount
of red-like information, making red blood cells and background fuse together, facilitating blast
candidate di erentiation and nucleus segmentation, as shown in gure 1-c and 1-d. Finally, all
images are normalized to 0-255 b-channel intensity range.

Methodology for computing InMop-Haralick descriptor

A rst step towards describing blast related local spatial patterns comprises of capturing repetitive
intensity arrangements within whole single-cell images, considering that granular changes may ap-
pear both in the cytoplasm and within the nucleus. In order to do this, each b-channel version of a
single cell image is quantized into 64 di erent intensity levels (1 = 64). Then, per each quantized
b-channel image, a co-occurrence matrix is obtained by capturing diagonal, vertical and horizontal
repetitive spatial relations, but all within a distance of 5 pixels. Finally, thirteen (13) Haralick's
statistics are calculated from the resulting co-occurrence matrix [81], leading to a feature vector of
13 elements for each single cell image that captures textures from both cytoplasm and nucleus.
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Figure 2-1 : Nucleus segmentation in the b-channel image version (from Lab color space)
performed using a three group k-means. Column (A) shows original RGB cell
images with di erent illumination conditions, column (B) displays the b-channel
versions of original images, columns (C) and (E) respectively show the results
obtained by a k-means method with 3 clusters over the original RGB image
(column C) and over the b-channel version (column E). Columns (D) and (F)
show the nucleus segmentation from clusters of (C) and (E).

The second part of the introduced characterization approach is based on the Intra-nuclear Mosaic
pattern (InMop) descriptor, which complements Haralick's based local intensity pattern quanti -
cation, with a multi-scale representation that captures most nuclear changes at di erent magni ca-
tions. Blast nuclei may vary from round to highly indented, while nucleoli may be present as unique
or multiple structures, making it hard to sparsely summarize such variability, reason why a multi-
scale approach is integrated to the descriptor. In addition, unlike other possibilities, the proposed
descriptor captures oriented texture patterns at di erent scales. Yet other multi-scale approaches
could perform such edge analysis, shearlet [56] decomposition comes from an a ne-like system,
meaning implementation applies the whole transformation in a single operation, while the obtained
coe cient-matrices keep the same image size regardless of the scale [88]. This is an advantage,
since other multiscale-edge-detectors require multiple operations and image sub-sampling, making
cross-scale analysis a more di cult task [88, 57]. However, shearlet transformation of the whole WB
cell would mainly capture nucleus/cytoplasm boundaries since nuclei are relatively small, masking
inner nucleus patterns. Such nucleus edge e ects are herein minimized by constructing a custom
mosaic representation, i.e., a repetitive version of the original signal. This mosaic is a periodic
repetition of the largest square patch inscribed within the nucleus. This nuclear patch extraction
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requires nucleus segmentation which is obtained by applying a k-means algorithnk(= 3) over the
b-channel image.

Figure 2-2 : Nucleus shearlet-mosaic construction process. (a) Step by step guide of nucleus
mosaic construction, starting by cell nucleus segmentation, nucleus squared
patch extraction and mosaic-pattern elaboration. (b) Shearlet characterization
process on mosaic images: each sub- band coe cient matrix is represented by
its corresponding mean and standard deviation.

Once the three main image regions are found by the K-means algorithm, the mosaic representation is
constructed. As illustrated in Figure 2-2-a, the largest square patch touching the nuclear boundary
is extracted from the b-channel image. This patch is horizontally and vertically mirrored and placed
next/down to the original one, mirrored again and placed next to the previous one and so on, up to
400 pixels, which is a minimal image size requirement that ensures a shearlet decomposition with
at least four scales.

After the nucleus mosaic is built, the shearlet transform is applied by its ability to describe 2D di-
rectional textures [56], while providing the same number of coe cients per sub-band and a rotation
invariant description. For this speci ¢ implementation, the shearlet scale parameter @) is tuned to
obtain a four (4) scale decompaosition of the input mosaic image, a number that together with the
16 sheared orientations §), results in Shearlet sub-band matrices () of the size of the mosaic image.
A drastic feature dimensionality reduction is obtained by approximating the sub-band distribution

of coe cients by their mean ( ( a;s)) and standard deviation ((a,s)). In summary, for this shearlet
multi-scale characterization, each image is decomposed in terms of 49 sub-bands, which amounts
to a feature vector of 98 elements as shown in Figur@-2-b.

Finally, the complete descriptor is obtained by concatenating both levels of characterization, i.e.
the vector coming from the Haralick's statistics and the Shearlet multiscale description, resulting
in a feature vector of 111 positions.
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