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Abstract

Deep learning for top tagging

Jet tagging, a critical classi�cation task in high-energy physics, has increasingly bene�ted
from the application of deep learning. While previous approaches have represented jets as
images or sequences, modern methods leverage permutation-invariant particle cloud repre-
sentations with architectures like the Particle Transformer (ParT). This work presents an
investigation of the ParT model, beginning with an exploratory data analysis (EDA) of
jet and particle-level features, followed by model training adapted to available computatio-
nal resources and a rigorous performance evaluation. The analysis reveals that the superior
performance of architectures like ParT is not solely dependent on the complexity of the
model but is signi�cantly enhanced by the integration of physics-informed features. This
underscores the paramount importance of feature quality and domain-speci�c knowledge
in ensuring that deep learning models can e�ectively capture the underlying physical rela-
tionships in high-discrimination tasks. Comprehensive feature engineering is the most critical
performance driver, elevating discovery potential by over300 % for heavy-
avor jets. Model
architecture is the second decisive factor; the ParT model increases the average discovery
potential by 60 %. In comparison, dataset size has a secondary, more modest impact.

Keywords: HEP, Deep Learning, Attention mechanisms, Statistical le arning, Jet tag-

ging
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Resumen

Aprendizaje autom�atico para etiquetado de quarks Top

El jet tagging, una tarea de clasi�caci�on crucial en la f��sica de altas energ��as, se ha bene�-
ciado cada vez m�as de la aplicaci�on del deep learning. Mientras que los enfoques anteriores
han representado los jets como im�agenes o secuencias, los m�etodos modernos aprovechan las
representaciones de nubes de part��culas invariantes a la permutaci�on con arquitecturas como
el Particle Transformer (ParT). Este trabajo presenta una investigaci�on del modelo ParT,
comenzando con un an�alisis exploratorio de datos (EDA) de las caracter��sticas a nivel de jet y
de part��cula, seguido del entrenamiento del modelo adaptado a los recursos computacionales
disponibles y una rigurosa evaluaci�on de su rendimiento. El an�alisis revela que el rendimiento
superior de arquitecturas como ParT no depende �unicamentede la complejidad del modelo,
sino que se ve signi�cativamente potenciado por la integraci�on de caracter��sticas informadas
por la f��sica. Esto subraya la importancia primordial de lacalidad de las caracter��sticas y el
conocimiento espec���co del dominio para garantizar que los modelos de deep learning puedan
capturar e�cazmente las relaciones f��sicas subyacentes en tareas de alta discriminaci�on. La
ingenier��a de features es el factor m�as cr��tico, elevando el potencial de descubrimiento en m�as
de un 300 % para jets deheavy 
avor. Seguidamente, la arquitectura del modelo es decisiva,
con ParT mejorando el descubrimiento en un 60 % en promedio. El tama~no del dataset tiene
un impacto secundario.

Palabras clave: F��sica de part��culas, Etiquetado de jets, Apren dizaje Profundo, Meca-

nismos de atenci�on, Aprendizaje estad��stico .
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Table 0-1 .: Notation for particles

Particle notation Name

q Quark

g Gluon

H Higgs boson

W W boson

Z Z boson

b Bottom quark

�b Bottom antiquark

c Charm quark

�c Charm antiquark

` Lepton

t Top quark

� Neutrino



1. Introduction

Deep learning has become a transformative force across numerous scienti�c and industrial
domains. In high-energy physics, its application has been particularly impactful for complex
data analysis tasks. One such prominent challenge is jet tagging, a classi�cation problem
aimed at identifying the originating particle of a jet|a col limated spray of particles produ-
ced in high-energy collisions. This task is crucial for searching for new physics phenomena
and making precise measurements of the Standard Model. The intricate, variable-length,
and unordered nature of jet constituents makes it an ideal candidate for advanced deep lear-
ning architectures, particularly those leveraging attention mechanisms, which can capture
complex inter-particle correlations.
The problem of jet tagging has been approached through various data representations, each
inspiring a di�erent class of neural network architectures. Early attempts modeled jets as
grid-like images, enabling the use of Convolutional Neural Networks (CNNs) to identify spa-
tial patterns. Subsequent work treated jets as sequences ofparticles, applying Recurrent
Neural Networks (RNNs) to process the constituent information.More recently, the com-
munity has converged on representing jets as unordered setsof particles, or particle clouds,
which naturally accommodates the permutation-invariant nature of the data. This paradigm
has led to the development of specialized architectures like graph neural networks and, most
notably, Transformers.
This document details an investigation into the Particle Transformer (ParT) model for jet
tagging. Our methodology begins with a thorough exploratory data analysis (EDA) of the jet
dataset, examining features at both the individual particle level and the aggregate jet level to
build intuition. Following this, the ParT model was trained, closely adhering to the original
implementation while adapting its con�guration to the available computational resources.
To rigorously assess its capabilities, a suite of performance metrics was implemented. Finally,
this work presents key �ndings derived from the training andevaluation process, highlighting
the interplay between model architecture, data characteristics, and physics-informed feature
engineering.
The structure of this document is organized as follows. Chapter 2 provides a theoretical
background on the core concepts of deep learning relevant tothis work. Chapter 3 delves
into the speci�cs of the jet tagging problem, outlining its signi�cance in particle physics.
Chapter 4 presents a comparative analysis of two state-of-the-art architectures, ParticleNet
and the Particle Transformer (ParT). Chapter 5 describes the exploratory data analysis
performed on the dataset. Chapter 6 details the experimental results and provides an in-



2 1 Introduction

depth analysis of the performance of the model. Finally, Chapter 7 concludes by summarizing
the key insights, emphasizing that while transformer-based architecture of ParT achieves
superior performance through global attention, its success is profoundly enhanced by the
integration of physics-based inductive biases. This underscores the critical importance of
feature quality, demonstrating that even with smaller datasets, an ability of the architecture
to capture meaningful physical relationships is paramountfor achieving high discrimination
power.



2. Deep Learning Models for
Classi�cation Tasks

Deep learning models have become a cornerstone in modern classi�cation tasks, o�ering
signi�cant improvements over traditional statistical and machine learning methods. From a
statistical viewpoint, these models can be seen as highly 
exible, non-linear function approxi-
mators that learn complex mappings from input features to categorical outcomes, optimizing
for related loss functions.

2.1. Multilayer Perceptron

We �rst consider the case of a quantitative output and place ourselves in the world of random
variables and probability spaces. LetX 2 Rp denote a real-valued random input vector, and
Y 2 R a real valued random output variable, with joint distribution P(X; Y ). We seek the
function f (X ) to predict Y given the values of inputX . This theory requires a loss function
L(Y; f (X )) to penalize errors in prediction. This leads us to a criterion for choosingf , so
that we minimize the expected (squared) prediction errorEPE = E(L(Y; f (X ))) 2 [1]. In
order to predict the responseY we can build non-linear prediction models using trees, boos-
ting, generalizing additive models, neural networks, etc.What distinguished neural networks
from other methods is the particular structure of the model in which each of the features
X 1; X 2; :::; Xn makes up the units in the input layer and each of the inputs from the input
layer fees into each of the hidden unitsK [2].

The neural network model has the form

f (X ) = � 0 +
KX

k=1

� khk(x) (2-1)

= � 0 +
KX

k=1

� kg

 

wk0 +
pX

j =1

wkj X j

!

(2-2)

It is build up here in two steps. Firs theK activations Ak ; k = 1; 2; :::; K , in the hidden layer
are computed as functions of the input featuresX 1; X 2; :::; Xp,
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Ak = hk(X ) = g

 

wk0 +
pX

j =1

wkj X j

!

(2-3)

hereg(z) is a nonlinear activation function that is speci�ed in advance. We can think of each
Ak as a di�erent transformation hk(X ) or the original features. TheseK activations from
the hidden layer then feed into the output layer, resulting in

f (X ) = � 0 +
KX

k=1

� kAk (2-4)

a linear regression model in theK activations. All the parameters� 0; :::; � K and w0; :::; wK

need to be estimated from data [2].

Modern neural networks typically have more than one hidden layer, and often many units
per layer. In theory a single hidden layer with a large numberof units has the ability to
approximate most functions. However, the learning task of discovering a good solution is
made much easier with multiple layers each of modest size. Inthis case, the second hidden
layer (and so on) treats the activationsA (1)

k of the �rst hidden layer as inputs and computes
new activations

A (2)
l = h(2)

l (X ) (2-5)

= g

 

w(2)
l0 +

K 1X

k=1

w(2)
lk A (1)

k

!

(2-6)

for l = 1; :::K 2. Notice that each of the activations in the second layerA (2)
l = h(2)

l (X ) is a
function of the input vector X 2-1. This would also be the case with more hidden layers.
Thus, through a chain of transformations, the network is able to build up fairly complex
transformations of X that ultimately feed into the output layer as features [2].

The nonlinearity in the activation function g(�) is essential, since without it the modelf (X )
would collapse into a simple linear model inX 1; :::; Xp. Moreover, having a nonlinear activa-
tion function allows the model to capture complex nonlinearities and interaction e�ects. The
name neural network originally derived from thinking of these hidden units as analogous to
neurons in the brain - values of the activationsAk = hk(X ) close to one are �ring, while
those close to zero are silent (considering the sigmoid activation function) [2].
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Figure 2-1 .: Neural network diagram with two hidden layers and multipleoutputs [1].

2.2. From Convolutional and Recurrent Networks to
Transformers

Multilayer Perceptrons (MLPs) demonstrated e�cacy for classi�cation and regression tasks
[3, 4, 5, 6, 7, 8, 9] but revealed fundamental limitations when applied for images or text. By

attening structured inputs into vectors, MLPs has lower statistical e�ciency and is unable
to explode prior knowledge about spatial or sequential structure in data [10, 11].

Convolutional Neural Networks (CNNs), pioneered by LeCun et al.[12, 13, 14], are deep feed-
forward architectures that leverage four core principles|local connections, shared weights,
pooling, and multiple layers|to e�ectively exploit natura l signal properties. Their archi-
tecture processes data through sequential stages, initially combining convolutional layers
with pooling layers. In convolutional layers, units are arranged in feature maps connec-
ted to localized patches of previous layers via �lter banks shared across all units within
a map. These �lters extract local, highly correlated patterns (motifs) while respecting the
location-invariance of natural data, formalized as discrete convolution followed by nonlinear
activations such as ReLU [15].

Pooling layers then aggregate semantically related features via spatial coarse-graining, com-
monly applying max-pooling over local regions to reduce dimensionality and confer invariance
to small translations and distortions. Typically, 2{3 repetitions of convolution, nonlinearity,
and pooling stages are stacked before. This hierarchy mirrors the compositional structure of
natural signals, where simple features (edges) compose motifs, parts, and objects in images,
or phones build into phonemes, syllables, words, and sentences in speech and text. Pooling
further stabilizes these representations with respect to positional variation additional con-
volutional and fully connected layers �nalize the representation [15]. Basic architecture of
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CNN for image classi�cation is shown in2-2

Figure 2-2 .: Basic CNN architecture for image classi�cation [16]

The design of CNNs is directly inspired by biological vision, modeling the hierarchical organi-
zation of simple and complex cells observed in the primate visual cortex (LGN{V1{V2{V4{IT)
[17, 18] and can be described as biologically inspired hierarchical feature detectors [19]. CNNs
surpass classical fully connected networks in generalization ability largely due to weight sha-
ring, which substantially reduces the number of parametersneeding training, leading to
smoother training and reduced over�tting [20, 21, 22]. Their architecture integrates feature
extraction and classi�cation into a single learning process [23], and they allow more e�cient
implementation of large networks compared to generic arti�cial neural networks [24]. Con-
sequently, CNNs demonstrate state-of-the-art performance across diverse domains such as
image classi�cation [25, 26, 27], object detection [28], face detection [29], speech recogni-
tion [30], vehicle recognition [31], diabetic retinopathy diagnosis [32], and facial expression
recognition [33] [15, 34].
On the other hand, Recurrent Neural Networks (RNNs) represent a fundamental architecture
for processing sequential data, processing input sequences one element at a time while main-
taining a hidden state vector that implicitly contains information about the history of all
past elements [35]. Unlike feedforward networks, RNNs can be conceptualized as very deep
feedforward networks in which all layers share the same weights, making them particularly
suitable for tasks involving sequential inputs such as speech and language processing. The
training of RNNs follows the backpropagation algorithm applied to the computational graph
of the unfolded network, where the derivative of the total error is computed with respect to
all states and parameters across time steps [15].
Despite their theoretical power as dynamic systems, RNNs facesigni�cant training challenges
due to the vanishing and exploding gradient problem, where backpropagated gradients either
grow or shrink exponentially at each time step over long sequences [36, 37]. This limitation
has been addressed through architectural innovations, most notably the Long Short-Term
Memory (LSTM) networks [38], which incorporate special hidden units designed to remember
inputs for extended periods. LSTM networks utilize memory cells that act as accumulators
with gated connections, featuring a self-connection with unit weight that allows the cell to
copy its own state while accumulating external signals, with multiplicative gates that learn to
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control when to clear memory content [15]. However, information stored in the memory cell
in LSTMs decays exponentially [39, 40, 41] attenuating long-range contextual relationships
across recurrent steps.

The LSTM cell surpasses the learning capability of the conventional recurrent cell, yet the
additional number of parameters escalates the computational load. Consequently, to address
this concern, [42] introduced the GRU. GRU demonstrates comparable performance to LSTM
while o�ering a more computationally e�cient design with fewer weights. This is achieved
by merging the cell state and the hidden state intoreset state resulting in a simpli�ed
architecture. Furthermore, GRU combines the forget and input gates into an update gate,
contributing to a more streamlined computational process [43].

(a) Vanilla RNN. (b) LSTM. (c) GRU.

Figure 2-3 .: Various types of RNN cells [43].

Convolutional Neural Networks (CNNs) and Recurrent Neural Networks (RNNs) have his-
torically played central roles in processing structured and sequential data, yet both exhibit
intrinsic limitations when modeling long-range dependencies in sequences [44, 45, 46, 47,
43, 48]. These limitations motivated the emergence of Transformer architectures, which fun-
damentally depart from the sequential processing paradigmof RNNs and the locally cons-
trained receptive �elds of CNNs. Transformers utilize self-attention mechanisms that allow
direct modeling of dependencies between any two positions in the sequence, irrespective of
their distance, thus e�ciently capturing long-range relationships [43]. This design not only
enhances representational capacity but also enables extensive parallelization during training,
overcoming bottlenecks related to sequential processing.As a result, Transformers have subs-
tantially outperformed traditional CNN and RNN models in various sequence modeling tasks
such as natural language processing and speech recognition, becoming the dominant para-
digm due to their improved scalability, e�ciency, and ability to model complex sequential
dependencies [43].
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2.3. Deep dive in Transformers

2.3.1. Introduction to Attention Mechanisms

The evolution of attention mechanisms marks a fundamental breakthrough in deep learning,
particularly in Natural Language Processing (NLP) and machinetranslation. The concept,
initially introduced by [ 49], was designed to enable a model to focus on speci�c segmentsof
an input sequence while generating an output, dynamically assigning importance to di�erent
parts of the data [43].
This foundational work was expanded upon by [50], who proposed an additive attention me-
chanism to enhance machine translation. This approach, which calculates attention weights
via a feed-forward neural network, signi�cantly improved the performance of sequence-to-
sequence models [51] by allowing for a more nuanced alignment between input and output
sequences. Subsequently, [52] simpli�ed the computation with multiplicative (or dot-pr oduct)
attention, o�ering improvements in computational e�ciency [43].
The core idea of attention is to move away from learning a single vector representation for
an entire sequence. Instead, the model selectively focuseson speci�c input vectors, guided
by attention weights [53]. This allows the model to allocate its resources to the mostrelevant
parts of the sequence, thereby enhancing its processing capabilities. A possible explanation
for this improvement is that the attention layer creates memories associated with the con-
text pattern rather than the input itself, relieving pressure on the memory of the model to
remember the entire input [54].

2.3.2. Self-Attention: The Core of Transformers

Until the advent of Transformers, attention mechanisms primarily relied on complex Re-
current Neural Networks (RNNs). However, [55] introduced a simple network architecture,
the Transformer, which dispensed with RNNs entirely and was based exclusively on atten-
tion. Within this framework, they introduced a novel mechanism calledself-attention (or
KQV-attention: Key, Query, and Value) [43].
Self-attention allows each position in an input sequence toattend to all other positions
within the same sequence. This endows Transformers with extensive long-term memory and
the ability to capture contextual relationships between elements, regardless of their positional
distance. This capacity to capture both local and global dependencies makes self-attention
particularly powerful for tasks such as machine translation and text summarization [55, 43].
Mathematically, self-attention operates on a set of query (Q = XW Q), key (K = XW K ),
and value (V = XW V ) vectors, which are computed through linear transformations of
the input sequenceX (previously converted into dense vectors orembeddings[56]), where
W Q; W K ; W V are weight matrices for queries, keys and values, respectively. The attention
scores are then calculated by taking the dot product of the query vector with all key vectors,
followed by scaling the result by the inverse square root of the dimension of the keys (say
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p
dk) to avoid overly large values. These scores are then passed through a softmax function to

obtain the attention weights, which represent the importance of each element's contribution
to the output. Finally, the output say A is computed as a weighted sum of the value vectors,
i.e.,

Attention( Q; K; V ) = softmax
�

QK T

p
dk

�
V (2-7)

This process enables the model to dynamically focus its attention on di�erent parts of the
input sequence to extract rich contextual information [43].

2.3.3. Multi-Head Attention

Multi-head attention is an extension of the self-attentionmechanism designed to allow the
model to jointly attend to information from di�erent representation subspaces at di�erent
positions [55]. Instead of performing a single attention function, this mechanism executes
the attention process multiple times in parallel. Each of these parallel executions is referred
to as a head. First, for the i -th self-attention head, �nd A i (Qi ; K i ; Vi ) following 2-7. The
multi-head attention is obtained by concatenating allA i (Qi ; K i ; Vi ), i.e., the outputs from
all heads are concatenated and passed through a �nal linear transformation to produce the
expected output [43].
This multi-head approach allows the model to capture di�erent types of information si-
multaneously. For instance, one head might focus on syntactic relationships while another
concentrates on semantic relationships. This capability enhances the ability of the model to
understand and represent complex data, making multi-head attention a fundamental com-
ponent of Transformer-based architectures [57, 43].

(a) The Transformer model
architecture.

(b) Scaled Dot-Product At-
tention.

Concat

Linear

hScale Dot-Product
Attention

�Linear Linear Linear

V K Q

(c) Multi-Head Attention.

Figure 2-4 .: Self attention mechanism. Adapted from [55].
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2.3.4. Comparing transformers, CNNs and RNNs

In 2-5, we visually compare three di�erent architectures for mapping a sequencex1:n to
another sequencey1:n : a 1d CNN, an RNN, and an attention-based model. Each model
makes di�erent tradeo�s in terms of speed and expressive power, where the latter can be
quanti�ed in terms f the maximum path length between any two inputs. For a 1d CNN with
kernel sizek and d feature channels, the time to compute the output isO(knd2) which can
be done in parallel. We need a stack ofn=k layers, or logk(n) if we use dilated convolution,
to ensure all pairs can communicate. For an RNN, the computational complexity is O(nd2),
for a hidden state of size d, since we have to perform matrix-vector multiplication at each
step. This is an inherently sequential operation. The maximum path length is O(n).
Finally, for self-attention models, every output is directly connected to every input, so the
maximum path length isO(1). However, the computational cost isO(n2d). For short sequen-
ces, we typically haven � d, so this is �ne, but need optimizations so far [10].

Figure 2-5 .: Comparison of (1d) CNNs, RNNs and self-attention models [58].



3. Jet Tagging

3.1. Foundations of Jet Tagging: From Engineered
Features to Deep Learning Paradigms

3.1.1. The Jet Tagging Classi�cation Problem

In the hard scattering processes of high-energy collisionsat particle accelerators like the
Large Hadron Collider (LHC), fundamental constituents of matter|quarks and gluons|are
produced as highly Lorentz-boosted particles [59, 60, 61]. As these particles are subject to
the strong nuclear force, described by the theory of QuantumChromodynamics (QCD),
they cannot exist in isolation. Instead, they undergo a rapid process of fragmentation and
hadronization, radiating additional particles and ultimately forming a collimated spray of
detectable, stable particles. This spray is known as a jet and represents one of the most
ubiquitous and complex objects observed in modern particlephysics experiments [59, 60]. A
single jet can be composed of tens to hundreds of individual particles, each characterized by
its own kinematic properties, such as its four-momentum, and other identifying information
[59, 60]. The process of jet formation inherently obscures the identity of the initial particle, as
the radiation distorts its original features, presenting asigni�cant challenge for data analysis
[59]. The primary goal of studying these complex �nal states is to infer the properties of the
unobservable elementary particle that initiated the cascade.

The central objective of jet tagging is to solve this inverseproblem: to identify, or classify,
the elementary particle that initiated a given jet [59, 60]. This task is fundamentally a high-
dimensional classi�cation problem, where the input is the complex, multi-particle structure
of the jet, and the output is a label corresponding to its parent particle|be it a light quark
(up, down, strange), a heavy quark (charm, bottom), a gluon,or the hadronic decay product
of a massive particle like a W boson, Z boson, Higgs boson, or top quark [59, 60]. The
data structure of a jet poses unique challenges for any classi�cation algorithm. The input
is not a �xed-size vector; rather, it is a collection of particles whose number varies from
jet to jet [ 59, 63]. Furthermore, the constituent particles have no intrinsic order, meaning
a jet is most accurately described as an unordered set of entities, or a particle cloud [60].
This high-dimensional, variable-length, and permutation-invariant nature of jet data is the
central challenge that has driven the evolution of tagging methodologies. The di�culty is
compounded by what is known as the curse of dimensionality, where the volume of data
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Figure 3-1 .: Graphical representation of one of the collision events used in obtaining the new
ATLAS result, showing traces and energy deposits left by the particles 
ying
through the ATLAS detector. They possibly originate from a Higgs boson
decaying into two taus, which subsequently decay into an electron (blue line)
and a muon (red line) [62].

required to build an accurate statistical model grows exponentially with the number of
features, making direct estimation in the full, high-dimensional space of jet constituents
computationally impractical or impossible [59].

The scienti�c motivation for jet tagging is profound, as it is a critical tool for enhancing
the discovery potential of particle physics experiments. The ability to accurately classify jets
allows physicists to distinguish between rare and interesting signal events, which may herald
the existence of new particles or phenomena, and the far more common background events
produced by known Standard Model processes [59]. Di�erent parent particles impart distinct
characteristics onto their resulting jets. For instance, jets initiated by gluons tend to have a
broader energy distribution than those from quarks, while jets originating from the hadronic
decay of highly boosted, massive particles like top quarks or Higgs bosons exhibit unique
multi-pronged internal structures [59, 65]. Similarly, jets from heavy-
avor quarks (bottom
and charm) contain long-lived hadrons that travel a measurable distance before decaying,
creating displaced secondary vertices that are absent in light-
avor jets [ 59, 66]. By deve-
loping algorithms|or taggers|that can identify these feat ures, researchers can e�ectively
�lter out the overwhelming background of jets from light quarks and gluons, thereby isola-
ting the speci�c signatures they seek. A signi�cant improvement in this background rejection
capability directly translates to a substantial increase in an sensitivity of the experiment to
new physics [59, 60].

In the language of statistical learning, the performance ofany jet tagging algorithm is boun-
ded by a theoretical upper limit de�ned by the Neyman-Pearsonlemma: the likelihood ratio
[61]. Given two classes of jets, a signal class (A) and a background class (B), and a complete
representation of a properties of the jet as a high-dimensional vector x, the optimal classi�er
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Figure 3-2 .: Illustration of jet tagging at the CERN LHC. High-energy proton-proton co-
llisions at the LHC can produce new unstable particles that decay and yield a
collimated spray of outgoing particles. These outgoing particles are measured
by complex particle detector systems, and jets can be built (reconstructed)
from these measured particles. The goal of jet tagging is to classify the jets
and identify those arising from particles of high interest,e.g., the Higgs boson,
the W or Z boson, or the top quark. [64].

is any monotonic function of the ratio of probability densities,p(xjA)=p(xjB ) [61]. No other
function or observable can achieve a lower false positive rate (background misidenti�cation)
for a given true positive rate (signal e�ciency) [61]. This likelihood ratio represents the fun-
damental limit of jet tagging sensitivity. However, this optimum is practically inaccessible.
The primary reason is that the probability densitiesp(xjA) and p(xjB ) are not known from
�rst principles as analytical functions [61, 59]. While they can be sampled using complex
Monte Carlo simulations, the high and variable dimensionality of the feature spacex ma-
kes a direct estimation of these densities computationallyintractable due to the curse of
dimensionality [61, 59]. Consequently, physicists cannot simply calculate the true likelihood
ratio, and for many years, it was impossible to even know how close existing taggers were to
this theoretical limit. This fundamental challenge is the core reason for the extensive use of
machine learning, which serves as a powerful methodology for approximating this unknown
optimal function [59].

3.1.2. A Historical Review of Methodologies

For decades, prior to the widespread adoption of deep learning, progress in jet tagging
was driven primarily by the development of physics-informed, low-dimensional observables
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based on the internal radiation patterns of jets, a �eld known as jet substructure [65, 59].
This approach represented a direct confrontation with the curse of dimensionality; rather
than attempting to analyze the full, high-dimensional data, physicists used their expert
knowledge of QCD to engineer a small set of handcrafted features that captured the most
salient discriminating information [59, 63]. A prominent example of such an observable is
N-subjettiness, denoted� N , which quanti�es the degree to which a energy of the jet is
collimated aroundN distinct axes [65, 67]. Ratios of these variables, such as� 21 = � (1)

2 =� (1)
1

and � 32 = � (1)
3 =� (1)

2 , became standard tools for identifying jets with two- or three-pronged
decay structures (e.g., from W bosons or top quarks, respectively) against the single-pronged
structure typical of QCD jets [67, 65]. For 
avor tagging, expert features were designed to
identify the presence of displaced secondary vertices and the impact parameters of associated
tracks, exploiting the long lifetimes of heavy-
avor hadrons [59, 66].

The engineered, low-dimensional features derived from jetsubstructure provided a mana-
geable input space for shallow machine learning algorithms, which became the standard in
the �eld for many years [59]. These models, characterized by having few or no hidden layers,
were adept at �nding optimal decision boundaries within this reduced feature space. For
an extended period, the status quo in high-energy physics was the use of Boosted Decision
Trees (BDTs), typically implemented in software frameworks like TMVA [ 59]. BDTs and
other shallow methods, such as early single-layer arti�cial neural networks and support vec-
tor machines, provided a signi�cant boost in performance over simple, single-variable cuts
by learning the complex correlations between the expert features [59]. For instance, early

avor tagging algorithms of the the CMS Collaboration, suchas the Combined Secondary
Vertex (CSV) tagger, used likelihood-ratio discriminants and simple feed-forward multilayer
perceptrons to combine information from secondary vertices and tracks [66]. While these
multivariate techniques were powerful, their performancewas fundamentally capped by the
information content of the initial, handcrafted features.They were understood to be limi-
ted, often failing to match the performance of bespoke, physicist-tuned solutions when the
dimensionality of the input data grew even moderately large[59].

The emergence of deep learning around 2012 marked a fundamental paradigm shift in the
approach to jet tagging [59]. The development of techniques to train very large neural net-
works with many hidden layers enabled the creation of tools that could adeptly handle
higher-dimensional and more complex problems than were previously feasible [59]. This new
capability directly challenged the long-standing necessity of manual dimensionality reduc-
tion. Seminal studies quickly demonstrated that deep neural networks, when trained on
lower-level data such as the raw four-momenta of a constituent particles of the jet, could
signi�cantly outperform the shallow networks that relied on a small set of high-level engi-
neered features [59, 63]. This result was a critical validation of a long-held suspicion within
the community: the process of expert feature engineering, while guided by robust physical
intuition, was inherently suboptimal and resulted in a lossof valuable information [59, 63].
Deep learning models, by virtue of their capacity to learn relevant features automatically
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from the raw data, were able to access and exploit the subtle,high-dimensional correlations
that were discarded during the manual data reduction process.

Table 3-1 .: Evolution of Jet Tagging Methodologies

Era Dominant Jet
Representation

Key Observa-
bles/Features

Example ML Algo-
rithms

Pre-Deep
Learning (c.
1990s-2012)

Low-dimensional
feature vector

Jet Substructure (� 21,
� 32), Secondary Vertex
info, Jet mass

Boosted Decision
Trees (BDTs), Sha-
llow Neural Networks,
Likelihood Discrimi-
nants

Early Deep
Learning (c.
2014-2018)

2D Image (Calori-
meter Grid) or 1D
Ordered Sequence

Pixel intensities
(Energy/pT deposits)
or Ordered list of
particle 4-momenta

Convolutional
Neural Networks
(CNNs), Recurrent
Neural Networks
(RNNs/LSTMs), 1D
CNNs

Modern Deep
Learning (c.
2019-Present)

Unordered Set
(Particle Cloud) /
Graph

Full particle consti-
tuent information (4-
momenta, PID, im-
pact parameters)

Graph Neural Net-
works (GNNs) e.g.,
ParticleNet; Transfor-
mers e.g., ParT

One of the �rst and most in
uential applications of deep learning to jet physics involved
a creative re-imagining of the jet data structure. In 2014, researchers recognized that the
projective, grid-like structure of particle detectors' calorimeters, which measure energy de-
positions in discrete spatial cells, bore a strong resemblance to the pixels of a digital image
[59, 60]. This insight allowed physicists to represent a jet as a 2D jet image, where pixel in-
tensity corresponded to the energy or transverse momentum deposited in a given calorimeter
cell [59]. This representation was revolutionary because it enabled the direct application of
one of the most powerful tools in the deep learning arsenal: the Convolutional Neural Net-
work (CNN). CNNs, which had achieved state-of-the-art performance in computer vision,
were naturally suited to learning hierarchical features from spatial data [59]. Algorithms like
the CMS ImageTop tagger employed 2D CNNs to process these jet images and were found
to perform as well as or better than previous methods based onengineered substructure
variables [66]. Despite this success, the image-based approach had notable shortcomings. Jet
images are often extremely sparse, with the vast majority ofpixels containing zero energy,
which can lead to computational ine�ciency. Moreover, the process of pixelization makes
it di�cult to incorporate crucial, non-additive particle i nformation, such as particle type or
charge, especially when multiple distinct particles fall within the same image pixel [60].
To overcome the limitations of the image-based approach, a more natural and 
exible re-
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Figure 3-3 .: Representation of Jets as images from [68].

presentation emerged: viewing the jet as a collection of itsconstituent particles [60]. This
particle-based approach allows for the inclusion of a rich set of features for each particle and
is signi�cantly more compact than a sparse image [60]. The dominant method for proces-
sing this collection was to impose an order on the particles|for instance, sorting them by
decreasing transverse momentum|and treating the jet as a one-dimensional sequence [60].
This data structure is a natural �t for architectures designed for sequential data, such as Re-
current Neural Networks (RNNs) equipped with Long Short-Term Memory (LSTM) units,
or one-dimensional CNNs [59, 60]. The DeepAK8 algorithm of the CMS experiment is a key
example of this paradigm, employing a deep 1D CNN based on the ResNet architecture to
process sequences of up to 100 constituent particles for multi-class boosted object tagging
[66]. This approach proved highly e�ective, with recurrent and1D convolutional models sig-
ni�cantly improving performance in tasks like 
avor tagging and boosted top tagging [59].
The primary conceptual drawback of this representation, however, is that the constituent
particles within a jet have no intrinsic physical order. Themanually imposed sorting is an
arti�cial construct that may prove to be suboptimal and could potentially impair the ul-
timate performance of the model by obscuring more natural relationships within the data
[60].

The most recent and physically motivated paradigm in jet representation is to treat the jet
as an unordered, permutation-invariant set of particles|a particle cloud [60]. This approach
is directly analogous to the concept of a point cloud in the computer vision domain and re-
presents a signi�cant conceptual advance [60]. It retains all the advantages of particle-based
representations, such as 
exibility in feature inclusion and data compactness, while crucially
respecting the fundamental permutation symmetry of the constituent particles [60]. By aban-
doning the arti�cial ordering required for sequential models, the particle cloud representation
allows algorithms to learn the intrinsic relationships between particles without being biased
by a human-imposed sorting criterion [60]. This shift in representation is a prime example of
the co-evolution of problem formulation in physics and algorithmic capabilities in machine
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Figure 3-4 .: Representation of Jets as sequences adapted from [68].

learning. As the broader machine learning community developed architectures capable of
operating on unordered sets and graph structures|such as Deep Sets, Graph Neural Net-
works, and Transformers|particle physicists were able to adopt a data representation that
more faithfully re
ected the underlying physical reality of a jet. This symbiotic relationship
has driven the �eld forward, moving from forcing jet data into existing ML formats (ima-
ges, sequences) to inspiring the development of novel architectures tailored to the unique
structure of the data.

Figure 3-5 .: Representation of Jets as particle clouds from [68].

To e�ectively process the unordered data structure of a particle cloud, specialized deep lear-
ning architectures were required. Among the most successfulare Graph Neural Networks
(GNNs), which are designed to operate on data with a graph structure. The ParticleNet
algorithm, based on a Dynamic Graph Convolutional Neural Network (DGCNN), is a state-
of-the-art example of this approach [60]. ParticleNet treats the particle cloud as a graph
where the particles are nodes. The core of its architecture is the EdgeConv operation, a
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convolution-like function for point clouds [60]. For each particle (node), EdgeConv dynami-
cally identi�es its k-nearest neighbors in a chosen feature space (e.g., spatialcoordinates)
and then aggregates information from the edges connecting them. This process allows the
network to learn features hierarchically by exploiting thelocal spatial structure of the parti-
cle cloud, in a manner analogous to how a standard CNN learns from local patches of pixels
in an image [60]. The dynamic nature of the DGCNN means that as the network goes deeper,
the feature space used to de�ne neighbors is updated, allowing the model to learn the most
physically relevant relationships between particles rather than relying on a �xed, prede�ned
geometry [60].
Another powerful class of architectures adapted for the particle cloud representation is the
Transformer, which was originally developed for natural language processing [59, 64]. Models
such as the Particle Transformer (ParT) have set new performance benchmarks in jet tagging
[64]. The key innovation of the Transformer is the attention mechanism, which allows the
model to dynamically weigh the importance of every other particle in the jet when proces-
sing a given particle [64]. This enables the model to capture global, long-range correlations
within the jet, as every particle can directly attend to every other particle. This approach
has proven to be highly e�ective for learning the intricate correlations present in jets from
massive particle decays [64]. The development of these advanced models also reveals a fasci-
nating trend: the return of expert physics knowledge, not ashandcrafted input features, but
as inductive biases embedded within the model architectureitself. For example, the ParT
model augments its attention mechanism with explicitly de�ned, physics-inspired pairwise
interaction features, such as the angular separation (�R), relative transverse momentum
(kT ), and invariant mass (m2) of particle pairs [64]. This represents a sophisticated synthesis
of data-driven learning and domain expertise, where the roleof the physicist evolves from
feature engineer to architecture designer, guiding the learning process of the model with
fundamental physical principles.

3.2. The State of the Art and Future Outlook

The modern architectures operating on particle cloud representations have established a new
state of the art in jet tagging performance, signi�cantly outperforming previous methods
across a range of benchmark tasks [60]. On a widely used top-quark tagging benchmark, the
ParticleNet model demonstrated a background rejection at 30% signal e�ciency that was
approximately 1.8 times better than the set-based ParticleFlow Network (PFN) and 2.1 ti-
mes better than the sequence-based P-CNN [60]. Even a simpli�ed version, ParticleNet-Lite,
with substantially reduced computational complexity, wasshown to outperform all previous
models, highlighting the e�cacy of the underlying graph-based approach [60]. Furthermore,
these particle-based representations o�er the signi�cantadvantage of being able to seamlessly
incorporate additional low-level information, such as Particle Identi�cation (PID) data. Stu-
dies have shown that including PID information can increasebackground rejection power by
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10-15 % for the same model architecture, a bene�t that is di�cult to realize in image-based
representations [60]. These concrete performance gains underscore the successof the modern
particle cloud paradigm.
Despite the remarkable success of modern taggers, a critical question remained unanswered
for years: how close is this state-of-the-art performance to the absolute theoretical maximum
de�ned by the likelihood ratio? Recently, this question hasbeen addressed through the use
of cutting-edge generative AI [61]. Researchers have trained highly realistic, auto-regressive
generative models on large datasets of simulated jets. A keyfeature of these models is that
they can provide the exact probability density for any givenjet, allowing for the direct
calculation of the true likelihood ratio for a synthetic dataset that mirrors the complexity
of real data [61]. By deploying a suite of state-of-the-art taggers|including ParticleNet,
ParT, and LorentzNet|on this synthetic dataset, a signi�can t and surprising performance
gap was revealed [61]. For the task of discriminating top quark jets from QCD jets, it was
found that at a signal e�ciency of 50 %, the best-performing taggers achieve a background
rejection factor of approximately 550. The optimal classi�er, however, achieves a rejection of
about 3300|a factor of six improvement [61]. Further studies showed that this substantial
gap cannot be closed by simply training on larger datasets, which strongly suggests that the
limitation lies within the expressive power of current model architectures to capture the full
complexity of the jet data [61].
The history of jet tagging is a compelling narrative of progress, marked by a continuous
and symbiotic evolution of physics insights and machine learning capabilities. The �eld has
advanced from relying on a few handcrafted, low-dimensional features fed into shallow clas-
si�ers|a strategy born from the necessity of avoiding the curse of dimensionality|to em-
ploying sophisticated deep learning architectures that operate directly on high-dimensional,
physically motivated particle cloud representations [59, 60]. This progression has yielded
transformative improvements in performance, with modern GNN and Transformer-based
models like ParticleNet and ParT setting new standards for classi�cation accuracy and
background rejection [60, 64]. Yet, the recent, striking discovery of a large, quanti�able
gap between the performance of these state-of-the-art models and the fundamental theore-
tical limit demonstrates that the problem of jet tagging is far from solved [61]. This �nding
opens an exciting new frontier for research, reframing the objective from incremental im-
provements to the ambitious goal of closing this gap. The challenge now lies in developing
novel architectures or training paradigms capable of extracting the subtle, high-dimensional
correlations that current models are evidently missing, pushing ever closer to the optimal
classi�er and unlocking the full discovery potential of future collider experiments.



4. Deep Learning Architectures for Jet
Tagging: A Comparative Analysis of
ParticleNet and Particle Transformer

4.1. ParticleNet Model Analysis

4.1.1. Core concepts

ParticleNet models jets using aparticle cloud representation, treating each jet as an unorde-
red, permutation-invariant set of constituent particles analogous to point clouds in computer
vision [69]. This representation explicitly respects the permutation symmetry of particles
within a jet while providing 
exibility to incorporate arbi trary particle features.
The architecture is founded on theDynamic Graph Convolutional Neural Network
(DGCNN) [60]. The key operation is theEdgeConv (edge convolution), which is a convolution-
like operation developed for point clouds [60]. The key innovation lies in treating the particle
cloud as a dynamic graph where vertices represent particlesand edges connect each parti-
cle to its k nearest neighbors. EdgeConv de�nes a local neighborhood for each particle by
�nding its k nearest neighbors and then applies a shared function over the features of the
central particle and its neighbors. Thedynamic aspect refers to the updating of the graph
between layers; the feature vectors learned by an EdgeConv layer are used as new coordi-
nates to determine the nearest neighbors for the subsequentlayer, allowing the model to
learn particle proximity dynamically [60, 70], as is shown in4-1. The core assumption of
ParticleNet is that discriminative features for jet classi�cation can be learned hierarchically
by composing local information, analogous to how Convolutional Neural Networks (CNNs)
operate on regular image grids [60].
The fundamental operation is the Edge Convolution (EdgeConv). For each particle, Edge-
Conv de�nes a local patch by identifying its k-nearest neighbors (k-NN) in a given coordinate
space. It then applies a learnable function to the features of the central particle and the ed-
ges connecting it to its neighbors. Permutation invarianceis ensured by using a symmetric
aggregation function (the mean) over the computed edge features [60].
A key feature of ParticleNet is its dynamic graph structure. While the initial graph is cons-
tructed based on geometric proximity in pseudorapidity-azimuth ( �; � ) space, subsequent
EdgeConv layers compute neighbors in the learned feature space of the preceding layer. This
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allows the network to group particles based on learned semantic similarities, not just spatial
proximity, enabling it to identify physically meaningful substructures within the jet [60].
The foundation of the model rests on the hypothesis that these dynamically learned local
relationships are su�cient to build a powerful global representation for classi�cation.

Figure 4-1 .: Left: Computing an edge feature.Right: The EdgeConv operation. The out-
put of EdgeConv is calculated by aggregating the edge features associated with
all the edges emanating from each connected vertex [70].

4.1.2. Architecture and Implementation

An EdgeConv block is the core building block of ParticleNet. It�rst identi�es the k nearest
neighbors for each particle in the cloud. The core EdgeConv operation for particle x i is
de�ned as:

x0
i = � k

j =1 h� (x i ; x i j ) (4-1)

wheref i 1; : : : ; ikg are indices ofk nearest neighbors,h� is a learnable edge function, and�
represents channelwise symmetric aggregation (mean pooling) [60].
The specialized edge function used is:

h� (x i ; x i j ) = �h� (x i ; x i j � x i ) (4-2)

implemented as a multilayer perceptron with shared parameters across all edges [60].
The EdgeConv operation is then implemented as a multi-layerperceptron (MLP) applied
to the features of each particle and its neighbors, followedby a symmetric aggregation
operation (speci�cally, the mean) over the neighbors [60]. Each block also includes shortcut
connections, inspired by ResNet, to allow input features to pass through directly [60].
The full ParticleNet architecture 4-2 consists of:

Three EdgeConv blocks withk = 16 neighbors and channels (64; 64; 64), (128; 128; 128),
and (256; 256; 256) respectively

Each block includes three-layer MLPs with batch normalization and ReLU activation
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ResNet-inspired shortcut connections

Global average pooling followed by fully connected layers for classi�cation

(a) The structure of the EdgeConv block. (b) The arquitecture of the ParticleNet network.

Figure 4-2 .: ParticleNet structures adapted from [60].

Training employs AdamW optimizer with one-cycle learning rate scheduling and careful
hyperparameter tuning for di�erent model variants.
The ParticleNet architecture is composed of stacked EdgeConv blocks, followed by a global
pooling layer and a classi�cation head. Two main versions were developed: a full-capacity
model and a lighter version for resource-constrained environments [60].
The block �rst �nds the k-nearest neighbors for each particle. The core operation is a multi-
layer perceptron (MLP) applied to edge features derived from the pair
This MLP consists of linear layers, batch normalization, and ReLU activations. The outputs
are aggregated using a channel-wise mean. A residual shortcut connection is included to
facilitate the training of deep networks [60].

4.1.3. Datasets

The performance of the ParticleNet was evaluated on two benchmark datasets:

1. Top Tagging Dataset : Consists of 2 million jets, split between hadronically decaying
top quarks (signal) and QCD dijet processes (background). Jets were generated with
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PYTHIA8 and DELPHES. The model uses the 4-momenta of up to 100 constituent
particles per jet as input [60].

2. Quark-Gluon Tagging Dataset : Contains 2 million jets initiated by quarks (signal)
and gluons (background), generated with PYTHIA8. This dataset includes not only
kinematic information but also particle identi�cation (PI D) information, which can be
integrated into the input features for each particle [60].

4.1.4. Limitations

The primary limitation of ParticleNet is its computational cost and inference latency. The
model was found to be over an order of magnitude slower than previous architectures like
P-CNN and PFN. This is due to the k-NN search required at each layerand the use of
graph operations that are typically less optimized than standard tensor convolutions in deep
learning frameworks. While not prohibitively slow for o�ine analysis, this latency can be a
constraint for real-time applications like the online trigger systems of the LHC [60]. However,
the ParticleNet-Lite model o�ers a strong balance, outperforming older models while being
only moderately slower, making it a practical and e�cient solution [60].

4.2. Particle Transformer (ParT) Model Analysis

4.2.1. Core concepts

ParT is built upon the Transformer architecture , which has proven highly successful in
natural language processing and computer vision [64]. A key inspiration is the use of apair
bias in the attention mechanism, similar to the approach in AlphaFold2, which allows for
the direct incorporation of features describing pairwise interactions [64]. The overall block
structure is based on NormFormer, and the classi�cation headuses a class token approach
inspired by CaiT [64].
ParT adapts the Transformer architecture [55] for jet tagging while maintaining the parti-
cle cloud representation. Unlike traditional Transformers, ParT treats jets as permutation-
invariant sets without positional encodings, incorporating spatial information directly th-
rough particle features [64]. The model can also be interpreted as a graph neural network
operating on a fully-connected graph, where particles are nodes and pairwise features are
edges [64]. Instead of building a representation from local neighborhoods, core assumption
of ParT is that global, all-to-all interactions between particles are fundamental. It implicitly
models the jet as a fully-connected graph where every particle can directly attend to every
other particle in each layer [64].
The key innovation is theParticle Multi-Head Attention (P-MHA) mechanism, which aug-
ments standard scaled dot-product attention by incorporating pairwise particle interaction
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features:

P-MHA( Q; K; V ) = SoftMax
�

QK T

p
dk

+ U
�

V (4-3)

whereU is an interaction matrix containing physics-motivated pairwise features between all
particle pairs [64].

4.2.2. Architecture and Implementation

The core of ParT is theParticle Multi-Head Attention (P-MHA) . This is an augmented
self-attention mechanism where a matrix of pairwise interaction features,U, is added as a
bias to the pre-softmax attention weights:

P-MHA( Q; K; V ) = SoftMax
�

QK T

p
d

+ U
�

V (4-4)

This allows the model to combine learned attention with physics-inspired interaction features,
such as the angular separation and invariant mass of particle pairs [64].

Network Structure

The baseline ParT architecture4-3 is composed of:

Input Embedding : The model takes two inputs: a list of per-particle features(N; C)
and a matrix of pairwise interaction features (N; N; C 0). The per-particle features are
embedded into a d-dimensional space, while the pairwise features are processed by a
1D convolution to produce the interaction matrixU. No positional encoding is used,
as spatial information is included in the input features [64].

Particle Attention Blocks : A stack of 8 blocks that use P-MHA to process the
particle embeddings. Each block, based on the NormFormer structure, contains a P-
MHA module and a 2-layer MLP, with Layer Normalization and residual connections.
The same interaction matrixU is used in all blocks [64].

Class Attention Blocks : Following the particle attention blocks, a learnable class
token is introduced, inspired by the CaiT methodology. Thistoken aggregates a global
jet representation by attending to all particle embeddingsin two �nal blocks that use
standard multi-head attention (without the bias U). The �nal state of the class token
is used for classi�cation [64].

Classi�er : The �nal class token is passed to an MLP and a softmax layer toproduce
the output probabilities [64].
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Figure 4-3 .: The architecture of (a) Particle Transformer, (b) Particle Attention Block and
(c) Class Attention Block [64].

The model was implemented in PyTorch. For pre-training, it used the Lookahead optimizer
with RAdam on the large-scale JETCLASS dataset. The full model has approximately 2.14
million parameters [64].
The pairwise interaction features for particles (a; b) include four physics-motivated quantities:

� =
p

(ya � yb)2 + ( � a � � b)2 (4-5)

kT = m��n( pT;a; pT;b)� (4-6)

z =
m��n( pT;a; pT;b)

pT;a + pT;b
(4-7)

m2 = ( Ea + Eb)2 � k ~pa + ~pbk2 (4-8)
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ParticleNet and Particle Transformer

where yi is the rapidity, � i is the azimuthal angle,pT;i = ( p2
x;i + p2

y;i )
2 is the transverse

momentum, and pi = ( px;i ; py;i ; pz;i ) is the momentum 3-vector andjj_jj is the norm, for
i = a; b. Since these variables typically have a long-tail distribution, we take the logarithm
and use (log � ; logkT ; logz; logm2) as the interaction features for each particle pair. The
choice of this set of features is motivated by [71, 64].
Training employs Lookahead optimizer with inner RAdam, processing the full 100M jet
JETCLASS dataset over approximately 5 epochs [64].

4.2.3. Datasets

ParT was introduced alongside a new, large-scale dataset and also evaluated on existing
benchmarks via �ne-tuning.

1. JETCLASS Dataset : A new, comprehensive dataset of 100 million training jets
across 10 di�erent classes (e.g.,q=g, H ! bb, t ! b`� , etc.). It was generated using
standard simulation tools (MadGraph5, PYTHIA, DELPHES) and provides three ca-
tegories of input features for each particle: kinematics, particle identi�cation (PID),
and trajectory displacement [64].

2. Fine-Tuning : The ParT models, pre-trained on JETCLASS, were �ne-tuned andeva-
luated on the same Top Tagging and Quark-Gluon Tagging datasets used by Particle-
Net, demonstrating signi�cant performance improvements over training from scratch
[64].

4.2.4. Limitations

The primary limitation of the ParT architecture is its computational complexity, which
scales quadraticallyO(N 2) with the number of particles, N . This scaling arises from both
the self-attention mechanism and the construction of the pairwise interaction matrix U.
While ParT is computationally competitive with ParticleNet for typical jet multiplicities
(30-50 particles), the quadratic scaling becomes a signi�cant bottleneck for jets with very
high particle counts, limiting its applicability in certain physics scenarios [64].

4.3. Comparative Analysis
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Table 4-1 .: Comprehensive Comparison of ParticleNet and ParT Architectures

Aspect ParticleNet Particle Transformer
(ParT)

Jet Modeling Particle clouds as sparse
dynamic graphs with k-NN
neighborhoods. Local iterative
information propagation with
hierarchical global structure
learning.

Particle clouds as dense,
fully-connected graphs. Direct
global view with simultaneous
attention to all particles via
self-attention mechanisms.

Architecture
Type

Dynamic Graph CNN
(DGCNN) based on
EdgeConv operations.
Specialized graph
convolutions with receptive
�eld limited to k neighbors.

Transformer with P-MHA
(Physics-augmented
Multi-Head Attention).
Global attention mechanism
with static physics-based bias
matrix.

Key Innovation - Dynamic graphs evolving
during training as learned
features change -
Physics-agnostic learning
through learned
representations - E�cient
local processing without
quadratic complexity

- Attention augmented with
physics-motivated pairwise
features (�, kT , z, m2) -
Direct modeling of all
particle-particle interactions
simultaneously - Large-scale
dataset exploitation (100M
jets) for enhanced learning

Performance - 366k parameters (compact
model) - State-of-the-art at
time of publication - E�ective
on smaller datasets (2M jets)
- O(N ) scaling for �xed k

- 2.14M parameters (5Ö
larger) - 70 % improvement in
background rejection -
Requires large datasets to
reach full potential - O(N 2)
quadratic scaling

Trade-o�s Advantages: Computational
e�ciency, excellent local
modeling, ParticleNet-Lite
variant available
Limitations: Long-range
dependencies require
multi-hop propagation,
performance surpassed on
large datasets

Advantages: Superior
performance, explicit physics
integration, pre-training
capabilities Limitations:
Memory constraints for
high-multiplicity jets,
quadratic scaling,
data-hungry architecture



5. Exploratory Data Analysis

In this section we present a comprehensive exploratory dataanalysis of the features within
the JETCLASS dataset, designed for the task of jet tagging using the Particle Transformer
(ParT) model. We investigate the distributions and correlations of three primary catego-
ries of particle-level features: angular coordinates, kinematics, and trajectory displacement.
Furthermore, we analyze a set of high-level, physics-motivated observer variables, including
jet substructure observables like Soft Drop mass and N-subjettiness. The analysis elucidates
the physical origins of these features and their discriminative power in distinguishing jets
initiated by heavy bosons, top quarks, and light quarks or gluons. This work provides a foun-
dational understanding of the data landscape, bridging thegap between low-level particle
data and the high-level physics concepts that deep learningmodels for jet tagging aim to
capture. A thorough EDA is not merely a preliminary step but acrucial component of the
research cycle. It serves to validate that the low-level features contain su�cient information
for the classi�cation task and provides a physical basis forinterpreting the behavior and
performance of complex models like ParT. By examining the distributions and correlations
of the input features, we can illuminate how these models learn to approximate and even
surpass the discriminative power of established, physics-motivated observables. This analy-
sis will proceed from the most fundamental particle-level features to more complex, jet-wide
observer variables, providing a comprehensive overview ofthe data landscape for modern jet
tagging.

5.1. Dataset and Feature Overview

The analysis presented is based on the JETCLASS dataset, a large-scale public benchmark
designed to facilitate advancements in deep learning for jet tagging [64]. It represents a
signi�cant step forward from previous public datasets in both size and scope. The dataset
contains a total of 100 million jets for training, with an additional 5 million for validation
and 20 million for testing. These statistics are approximately two orders of magnitude larger
than those of preceding datasets, enabling the training of high-capacity models like ParT
without being limited by data availability [ 64]. For this EDA we use a balanced sample of
100k jets equivalent to 0.1 % of total JETCLASS dataset.
The jets are simulated using a standard toolchain for high-energy physics (HEP) research.
The initial production and decay of signal particles (top quarks, W, Z, and Higgs bosons)
are generated with MADGRAPH5aMC@NLO, while the subsequent parton showering and
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hadronization are handled by PYTHIA. Detector e�ects are emulated using DELPHES with
a con�guration based on the CMS detector. Jets are reconstructed from the resulting particle-

ow objects using the anti-kT algorithm with a distance parameter ofR = 0;8. The analysis
is restricted to jets with a transverse momentum (pT ) in the range of 500-1000 GeV and
a pseudorapidity j� j < 2 [64]. The dataset includes 10 distinct jet classes: a background
category of jets from light quarks or gluons (q/g), and nine signal categories corresponding
to various decay modes of top quarks (t ! bqq0, t ! bl� ), W bosons (W ! qq0), Z bosons
(Z ! q�q), and Higgs bosons (H ! bb, H ! cc, H ! gg, H ! 4q, H ! l�qq0) [64].
For each jet, the dataset provides a list of its constituent particles. Each particle is described
by a set of low-level features that are categorized into three groups: Kinematics, Particle
Identi�cation, and Trajectory Displacement. These features, summarized in Table5-1, form
the direct input to the ParT model and are the primary subjectof the following analysis.

Table 5-1 .: Particle-Level Input Features for the ParT Model, based on the JETCLASS
dataset description [64].

Category Variable De�nition Physical Relevance
Angular Coordinates � � Pseudorapidity di�erence,

� particle � � jet

De�nes particle position relative to the
jet axis; core of the spatial structure of
the jet.

� � Azimuthal angle di�erence,
� particle � � jet

De�nes particle position relative to the
jet axis; core of the spatial structure of
the jet.

Kinematics logpT log(pT ), logarithm of particle
transverse momentum

Encodes energy scale of particle trans-
verse to the beam; log scale handles wi-
de dynamic range.

logE log(E), logarithm of particle
energy

Encodes total energy scale of particle;
highly correlated with logpT .

pT;rel log(pT =pT;jet ), log of particle pT

relative to jet pT

Scale-invariant measure of momentum
of the particle contribution to the jet.

Erel log(E=Ejet ), log of particle energy
relative to jet energy

Scale-invariant measure of energy of the
particle contribution to the jet.

� R � R =
p

(� � )2 + (� � )2, angular
distance to jet axis

Measures how collimated a particle is
with the jet; fundamental to substruc-
ture.

Trajectory Disp. tanh(d0) Hyperbolic tangent of the trans-
verse impact parameter value

Identi�es tracks displaced from the pri-
mary vertex, a key sign of heavy-
avor
(b/c) hadron decays. The tanh function
bounds the value.

tanh(dz) Hyperbolic tangent of the longi-
tudinal impact parameter value

Complementsd0 for 3D vertex displa-
cement. The tanh function bounds the
value.

� d0 Measurement error ond0 Allows the model to learn impact pa-
rameter *signi�cance* (d0=� d0), crucial
for robust tagging.

� dz Measurement error ondz Allows the model to learn impact para-
meter *signi�cance* (dz=� dz).
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5.2. Analysis of Particle-Level Features

The Particle Transformer model operates directly on the setof constituent particles, leve-
raging their individual properties and their relationships to classify the jet. This section
analyzes the fundamental features provided for each particle, exploring their distributions
and physical implications.

5.2.1. Jet Morphology: Angular Distribution in the (� �; � � ) Plane

The most basic representation of a structure of the jet is thespatial distribution of its
constituent particles. By calculating the pseudorapidity(� ) and azimuthal angle (� ) of each
particle relative to the central axis of the jet, we can project the energy of the jet 
ow
onto a 2D plane. This (� �; � � ) representation e�ectively transforms the jet into a point
cloud centered at the origin, a format amenable to processing by geometric deep learning
architectures [64]. A visualization of these coordinates reveals that the vast majority of
particles are concentrated near the center (�� = 0; � � = 0), consistent with the de�nition
of a jet as a collimated spray of particles. The density of points falls o� rapidly with increasing
distance from the center, largely contained within the jet clustering radius of � R = 0;8 as
shown in 5-2.
While the overall distribution is centrally peaked for all jet types, the morphology of this
point cloud contains crucial information for discrimination. The shape of the particle distri-
bution encodes the decay topology of the parent particle of the jet. A jet originating from a
single light quark or gluon typically exhibits a single, relatively symmetric core of energy de-
position. In contrast, a jet from the hadronic decay of a massive particle, such as a W boson
decaying to two quarks (W ! q�q0), will often manifest as two distinct lobes of energy within
the jet cone. Similarly, a boosted top quark that decays hadronically (t ! bq�q0) produces
a characteristic three-prong signature. These multi-prong structures, visualized as distinct
clusters in the (� �; � � ) plane (as exempli�ed in Figure5-1), provide a powerful signature
for identifying signal jets. The ability of a model like ParT to achieve high performance is
fundamentally tied to its capacity to recognize these subtle morphological patterns directly
from the raw particle coordinates. The self-attention mechanism is particularly well-suited
for this task, as it can learn to identify relationships between particles that form these distinct
sub-clusters.

5.2.2. Constituent Kinematics and Energy Flow

The kinematic features of constituents of a jet|their energy (E), transverse momentum
(pT ), and angular separation from the jet axis (�R)|are governed by the physics of QCD
parton showers and hadronization. These variables span several orders of magnitude, so a
logarithmic transformation is applied to compress their dynamic range and stabilize their
distributions for use in a neural network. An analysis of these variables (Figures5-3, 5-4)
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Figure 5-1 .: Examples of the 10 types of jets in the JETCLASS dataset, viewed as particle
clouds.

Figure 5-2 .: Heatmap of the point features, � � and � � .

reveals strong and physically intuitive correlations. Forinstance, a energy of the particle and
transverse momentum (logE and logpT ) are highly correlated, as expected for relativistic
particles. More importantly, there is a strong negative correlation between a momentum of
the particle and its angular distance from the jet axis (logpT vs. � R). This re
ects a core
principle of parton showers: harder particles (higherpT ) are emitted at smaller angles and
remain more collimated with the initiating parton, while softer radiation is emitted at wider
angles.

The JETCLASS dataset also provides relative kinematic variables, such aspT;rel = log( pT =pT;jet ),
which make the momentum of particle scale-invariant with respect to the overall jet momen-
tum. This can help the model learn features that are robust across the wide range of jet
pT present in LHC data. However, the most profound insight comes not from the individual
particle kinematics but from the relationships between pairs of particles. The architecture of
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the Particle Transformer is explicitly designed to exploitthis. In addition to the individual
particle features, ParT uses a set of pairwise interaction features that are calculated for every
pair of particles in the jet. These features, de�ned in Equation (3) of [64], include the inva-
riant mass (m2) and relative transverse momentum (kT ) of the pair. These are not arbitrary
choices; they are directly inspired by the physics of QCD splittings and particle decays. For
example, the two quarks from aW ! q�q0 decay form a pair with an invariant mass near the
W boson mass (mW � 80;4 GeV). By providing these pairwise features as an explicit bias
to the attention mechanism (the P-MHA module), ParT is given apowerful inductive bias
that helps it identify these physically meaningful particle pairs, a distinct advantage over
models that must learn these complex multi-particle correlations implicitly.

Figure 5-3 .: Distributions of non-correlated kinematic features.

Figure 5-4 .: Radial energy pro�les of QCD and Wqq jets.

5.2.3. The Heavy-Flavor Signature: Trajectory Displacement

One of the most powerful features for distinguishing jet 
avors is information related to
trajectory displacement. This technique, central to b-tagging and c-tagging, exploits the
relatively long lifetimes of hadrons containing bottom (b)and charm (c) quarks [72, 73].
At the LHC, these heavy-
avor hadrons are produced with largeboosts, allowing them
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Figure 5-5 .: Pairplot of transversal kinematic features by jet type.

to travel a measurable distance|typically on the order of millimeters|from the primary
proton-proton interaction vertex before they decay. This results in a displaced secondary
vertex from which their decay products originate [74]. Consequently, the tracks of charged
particles emerging from these decays do not point back to theprimary vertex.
This displacement is quanti�ed by the transverse (d0) and longitudinal (dz) impact parame-
ters, which measure the distance of the track of closest approach to the primary vertex in the
transverse plane and along the beam axis, respectively. Forparticles originating promptly
from the primary interaction, as is the case for most constituents of light-quark and gluon
jets, the distributions of d0 and dz are sharply peaked at zero, with a width determined by
the tracking resolution of the detector. In contrast, for jets containing b- or c-hadrons (e.g.,
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from H ! bb, H ! cc, or top quark decays), the impact parameter distributions exhibit
broad, non-Gaussian tails extending to large values, as seen in Figure 5-7. This provides a
stark and highly e�ective signature for identifying heavy-
avor jets [ 64].
Critically, the raw displacement values are not the only information provided. The JET-
CLASS dataset also includes the measurement uncertainties on these parameters,� d0 and
� dz , as separate input features [64]. This is a physically motivated and sophisticated feature
engineering choice. In traditional tagging algorithms, the most robust discriminant is not
the impact parameter itself, but its signi�cance, de�ned asthe ratio d0=� d0 [74, 75]. A large
displacement is only meaningful if it is large compared to its measurement uncertainty. By
providing both the value and its error as inputs, the datasetenables the ParT model to
learn the concept of signi�cance implicitly. The model can discover, through training, that
a combination of these features is a more powerful discriminant than either one in isolation.
This allows the neural network to replicate the logic of classic, expertly-designed algorithms
within a more 
exible and powerful end-to-end learning framework.

Figure 5-6 .: Distributions of trajectory displacement features.

Figure 5-7 .: Distribution of signi�cance of transversal trajectory displacement features for
QCD, Hbb and Wqq jets.

5.3. Analysis of High-Level Observer Variables

While the ParT model is trained on low-level particle data, its performance can be unders-
tood and validated by examining high-level observer variables. These are jet-wide features,
often rooted in decades of phenomenological and experimental work, that are not used as
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Figure 5-8 .: Pairplot of transversal trajectory displacement features by jet type.

direct inputs to the model. They serve to distill the complexinformation within the parti-
cle cloud into a few physically meaningful quantities. Analyzing their distributions (Figure
5-9) provides a clear picture of the physics that the deep learning model must be capturing
implicitly to achieve its classi�cation power.

5.3.1. Global Properties and Groomed Jet Mass

The simplest observer variables are global properties of the jet, such as its total transver-
se momentum (jetpt), total energy (jet energy), and the number of constituent particles
(jet nparticles). While jet pt and jet energy primarily de�ne the overall energy scale of the
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Table 5-2 .: High-Level Jet Observer Variables for Analysis and Interpretation.
Variable De�nition Physical Relevance
jet pt Total transverse momentum of the jet. Basic kinematic scale of the jet.
jet energy Total energy of the jet. Basic kinematic scale of the jet.
jet nparticles Number of constituent particles in the

jet.
Proxy for jet 
avor; gluon jets typically ha-
ve higher multiplicity than quark jets of the
samepT .

jet sdmass Jet mass calculated after applying the
Soft Drop grooming algorithm.

A robust measure of the invariant mass of
the parent particle of the jet, cleaned of
soft/wide-angle radiation [76, 77].

� N N-subjettiness, a jet shape variable
measuring the compatibility of the jet
with an N-subjet hypothesis.

Quanti�es the N-prong nature of a substruc-
ture of a jet [78, 79].

event, jet nparticles o�ers some 
avor discrimination. Due to the larger color factor of the
gluon compared to a quark, gluon-initiated jets tend to radiate more and thus fragment into
a higher multiplicity of �nal-state particles than quark-i nitiated jets of the samepT . This
makes particle multiplicity a useful, albeit not de�nitive, handle for quark-gluon discrimina-
tion.
A far more powerful discriminant is the jet mass. The invariant mass of all particles in a
jet initiated by a massive particle should, in principle, reconstruct the mass of that parent.
However, the raw jet mass is often contaminated by soft, wide-angle radiation from the parton
shower as well as uncorrelated particles from pileup and theunderlying event. To mitigate
this, jet grooming algorithms are employed. The JETCLASS dataset provides the Soft Drop
mass (jet sdmass), which is calculated after applying the Soft Drop algorithm to remove
such contamination [76, 77]. This procedure iteratively removes the softer of two branches at
each stage of the clustering history of the jet if it doesn't pass a certain momentum fraction
threshold.

5.3.2. Quantifying Substructure: N-subjettiness

Beyond the jet mass, the internal energy distribution, or substructure, of a jet provides
critical information about its origin. N-subjettiness, denoted � N , is a class of jet shape ob-
servables designed to quantify the N-prong nature of a jet [78, 79]. It measures the degree to
which the constituent particles of the jet are aligned withN candidate subjet axes. A small
value of � N indicates that the jet is well-described by an N-subjet hypothesis, while a large
value suggests it is not. A jet with a single, pencil-like core of energy (typical for a light
quark) will have a small� 1. A jet with two distinct energy lobes (like a W boson decay) will
have a small� 2 but a larger � 1.
The true power of N-subjettiness comes from using ratios of these variables. The ratio� 21 =
� 2=�1 is a canonical discriminant for 2-prong decays. For a 2-prong jet, � 2 will be small while
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� 1 is relatively large, resulting in a small� 21 value. For a 1-prong QCD jet, both� 1 and � 2

will be of similar magnitude (since there is no well-de�ned second subjet), leading to a� 21

value close to 1 [80, 78]. Similarly, the ratio � 32 = � 3=�2 is the standard tool for identifying
3-prong top quark decays. Distribution plots of the� N variables and this ratios (Figures
5-9 and 5-10) reveals these separations, with W/Z/H jets populating regions of low� 21 and
background QCD jets clustering where� 1 � � 2.
These N-subjettiness variables represent a sophisticated,physics-driven method for identif-
ying energy sub-clusters. The architecture of the ParticleTransformer provides a remarkable
parallel.

Figure 5-9 .: Distributions of the primary observer variables.
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Figure 5-10 .: Distributions of n-subjettiness ratios.



6. Results and Analysis

6.1. Experimental Setup and Evaluation Metrics

For this study, random subsamples of 1, 2, and 10 million jetswere generated from the
JetClass dataset, which originally contains 100 million jets [81]. The training and evaluation
of the Particle Transformer (ParT ) and ParticleNet (PN ) models were conducted
by modifying the scripts from the o�cial repository [64], which have been made publicly
available in a new repository [82]. Due to the memory constraints of the GPU used (NVIDIA
GeForce RTX 4050), training was performed with abatch sizeof 128. A learning rate of
5� 10� 4 was employed for approximately 13 epochs. This con�guration ensures that the total
number of weight updates is comparable to that of the original study by [64], establishing
an equitable basis for comparing results.
The primary evaluation metrics were the Area Under the Receiver Operating Characteristic
curve (AUC-ROC), the Area Under the Precision-Recall curve (AUC-PR), the F1-score,
and the Background Rejection , as proposed in [64]. In all binary analyses, quark and
gluon jets (QCD jets) were treated as the background class, while each of theother nine
jet types was treated as the signal. This approach, known asone-vs-all or, more precisely,
one-vs-QCD, is standard practice in particle physics.
The discovery potential [83] is directly proportional to the square root of the background
rejection (Z /

p
Rej). Consequently, a comparison of rejection factors between two models

allows for a direct quanti�cation of the improvement in discovery potential, calculated as:

Improvement in Z =

 s
RejNew

RejOld
� 1

!

� 100 %

6.2. Comparative Evaluation of Architectures

This section evaluates the performance of theParT and PN models using the 10 million
jet dataset. A comparison of the aggregate performance metrics is summarized in Table6-
1. The ParT model exhibits superior performance, achieving higher values for AUC ROC,
AUC PR, Average Precision, and F1-Score. While the improvementsin AUC metrics are
modest, the most notable enhancement is the 1.95 % increase in Average Precision, which
signi�es a more robust ability of the ParT model to maintain high precision across di�erent
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classi�cation thresholds. This is a critical characteristic for physics analyses that rely on the
purity of the selected event sample.

Table 6-1 .: Comparison of overall performance metrics and the percentage improvement of
ParT relative to PN, trained on 10M jets.

Metric ParT PN Improvement ( %)

AUC ROC 0;9865 0;9833 +0.33 %
AUC PR 0;9892 0;9869 +0.23 %
Avg. Precision 0;9151 0;8976 +1.95 %
F1-Score 0;9596 0;9549 +0.49 %

The performance gap is particularly wide for speci�c, challenging classes, as shown in Figure
6-1. All speci�cs metrics for each jet class are exposed in TableD-1 . At a 50 % signal
e�ciency (Rej@50 %), background rejection of ParT is substantially higher:

Higgs Boson Decays (Hbb, Hcc, Hgg, H4q, Hqql.): TheParT architecture exhibits a
decisive superiority in heavy-
avor tagging, a crucial channel for Higgs boson studies.
This translates to a direct increase in discovery potentialof 37.6 % for Hbb jets and
34.8 % for Hcc jets when compared to ParticleNet. For purely kinematic channels
such asHgg , the advantage is more modest.

Top Quark Decays (Tbl, Tbqq): In highly complex jets originating from top quarks,
ParT exhibits its most signi�cant improvement. For the hadronic Tbqq channel,
ParT achieves a four-fold increase in background rejection over PN, which doubles
(+100.0 %) the discovery potential , demonstrating a superior ability to model
complex jet structures.

Vector Boson Decays (Wqq, Zqq): Although these channels are intrinsically di�cult
to distinguish from the QCD background, ParT consistently o�ers higher background
rejection. This allows for reduced contamination and improves the precision of measu-
rements that rely on correct W/Z jet identi�cation.

On average, across all jet classes with �nite rejection values, ParT improves background
rejection by a factor of2.6X at 50 % signal e�ciency. This corresponds to an average increase
of 59.8 % in discovery potential, establishing ParT as a signi�cantly more powerful tool for
physics analysis.

6.3. Impact of Dataset Size

This analysis examines how model performance is a�ected by increasing the training dataset
size from 1 to 10 million jets. As shown in Table6-2, both models demonstrate a monoto-
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Figure 6-1 .: Comparison of background rejection for models ParT y Particle Net by jet
class.

nic improvement in all aggregate metrics with more data. However, the ParT architecture
capitalizes on the additional data more e�ectively, showing a consistently higher percentage
gain across all metrics. This is most pronounced in Average Precision, where ParT improves
by 2.20 % compared to 1.53 % of PN when scaling from 1M to 10M jets.

Table 6-2 .: Total percentage improvement in performance when scaling the training dataset
from 1M to 10M jets.

Metric Improvement % ParT Improvement % PN
(1M ! 10M) (1M ! 10M)

AUC ROC +0.36 % +0.25 %
AUC PR +0.18 % +0.12 %
Avg. Precision +2.20 % +1.53 %
F1-Score +0.44 % +0.23 %

The analysis per jet class, illustrated in Figure6-7, 6-8, reveals that the bene�t of more
data is heterogeneous. All metrics for each jet type are shownin Tables D-2 , D-3 . Classes
with complex signatures bene�t signi�cantly. For the ParT model, scaling from 1M to 10M
jets resulted in:

Statistically-Sensitive Channels (H4q, Hcc, Top): Increasing the dataset from 1M to
10M jets bene�ts the di�erent channels heterogeneously. Those with more subtle and
complex signatures, such asH4q and Hcc , capitalize on the increased statistics, im-
proving their discovery potential by 52.8 % and 46.0 % respectively with the ParT
model. This model proves to be more robust and scalable, in contrast to PN, which
showed instability and performance degradation for the Hbb channel.
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Channels with Performance Saturation (Wqq, Zqq, Hgg):For jets with simpler signa-
tures, such as those from W/Z bosons or Hgg, performance saturates quickly. This
indicates that the discrimination limit of model is reachedwith 1M jets, and addi-
tional statistics provide only marginal bene�t. For Hgg Jets the background rejection
improves by a factor of only 1.04X. This translates to a negligible increase in disco-
very potential of just bf1.9 %. For Zqq jets, the background rejection increasing by
a factor of 1.10X. This results in a minor discovery potentialgain of 4.9 %. While
performing slightly better than the other two, for Wqq jets the gain is still moderate:
the background rejection increases by a factor of 1.62X, leading to a 27.3 % increase
in discovery potential.

The ParT model demonstrates excellent scalability. Its average background rejection increa-
ses by a factor of1.68X when scaling from a 1M to a 10M dataset. This translates into
a substantial average increase indiscovery potential of 29.6 % . In stark contrast, the
ParticleNet model shows very poor scalability. Its average background rejection improves
by a negligible factor of1.05X , yielding a marginal gain in averagediscovery potential
of only 2.4 % . This general analysis reinforces a key �nding: ParT is not only a supe-
rior architecture in terms of absolute performance, but it is also signi�cantly more e�ective
at learning from larger datasets. The performance gains areprimarily driven by its ability
to better resolve complex jet signatures with increased statistics, a task where ParticleNet
appears to stagnate.

Figure 6-2 .: H4q Figure 6-3 .: Hbb Figure 6-4 .: Hcc Figure 6-5 .: Hgg Figure 6-6 .: Hqql

Figure 6-7 .: Comparison of background rejection for ParT model by jet class varying data-
set size.
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Figure 6-8 .: Comparison of background rejection for Particle Net modelby jet class varying
dataset size.

6.4. Impact of Feature Subsets

This analysis evaluates how model performance varies with the richness of input information
by comparing three feature subsets: kinematics-only (kin ), kinematics plus particle identi�-
cation (kinpid ), and the complete feature set (full ). The results, summarized in Table6-3,
conclusively show that feature quality is the most criticaldriver of performance. Adding the
full detector information produces a massive improvement,increasing Average Precision by
nearly 20 % for PN and 14 % for ParT compared to using kinematics alone.

Table 6-3 .: Total percentage improvement in performance when using the full feature set
compared to kinematics-only.

Metric Improvement % ParT Improvement % PN
(kin ! full) (kin ! full)

AUC ROC +2.35 % +3.31 %
AUC PR +0.78 % +1.15 %
Avg. Precision +13.93 % +19.59 %
F1-Score +2.31 % +2.94 %

The per-class analysis, shown in Figures6-9,6-10 and metrics exposed in TablesD-4 , D-5 ,
reveals that the gains are most dramatic for jets with complex signatures involving heavy
quarks. For the ParT model, using the full feature set instead of kin resulted in monumental
gains in background rejection (Rej@50 %) and discovery potential:

Heavy-Flavor Channels (Hbb, Hcc, Tbl, Tbqq): Feature engineering is the most critical
performance factor. The inclusion of complete detector information (full), which con-
tains data from displaced vertices and particle identi�cation (PID), is indispensable for
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jets with b or c quarks. This information produces a monumental increase in discovery
potential: a 323 %, 308 %, 214 % increase for Hbb, Tbqq and Hcc, respectively.

Kinematically-Driven Channels (Hgg, Wqq, Zqq): In contrast,jets whose identi�cation
depends primarily on their kinematic structure bene�t modestly from advanced featu-
res. This con�rms that the value of low-level detector information is directly linked to
the complexity and 
avor signature of the physics channel.

The e�ect of feature engineering is best understood by analyzing the average per-class per-
formance. For theParT model, transitioning from kin to full features increases the average
background rejection by a remarkable factor of10.8X . This leads to an average increase in
discovery potential of 228.6 % across the jet classes. TheParticleNet model also bene-
�ts enormously, with its average background rejection increasing by a factor of8.2X , which
boosts its averagediscovery potential by 187.0 % . These results demonstrate that advan-
ced architectures, while powerful, only achieve their maximum potential when supplied with
rich, detailed input features. The gains in discovery potential underscore that comprehensive
feature engineering is not just bene�cial but essential forpushing the boundaries of physics
analyses.

Figure 6-9 .: Comparison of background rejection of ParT model, varying subsets of features.
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Figure 6-10 .: Comparison of background rejection of Particle Net model,varying subsets
of features.



7. Conclusions

7.1. Conclusions and Future Directions

The choice of model architecture is a decisive factor in performance, with the Particle Trans-
former (ParT) demonstrating superiority over ParticleNet (PN). This architectural advan-
tage translates directly into enhanced scienti�c reach, increasing the average discovery po-
tential by approximately 60 %. For crucial and complex signatures such as top-quark jets
(Tbqq), this improvement is even more pronounced, e�ectively doubling the analysis sensiti-
vity (+100 %) for the same dataset. This underscores that advancements in network design,
speci�cally the global context modeling of transformers, provide a substantial boost to dis-
covery capabilities.
While scaling the training dataset from one to ten million jets yields performance gains, the
impact is secondary to architectural and feature improvements, and the bene�t is highly
dependent on the scalability of the model. For a robust architecture like ParT, this ten-
fold increase in data provides a tangible but more modest average increase in discovery
potential of nearly 30 %. This �nding highlights that merely increasing statistical volume
yields diminishing returns and is less impactful than enhancing the ability of the model to
extract patterns of the data.
The analysis conclusively demonstrates that comprehensive feature engineering is the single
most critical driver of model performance. Transitioning from purely kinematic inputs to
a full set of low-level detector information, including particle identi�cation and trajectories
displacement, produces the most dramatic performance leap. For heavy-
avor jets such as
Higgs-to-bottom-quarks (Hbb), this enrichment of input features elevates the discovery po-
tential by a monumental 323 %. This con�rms that the ultimate discriminative power of
advanced deep learning models is unlocked not just by their architecture, but fundamentally
by the quality and richness of the physics-based informationthey are provided.
Furthermore, given the high dimensionality and demonstrated impact of the comprehensive
feature set, a correlation analysis is recommended as a future step. Such an analysis would
serve to identify inter-dependencies and potential redundancies among the input variables.
By systematically pruning highly correlated features, thecomplexity of the model could be
signi�cantly reduced. This would not only lead to a more computationally e�cient model for
both training and inference but could also enhance generalization by mitigating the risk of
over�tting, ultimately yielding a more streamlined and robust solution without a substantial
loss in performance.



A. Appendix A: A Brief on Standard
Model Concepts

A.1. Introduction: The Standard Model as a Gauge
Theory

The Standard Model (SM) of particle physics represents the most successful theoretical
framework for describing the fundamental constituents of matter and their interactions,
excluding gravity [84, 85]. It is a quantum �eld theory (QFT) whose structure is not an
ad-hoc collection of empirical rules but is rigorously dictated by the principle of local gau-
ge invariance [86, 87]. The entire theory is constructed upon the gauge symmetry group
SU(3)C � SU(2)L � U(1)Y , where each component group corresponds to a fundamental
interaction: Quantum Chromodynamics (QCD) for the strong force, and the uni�ed electro-
weak theory for the weak and electromagnetic forces, respectively [86, 87].

The dynamics of the �elds and their interactions are encapsulated within the Lagrangian
formalism. A profound feature of the SM is that the interactions are not arbitrary additions
to the theory but are necessary consequences of its fundamental symmetries. A Lagrangian
describing non-interacting fermions is invariant under a global phase transformation, where
the phase is constant across all of spacetime. However, if onedemands that this invariance
holds for local transformations|where the phase can vary from one spacetime point to
another|the standard partial derivative, @� , fails to transform covariantly and breaks the
symmetry. To restore this local symmetry, the partial derivative must be promoted to a
covariant derivative, D � , which introduces new vector �elds known as gauge �elds [86].
These gauge �elds are the mediators of the fundamental forces. The requirement of a kinetic
term for these gauge �elds, allowing them to propagate, naturally gives rise to the dynamics
of the force carriers and, in the case of the non-Abelian groups SU(3)C and SU(2)L , their
self-interactions. Thus, the existence of the photon, theW and Z bosons, and the gluons is
a direct prediction of the gauge principle, elevating the SMfrom a descriptive model to a
deeply explanatory theory [87, 88].



48 A Appendix A: A Brief on Standard Model Concepts

A.2. The Particle Content of the Standard Model

The SM categorizes all known elementary particles based on their quantum properties, pri-
marily their spin.

A.2.1. Fermions: The Constituents of Matter

The spin-12 particles, or fermions, are the fundamental building blocks of matter. They are
organized into three distinct generations, with each successive generation being heavier but
otherwise identical in its interactions to the previous one[89]. Each generation contains two
types of quarks and two types of leptons.

Quarks are fermions that participate in the strong interaction. They carry a quantum
number called color (red, green, or blue) and are subject to color con�nement, meaning
they are never observed as free particles but are bound within composite particles called
hadrons (e.g., protons and neutrons). The three generations of quarks are:

ˆ First generation: up (u), down (d)

ˆ Second generation: charm (c), strange (s)

ˆ Third generation: top (t), bottom (b)

Leptons are fermions that do not participate in the strong interaction. The three
generations of leptons include a charged lepton and its corresponding neutral neutrino:

ˆ First generation: electron (e), electron neutrino (� e)

ˆ Second generation: muon (� ), muon neutrino (� � )

ˆ Third generation: tau (� ), tau neutrino (� � )

A.2.2. Bosons: Force Mediators and the Origin of Mass

The integer-spin particles, or bosons, are responsible formediating the fundamental forces
and for the mechanism of mass generation.

Gauge Bosons (Spin-1) : These are the force carriers that arise from the gauge
symmetries of the SM.

ˆ The photon (
 ) mediates the electromagnetic force and is associated withthe
U(1)EM symmetry.

ˆ The W + , W � , and Z 0 bosons mediate the weak nuclear force, responsible for
radioactive decay. They are associated with theSU(2)L symmetry.

ˆ The eight gluons (g) mediate the strong nuclear force, binding quarks together.
They are associated with theSU(3)C symmetry.
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Scalar Boson (Spin-0) : The Higgs boson (H ) is a unique scalar particle that arises
from the Higgs �eld. This �eld permeates spacetime and is responsible for breaking
the electroweak symmetry and endowing fundamental particles with mass [85, 86].

A.3. The Standard Model Lagrangian and Fundamental
Interactions

The complete dynamics of the SM are described by its Lagrangian density, L SM . While its
full expression is complex, its structure can be understoodthrough its constituent parts.
All interactions between fermions and gauge bosons are encoded within the fermion kinetic
term through the covariant derivative, D � . For a given fermion �eld  , this term is written
as L fermion = � i
 � D �  . The covariant derivative contains terms for each gauge group [86]:

D � = @� � igs
� a

2
Ga

� � ig
� i

2
W i

� � ig0Y
2

B � (A-1)

Here,Ga
� , W i

� , and B � are the gauge �elds for theSU(3)C , SU(2)L , and U(1)Y symmetries,
respectively. The constantsgs, g, and g0 are the corresponding coupling strengths,� a are the
Gell-Mann matrices,� i are the Pauli matrices, andY is the weak hypercharge [88, 90].

Quantum Chromodynamics (QCD) : The SU(3)C sector describes the strong in-
teraction. The Ga

� �elds represent the eight gluons, which couple to the color charge of
quarks. BecauseSU(3)C is a non-Abelian group, the gluon kinetic term,� 1

4Ga
�� G��

a ,
contains self-interaction vertices for gluons, a key feature of QCD that leads to pro-
perties like asymptotic freedom and color con�nement [88, 90].

Electroweak Theory : The SU(2)L � U(1)Y sector uni�es the electromagnetic and
weak forces. A crucial feature is its chiral nature: the weakinteraction acts only on
left-chiral fermions. Fermions are organized into left-handed doublets and right-handed
singlets underSU(2)L . For example, the �rst-generation leptons are (� e; e� )L and eR .
This asymmetric treatment is fundamental to the structure of the weak force [88, 90].
The physical gauge bosons, the photon (
 ) and the Z 0 boson, are mixtures of the
primordial W 3

� and B � �elds.

A.4. Electroweak Symmetry Breaking and the Origin of
Mass

A central challenge in formulating the SM is the origin of mass. Explicit mass terms in the
Lagrangian, such asm2W � W� for the gauge bosons orm �  for fermions, are not invariant
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under the SU(2)L � U(1)Y gauge transformations. Such terms would explicitly break the
symmetry and render the theory non-renormalizable, destroying its predictive power [86].
The solution is the Brout-Englert-Higgs mechanism, a process of spontaneous symmetry
breaking [84]. A complex scalar �eld � , a doublet underSU(2)L , is introduced with a po-
tential of the form:

V(� ) = � 2(� y� ) + � (� y� )2 (A-2)

If � 2 < 0 and � > 0, the potential has a minimum not at � = 0 but at a non-zero value,
j� 0j2 = � � 2=(2� ). The Higgs �eld thus acquires a non-zero vacuum expectationvalue (VEV),
v. While the Lagrangian itself remains symmetric, this groundstate is not. The VEV spon-
taneously breaks theSU(2)L � U(1)Y symmetry down to theU(1)EM of electromagnetism,
which remains unbroken.

Gauge Boson Masses : The kinetic term for the Higgs �eld, jD � � j2, contains terms
where the gauge �elds couple to the Higgs �eld. When the Higgs �eld is expanded
around its VEV, these terms generate quadratic expressions for the gauge �elds, which
are precisely the mass terms for theW � and Z 0 bosons. Three of the four degrees
of freedom of the complex Higgs doublet are absorbed by theW � and Z 0 bosons,
becoming their longitudinal polarization states and giving them mass. The photon,
corresponding to the unbrokenU(1)EM symmetry, remains massless [84, 86].

Fermion Masses : Fermions acquire mass through gauge-invariant interactions with
the Higgs �eld known as Yukawa couplings. For the electron, this term is L Yukawa =
� ye( �LL �e R) + h.c., where LL is the left-handed lepton doublet andye is the electron
Yukawa coupling constant. After symmetry breaking, when� is replaced by its VEV,
this interaction becomes a standard mass termL mass = � me�ee, with the mass given
by me = yev=

p
2 [86]. Each fermion has a unique Yukawa coupling, which determines

its mass.

The Top Quark : The top quark is the most massive elementary particle discovered,
with a massmt � 173 GeV. This mass is remarkably close to the electroweak symmetry
breaking scale (v � 246 GeV), implying a very large Yukawa coupling,yt � 1. This
unique property makes the top quark a critical tool for probing the mechanism of
electroweak symmetry breaking and searching for new physics connected to the Higgs
sector [90].
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B.1. The Large Hadron Collider (LHC)

The Large Hadron Collider (LHC) at CERN is the largest and most powerful particle ac-
celerator of the world. It is housed in a 27 km circumference tunnel and consists of two
adjacent, parallel beam pipes containing superconductingmagnets. In its primary mode of
operation, it accelerates two counter-rotating beams of protons to an energy of up to 7 TeV
each, bringing them into collision at four interaction points with a center-of-mass energy of
up to 14 TeV [91]. The LHC is also designed to collide heavy ions, such as lead nuclei.
A critical performance parameter of a collider is its luminosity, L , which measures the rate
of collisions. The event rate,N , for a speci�c physical process is given by the product of the
luminosity and the interaction cross-section of the process, � : N = L� [91]. The LHC was
designed for a peak luminosity of 1034cm� 2s� 1, a value necessary to produce and study rare
processes, such as the production of the Higgs boson or hypothetical new heavy particles
[91].

B.2. General-Purpose Detector Architecture

To study the products of these high-energy collisions, two large, general-purpose detectors,
ATLAS and CMS, are installed at two of the interaction points of LHC. Despite their di�erent
technological choices, both follow a common architecturalphilosophy: a series of concentric,
cylindrical detector layers, each designed to identify andmeasure the properties of di�erent
types of particles [92, 93]. From the interaction point outwards, the typical sequence is:

1. Inner Tracker : This system is immersed in a strong magnetic �eld. It reconstructs the
trajectories of charged particles. The curvature of track of a particle in the magnetic
�eld allows for a precise measurement of its momentum and thesign of its electric
charge. These systems must have very high spatial resolution and be constructed from
low-mass materials to minimize the de
ection of particles through multiple scattering
[94, 95].

2. Electromagnetic Calorimeter (ECAL) : Located outside the tracker, the ECAL is
a dense detector designed to completely absorb and measure the energy of electrons
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and photons. These particles interact with the calorimetermaterial, initiating an cite-
electromagnetic showercite of secondary particles, whosetotal energy is collected and
measured [96].

3. Hadronic Calorimeter (HCAL) : Surrounding the ECAL, the HCAL is a thicker,
even denser detector layer. It is designed to absorb and measure the energy of hadrons
(particles composed of quarks, such as protons, neutrons, and pions), which typically
pass through the ECAL. Hadrons create citehadronic showerscite in the HCAL [96].

4. Muon Spectrometer : As the outermost layer, this system identi�es and measures the
momentum of muons. Muons are heavy leptons that behave like penetrating charged
particles, typically passing through the calorimeters with minimal energy loss. The
muon spectrometer consists of large tracking chambers thatmeasure the trajectory
of muon after it has passed through the entire inner detectorand calorimeter system
[97, 98].

B.3. The ATLAS (A Toroidal LHC ApparatuS)
Experiment

The ATLAS detector B-1 is one of the largest particle detectors ever constructed, measuring
46 m in length, 25 m in diameter, and weighing approximately 7,000 tonnes [97, 99]. Its
design is characterized by a unique magnet system featuringlarge air-core toroids for the
muon spectrometer [99].

Magnet System : A thin superconducting solenoid providing a 2 T axial magnetic
�eld encloses the Inner Detector. The magnetic �eld for the muon measurement is
generated by a separate, massive system of eight barrel and two end-cap air-core su-
perconducting toroids. This con�guration provides a large-volume magnetic �eld with
minimal material to reduce multiple scattering of muons [97, 99].

Inner Detector (ID) : This system provides high-precision charged-particle tracking
over a pseudorapidity range ofj� j < 2;5. It consists of three sub-detectors: high-
granularity Silicon Pixel detectors closest to the beam pipe, followed by the Silicon
Microstrip Tracker (SCT), and, at the largest radius, the Transition Radiation Trac-
ker (TRT). The TRT provides continuous track measurements and aids in electron
identi�cation through the detection of transition radiati on photons [95, 97, 100].

Calorimeters : The electromagnetic calorimeter is a high-granularity lead/liquid-argon
(LAr) sampling calorimeter, providing excellent performance for electron and pho-
ton identi�cation and energy measurement. The hadronic calorimetry system uses a
steel/scintillating-tile design in the central barrel region and LAr technology in the
end-cap and forward regions [97, 99].
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Muon Spectrometer (MS) : This is the largest component of the ATLAS detector.
It is designed to measure muon momenta with high precision independently of the
inner tracker. It consists of multiple layers of precision tracking chambers (Monitored
Drift Tubes and Cathode Strip Chambers) and fast trigger chambers (Resistive Plate
Chambers and Thin Gap Chambers) operating in the toroidal magnetic �eld [97, 99].

Figure B-1 .: Schematic overview of the ATLAS detector showing its cylindrical layout. At
the heart of the detector lies the inner detector which is used for charged par-
ticle track reconstruction. Particles are bent in a magnetic �eld provided by a
surrounding solenoid magnet. Outside of the solenoid is thecalorimeter sys-
tem which measures particle energy. Finally there the muon system providing
dedicated tracking for muons with the accompanying toroidal magnets [101].

B.4. The CMS (Compact Muon Solenoid) Experiment

The CMS detectorB-2 is, despite its name, a heavy and powerful instrument, measuring 21.6
m in length, 14.6 m in diameter, and weighing 14,000 tonnes [93, 96]. Its design is centered
around a single, very powerful superconducting solenoid, which is the de�ning feature of the
experiment [96].

Magnet System : The core of CMS is a large-bore superconducting solenoid, 13 m long
and 6 m in diameter, which generates a strong 3.8 T axial magnetic �eld. This high �eld
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allows for precise momentum measurement within a relatively compact volume. The
massive steel 
ux-return yoke, which weighs over 12,000 tonnes, con�nes the magnetic
�eld and is interleaved with the muon detectors [93, 96].

Tracker : Located entirely within the solenoid, the CMS tracker is anall-silicon system.
It comprises a pixel detector near the interaction point forprecise vertex reconstruction
and a large-area silicon strip tracker surrounding it. Its high granularity and precision
are essential for reconstructing charged-particle tracksin the dense environment of
LHC collisions [94, 96].

Electromagnetic Calorimeter (ECAL) : Also situated inside the solenoid, the ECAL
is a homogeneous calorimeter made of over 75,000 lead-tungstate (PbWO4) scintilla-
ting crystals. These crystals provide outstanding energy resolution for electrons and
photons [96].

Hadron Calorimeter (HCAL) : This is a sampling calorimeter made of layers of
brass absorber and plastic scintillator. It is placed both inside the solenoid coil (barrel
and end-cap) and outside (outer calorimeter) to ensure fullcontainment of hadronic
showers [96].

Muon System : The muon detectors are installed in four citestationsciteinterleaved
with the steel plates of the return yoke of magnet. The systemuses three types of
gaseous detectors: Drift Tubes (DTs) in the barrel, CathodeStrip Chambers (CSCs)
in the end-caps, and Resistive Plate Chambers (RPCs) in bothregions for triggering
purposes [96, 98].

B.5. Comparison of ATLAS and CMS Design Philosophies

The di�erent design choices of ATLAS and CMS re
ect two distinct, complementary stra-
tegies for achieving the same physics goals. This diversityis a major strength of the LHC
physics program. A potential discovery observed by one experiment can be independently
veri�ed by the other using systematically di�erent technologies, providing a powerful cross-
check. For example, air-core muon toroids of ATLAS minimize multiple scattering but require
a complex alignment system, while high-�eld solenoid and saturated iron yoke of CMS provi-
de excellent momentum resolution for inner tracking but introduce more material for muons
to traverse. A signal for a new particle decaying to muons seen with consistent properties
in both detectors would be incredibly robust against unknown detector-speci�c systematic
e�ects. This intentional diversity in design is a crucial strategy for ensuring the reliability
of discoveries at the energy frontier, as was demonstrated with the joint discovery of the
Higgs boson in 2012, where results from di�erent decay channels and detector technologies
provided compelling, cross-validated evidence.
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Figure B-2 .: Schematic overview of the CMS detector showing its cylindrical layout, with
several concentric layers of components [102].

Table B-1 .: Comparison of key features of the ATLAS and CMS detectors.

Feature ATLAS (A Toroidal LHC
ApparatuS)

CMS (Compact Muon Sole-
noid)

Overall Philo-
sophy

Large air-core toroids for stan-
dalone muon measurement.

Single large, high-�eld solenoid
for all inner measurements.

Dimensions
(approx.)

46 m length, 25 m diameter 21.6 m length, 14.6 m diameter

Weight (ap-
prox.)

7,000 tonnes 14,000 tonnes

Magnetic Field 2 T (Solenoid), � 0.5-1 T (To-
roids)

3.8 T (Solenoid)

Inner Tracker Silicon Pixels, Silicon Strips
(SCT), Transition Radiation
Tracker (TRT)

All-Silicon: Pixels and Strips

EM Calorime-
ter

Lead/Liquid-Argon (LAr) sam-
pling calorimeter

Lead-Tungstate (PbWO4) scin-
tillating crystals

Muon Spectro-
meter

Air-core toroids with preci-
sion tracking chambers (MDTs,
CSCs)

Gas-ionization chambers (DTs,
CSCs, RPCs) in magnet return
yoke



C. Appendix C: Jet Reconstruction

C.1. From Partons to Jets

In high-energy collisions at the LHC, the fundamental interactions occur between partons
(quarks and gluons) inside the colliding protons. Accordingto Quantum Chromodynamics
(QCD), these scattered partons carry color charge and cannot exist as free particles due to
color con�nement. Instead, they undergo a complex process offragmentation and hadroniza-
tion, producing a collimated spray of color-neutral particles, primarily hadrons. This spray
of particles is what is experimentally observed as a jet [103]. Jet reconstruction algorithms
are the computational tools used to group the energy deposits or reconstructed particles in
the detector into these jet objects. Jets thus provide the crucial experimental link between
the observable �nal-state particles and the underlying partonic-level physics predicted by
perturbative QCD [103].

C.2. Essential Properties of Jet Algorithms: Infrared and
Collinear Safety

The process of parton showering in QCD involves the emissionof additional gluons and
quark-antiquark pairs. These emissions are most probable when they are soft (low energy)
or collinear (emitted at a small angle to the parent parton).A robust jet reconstruction algo-
rithm must be insensitive to these features of QCD radiation. This leads to the requirement
of Infrared and Collinear (IRC) safety [104].

Infrared Safety : The algorithm must yield the same set of jets if an in�nitesimally
soft particle is added to the event.

Collinear Safety : The algorithm must yield the same set of jets if a particle isreplaced
by two perfectly collinear particles that share its momentum.

IRC safety is a mandatory property for any jet algorithm usedto make quantitative compari-
sons between experimental data and theoretical calculations. In perturbative QCD, calcula-
tions of jet cross-sections involve divergent terms that cancel between real-emission diagrams
and virtual-loop diagrams. This cancellation is only guaranteed if the observable being cal-
culated (i.e., the set of jets) is IRC safe [104].
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C.3. Sequential Recombination Algorithms

The jet algorithms predominantly used at the LHC belong to the class of sequential recom-
bination algorithms, which are IRC safe by construction. These algorithms follow a common
iterative procedure [104, 103]:

1. For a list of input particles (e.g., calorimeter energy clusters or reconstructed particle-

ow objects), de�ne two distance measures: a distancedij between every pair of par-
ticles (i; j ) and a citebeam distancecitediB for each individual particle i .

2. Find the minimum of all calculateddij and diB values.

3. If the minimum is adij , particles i and j are combined into a single new pseudo-particle
(their four-momenta are summed), and the original particles are removed from the list.

4. If the minimum is a diB , particle i is declared a �nal-state jet and is removed from the
list of particles to be clustered.

5. This process is repeated until no particles remain in the list.

The speci�c behavior of the algorithm is determined by the choice of the distance measures.
The widely usedkt family of algorithms employs a generalized distance measure paramete-
rized by an integerp [105]:

dij = m��n( k2p
ti ; k2p

tj )
� R2

ij

R2
(C-1)

diB = k2p
ti (C-2)

wherekti is the transverse momentum of particlei , � R2
ij = ( yi � yj )2+( � i � � j )2 is the angular

separation in rapidity (y) and azimuth (� ), and R is a dimensionless radius parameter that
controls the size of the resulting jets.

C.4. The Principal LHC Jet Algorithms

The choice of the parameterp de�nes three distinct algorithms with di�erent clustering
behaviors and applications. The selection of a speci�c algorithm is not a mere technical detail
but is a fundamental part of the de�nition of the physical observable being measured. A cite
jet cross-section cite is meaningless without specifying the algorithm and its parameters. The
harsh experimental conditions at the LHC, particularly the high rate of simultaneous proton-
proton collisions (pile-up), directly in
uenced the convergence of community on the anti-kt

algorithm as the standard for most analyses, where clustering results are shown inC-1 . This
demonstrates a powerful feedback loop where experimental reality drives the adoption of the
most suitable theoretical tools.
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The kt Algorithm ( p = 1): With p = 1, the distance measuredij = m��n( k2
ti ; k2

tj )
� R2

ij

R2

is smallest for pairs of particles that are angularly close and have low transverse mo-
mentum. The algorithm therefore preferentially clusters soft particles �rst, e�ectively
reversing the QCD parton shower sequence. This results in jets with irregular shapes
that can be sensitive to soft background radiation but makesthe algorithm well-suited
for studying the internal structure of jets (jet substructure) [103, 104].

The Cambridge/Aachen (C/A) Algorithm ( p = 0): With p = 0, the mo-
mentum dependence vanishes, and the distance measure becomes purely geometric:
dij = � R2

ij =R2. The algorithm clusters particles based solely on their angular proxi-
mity. Like the kt algorithm, it produces jets with irregular shapes and is primarily used
for jet substructure studies and for applying citegroomingcite techniques that remove
soft, wide-angle radiation from jets [103, 105].

The Anti- kt Algorithm ( p = � 1) : With p = � 1, the distance measure isdij =

m��n( k� 2
ti ; k� 2

tj )
� R2

ij

R2 . The inverse dependence onk2
t means that clustering involving soft

particles is suppressed. Instead, the algorithm starts with the highest-momentum (ci-
tehardcite) particles as seeds and accretes softer particles around them. This citehardest-
�rstcite clustering results in jets that are geometrically regular and cone-like. This
stability and resilience to contamination from soft background radiation (from pile-up
and the underlying event) makes the anti-kt algorithm the default choice for the vast
majority of physics analyses at the ATLAS and CMS experiments[105].
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Figure C-1 .: A sample parton-level event, together with many random soft ghosts, clustered
with four di�erent jets algorithms, illustrating the activ e catchment areas of
the resulting hard jets. For kt and Cam/Aachen the detailed shapes are in part
determined by the speci�c set of ghosts used, and change whenthe ghosts are
modi�ed [105].



D. Tables of results for each jet type

Table D-1 .: Performance metrics per jet class for ParT and PN (vs. QCD)with 10M jets.
Background rejection is reported at 50 % and 99 % signal e�ciency.

Jet Class Model AUC ROC AUC PR F1-Score Rej@50 % Rej@99 %

H4q
ParT 0;9929 0;9925 0;9594 1460 10
PN 0;9910 0;9903 0;9542 772 9

Hbb
ParT 0;9987 0;9987 0;9855 10526 51
PN 0;9984 0;9983 0;9836 5556 42

Hcc
ParT 0;9936 0;9938 0;9622 3279 8
PN 0;9913 0;9915 0;9548 1802 6

Hgg
ParT 0;9703 0;9664 0;9128 113 4
PN 0;9669 0;9622 0;9074 93 4

Hqql
ParT 0;9998 0;9999 0;9972 1 3636
PN 0;9998 0;9999 0;9967 1 2222

Tbl
ParT 0;9999 1;0000 0;9987 1 33333
PN 0;9999 0;9999 0;9986 1 16667

Tbqq
ParT 0;9982 0;9982 0;9806 16667 30
PN 0;9973 0;9972 0;9765 4167 22

Wqq
ParT 0;9771 0;9780 0;9228 469 3
PN 0;9723 0;9731 0;9142 284 3

Zqq
ParT 0;9740 0;9748 0;9166 354 3
PN 0;9690 0;9696 0;9079 235 3
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Table D-2 .: Performance of the ParT model as a function of dataset size.

Jet Class Size AUC ROC AUC PR F1-Score Rej@50 % Rej@99 %

H4q
1M 0;9905 0;9896 0;9538 625 9
2M 0;9913 0;9906 0;9546 800 9
10M 0;9929 0;9925 0;9594 1460 10

Hbb
1M 0;9983 0;9982 0;9830 6667 38
2M 0;9985 0;9984 0;9834 10000 41
10M 0;9987 0;9987 0;9854 10526 51

Hcc
1M 0;9912 0;9912 0;9559 1539 7
2M 0;9919 0;9921 0;9573 2667 7
10M 0;9936 0;9938 0;9622 3279 8

Hgg
1M 0;9677 0;9637 0;9083 109 4
2M 0;9685 0;9645 0;9090 111 4
10M 0;9702 0;9663 0;9128 113 4

Hqql
1M 0;9997 0;9997 0;9964 1 1053
2M 0;9998 0;9998 0;9969 1 2857
10M 0;9998 0;9998 0;9971 1 3636

Tbl
1M 0;9999 0;9999 0;9987 1 10000
2M 0;9999 0;9999 0;9985 1 20000
10M 0;9999 0;9999 0;9987 1 33333

Tbqq
1M 0;9972 0;9971 0;9747 10000 19
2M 0;9975 0;9975 0;9775 13333 23
10M 0;9982 0;9981 0;9806 16667 29

Wqq
1M 0;9736 0;9743 0;9170 290 3
2M 0;9733 0;9742 0;9161 301 3
10M 0;9771 0;9780 0;9228 469 3

Zqq
1M 0;9709 0;9717 0;9101 323 3
2M 0;9700 0;9708 0;9097 280 3
10M 0;9739 0;9748 0;9166 354 3
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Table D-3 .: Performance of the PN model as a function of dataset size.

Jet Class Size AUC ROC AUC PR F1-Score Rej@50 % Rej@99 %

H4q
1M 0;9896 0;9885 0;9513 667 8
2M 0;9902 0;9892 0;9527 580 8
10M 0;9910 0;9903 0;9542 772 9

Hbb
1M 0;9981 0;9977 0;9817 6667 35
2M 0;9983 0;9982 0;9823 10000 37
10M 0;9984 0;9983 0;9836 5556 42

Hcc
1M 0;9896 0;9897 0;9502 1053 6
2M 0;9904 0;9907 0;9523 1739 6
10M 0;9913 0;9915 0;9548 1802 6

Hgg
1M 0;9655 0;9607 0;9049 89 3
2M 0;9664 0;9620 0;9059 95 4
10M 0;9669 0;9622 0;9074 93 4

Hqql
1M 0;9996 0;9996 0;9960 20000 870
2M 0;9998 0;9998 0;9967 1 1739
10M 0;9998 0;9999 0;9967 1 2222

Tbl
1M 0;9999 0;9999 0;9985 20000 6667
2M 0;9999 0;9999 0;9984 1 20000
10M 0;9999 1;0000 0;9986 1 16667

Tbqq
1M 0;9967 0;9965 0;9741 3333 17
2M 0;9970 0;9968 0;9752 4000 19
10M 0;9973 0;9972 0;9765 4167 22

Wqq
1M 0;9705 0;9711 0;9111 247 3
2M 0;9699 0;9707 0;9103 255 3
10M 0;9723 0;9731 0;9142 284 3

Zqq
1M 0;9672 0;9681 0;9056 241 2
2M 0;9664 0;9671 0;9042 208 2
10M 0;9690 0;9696 0;9079 235 3
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Table D-4 .: Performance of the ParT model as a function of the feature subset.

Jet Class Features AUC ROC AUC PR F1-Score Rej@50 % Rej@99 %

H4q
kin 0;9896 0;9887 0;9501 656 8
kinpid 0;9908 0;9901 0;9535 855 8
full 0;9930 0;9926 0;9595 1460 10

Hbb
kin 0;9827 0;9827 0;9325 588 4
kinpid 0;9884 0;9885 0;9458 1242 5
full 0;9988 0;9987 0;9855 10526 51

Hcc
kin 0;9786 0;9783 0;9249 333 4
kinpid 0;9835 0;9837 0;9348 676 4
full 0;9936 0;9938 0;9622 3279 8

Hgg
kin 0;9674 0;9628 0;9086 96 4
kinpid 0;9686 0;9643 0;9106 100 4
full 0;9703 0;9664 0;9128 113 4

Hqql
kin 0;9966 0;9967 0;9727 33333 15
kinpid 0;9998 0;9998 0;9958 1 1042
full 0;9999 0;9999 0;9972 1 3636

Tbl
kin 0;9987 0;9988 0;9877 18182 57
kinpid 0;9998 0;9999 0;9974 1 3846
full 0;9999 1;0000 0;9987 1 33333

Tbqq
kin 0;9915 0;9908 0;9547 1000 9
kinpid 0;9931 0;9927 0;9595 1754 10
full 0;9982 0;9982 0;9807 16667 29

Wqq
kin 0;9694 0;9699 0;9100 215 3
kinpid 0;9723 0;9731 0;9146 301 3
full 0;9771 0;9780 0;9228 469 3

Zqq
kin 0;9635 0;9637 0;9000 158 2
kinpid 0;9673 0;9677 0;9054 198 2
full 0;9740 0;9748 0;9166 354 3
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Table D-5 .: Performance of the PN model as a function of the feature subset.

Jet Class Features AUC ROC AUC PR F1-Score Rej@50 % Rej@99 %

H4q
kin 0;9870 0;9858 0;9441 426 7
kinpid 0;9888 0;9878 0;9486 554 8
full 0;9910 0;9903 0;9542 772 9

Hbb
kin 0;9707 0;9696 0;9105 183 3
kinpid 0;9850 0;9850 0;9377 735 5
full 0;9984 0;9983 0;9836 5556 42

Hcc
kin 0;9694 0;9677 0;9094 149 3
kinpid 0;9766 0;9761 0;9213 266 4
full 0;9913 0;9915 0;9548 1802 6

Hgg
kin 0;9644 0;9590 0;9041 82 3
kinpid 0;9661 0;9609 0;9070 86 4
full 0;9669 0;9622 0;9074 93 4

Hqql
kin 0;9935 0;9938 0;9615 4167 8
kinpid 0;9998 0;9998 0;9952 1 647
full 0;9998 0;9999 0;9967 1 2222

Tbl
kin 0;9971 0;9973 0;9809 4545 20
kinpid 0;9998 0;9998 0;9970 1 2703
full 0;9999 1;0000 0;9986 1 16667

Tbqq
kin 0;9881 0;9868 0;9472 455 8
kinpid 0;9910 0;9903 0;9541 775 9
full 0;9973 0;9972 0;9765 4167 22

Wqq
kin 0;9645 0;9648 0;9015 161 2
kinpid 0;9680 0;9686 0;9073 210 2
full 0;9723 0;9731 0;9142 284 3

Zqq
kin 0;9566 0;9564 0;8897 111 2
kinpid 0;9623 0;9624 0;8981 145 2
full 0;9690 0;9696 0;9079 235 3
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