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Resumen

Aplicación de modelos de Machine Learning para la calificación credit

El presente estudio diseña y valida un marco de trabajo de extremo a extremo para el desarrollo
de modelos de calificación crediticia, superando la dicotomía tradicional entre el rendimiento de los
modelos de aprendizaje automático y la necesidad de interpretabilidad regulatoria. La metodología
se distingue por sus innovaciones, incluyendo un exhaustivo marco de ingeniería y selección de
características que emplea múltiples métodos. Este marco se complementa con una validación
económica para cuantificar el impacto financiero y un sistema de interpretabilidad híbrido (SHAP,
LIME, WoE) para explicar las predicciones de modelos complejos. Se aplicó este proceso para de-
sarrollar y comparar cuatro modelos: una Regresión Logística (RL) de base, dos variantes de RL
para mitigar el desbalance de clases y un modelo XGBoost optimizado. Los resultados revelaron
que el modelo XGBoost alcanzó un rendimiento superior, con un AUC de 0.7012 y una capacidad
de detección de incumplimientos (recall) del 70.5%. El análisis económico cuantificó el valor de
esta precisión en ahorros potenciales de $4.2 millones de dólares. Este trabajo no solo presenta
un modelo predictivo superior, sino que ofrece un paradigma replicable para que las instituciones
financieras adopten soluciones de aprendizaje automático de manera responsable, garantizando que
sean robustas, económicamente viables y transparentes.

Abstract

Application of Machine Learning Models to Credit Scoring

This study designs and validates an end-to-end framework for developing credit scoring models,
overcoming the traditional dichotomy between machine learning performance and the need for reg-
ulatory interpretability. The methodology is distinguished by its innovations, including an exhaus-
tive feature engineering and selection framework that employs multiple methods. This framework
is complemented by a risk-based economic validation to quantify financial impact and a hybrid in-
terpretability system (SHAP, LIME, WoE) to explain complex model predictions. This process was
applied to develop and compare four models: a baseline Logistic Regression (LR), two LR variants
to mitigate class imbalance, and an optimized XGBoost model. Results revealed that the XGBoost
model achieved superior performance, with an AUC of 0.7012 and a default recall of 70.5%. The
economic analysis quantified the value of this accuracy at $4.2 million USD in potential savings.
This work not only presents a superior predictive model but offers a replicable paradigm for financial
institutions to responsibly adopt machine learning solutions, ensuring they are robust, economically
viable, and transparent.

Keywords: Credit Scoring, Binary Classification, Credit Risk Analysis, Model Inter-
pretability, Machine Learning, SHAP, Economic Value Analysis
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Chapter 1

Introducction

Credit analysis has experienced signi�cant growth in response to the rapid digital evolution of recent
years. This transformation has driven the proliferation of mobile applications o�ering comprehensive
services, from simple commercial transactions to complex investments, all within a single ecosys-
tem. However, this digital expansion also leads to the constant consideration of how to improve to
keep customers engaged, either by providing more services or by facilitating access to them through
the inclusion of �nancial services on their platform, known as Peer-to-Peer (P2P) lending. These
platforms facilitate the connection between lenders and borrowers without the need for traditional
�nancial institutions. Borrowers are assisted in their fundraising e�orts, and lending entities are
enabled to actively participate in the process [40]. However, the inclusion of �nancial services poses
a new challenge: how is the probability of payment default for each client calculated in an agile way,
with limited information, and often without tangible guarantees backing the loans? The answer is
crucial, as decisions that impact �nancial losses, and consequently the stability of the institution,
are involved [20].

In light of this scenario, the critical need arises to select a rigorous method for calculating the proba-
bility of default, through a binary classi�cation problem, giving rise to the concept of credit scoring.
This concept aims to synthesize all available information about a customer applying for a loan into
a score. The credit scoring process is fundamentally comprised of: the collection of available data,
the selection of variables and the appropriate population to avoid biases in the outcome, the choice
and evaluation of a model that measures the risk of each client, and �nally, the construction of
a scorecard which allows a decision to be made on whether to accept a speci�c loan. The most
versatile phase of this process is the selection and evaluation of the model, as a wide variety of
models are currently available, allowing for a broad spectrum of experimentation to achieve better
results.

One of the �rst statistical methods introduced in the modeling phase was linear discriminant analy-
sis (LDA) and logistic regression [14]. Although the scorecards built from their results were robust,
the assumptions each model must meet are highly restrictive, which makes them not applicable to
many real-world scenarios. Consequently, this motivated researchers to seek methodologies with a
broader range of applicability, leading to the current application of arti�cial intelligence in credit
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models. The �rst mention of using arti�cial intelligence as a tool in predicting default probability
was made in 1994 by Alman [46]. In his study, the results obtained using a neural network and the
statistical LDA method were compared. The study's conclusions showed that both methodologies
achieved good results in terms of classi�cation performance. However, the neural network results
were challenging to interpret and often counterintuitive. This implies a signi�cant disadvantage for
AI methodologies, as in many countries, legal issues are raised (�nancial institutions are obligated to
provide reasons for rejection if the customer requests them). Additionally, understanding the factors
that increase or decrease risk is crucial for mitigating it through the creation of credit policies. The
comprehension of this trade-o� between gaining predictive power using more complex methodolo-
gies and losing the interpretability of the results is one of the main motivations of this master's thesis.

In this study, the advantages of using advanced machine learning models, speci�cally XGBoost,
for credit risk assessment in the context of P2P lending platforms were investigated. Through a
rigorous methodology based on the CRISP-DM process, it was demonstrated that XGBoost sig-
ni�cantly outperforms classical logistic regression models, achieving greater predictive power and
better discriminatory ability. Speci�cally, an area under the curve (AUC) of 0.7012 and a Gini
coe�cient of 0.392 were achieved by the XGBoost model. More importantly, its higher recall for
the minority class (0.705) translates into the identi�cation of more defaults in a typical portfolio,
and it represents a potential loss reduction of approximately $4.2 million USD over the baseline
model.

In addition to the statistical results, the importance of robust data engineering, continuous model
monitoring, and the interpretation of its results is emphasized by the thesis. The work is also
considered signi�cant due to its detailed exploration of each stage of the credit risk modeling pro-
cess, highlighting the critical role of adopting a structured methodology. Techniques such as the
Population Stability Index (PSI) and the Weight of Evidence (WoE) transformation were used to
ensure data quality and stability. To address the "black box" nature of advanced models, a hybrid
interpretability framework combining SHAP and LIME was implemented. This approach allows
for the transparent explanation of credit decisions at an individual level, identifying key variables
such as the loan-to-income ratio and the FICO score, which is crucial for regulatory compliance and
customer trust. Together, these �ndings validate the application of machine learning in credit risk
analysis as a superior strategy that not only maximizes �nancial performance but also guarantees
transparency in decision-making.

This study aims to investigate how certain supervised machine learning models, such as Gradient
Boosting, yield superior results in credit risk assessment compared to classical methodologies, such
as logistic regression. The data used consists of aggregated United States (US) state-level data with
LendingClub's loan book covering the period from 2007 to 2018. As one of the largest peer-to-peer
(P2P) lending platforms, LendingClub has amassed a total revenue of 1.2 billion USD in 2022 [42].
A customer is de�ned as a defaulter by the binary target variable if a delay of more than 60 days
in the �rst 12 months following credit opening has been experienced. Substantial focus is directed
towards enhancing model interpretability, wherein two intuitive methods are introduced to elucidate
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the model's output through an exploration of local explainability properties.

1.0.1 Justi�cation

Despite the growing number of studies on credit default probability, a signi�cant gap exists between
theoretical methods and their practical application in real-world scenarios. Many studies lack a
robust methodology that addresses the complexities of a real business environment, such as data
engineering, quality management, and the �nancial impact of decisions. Our project is designed to
bridge this gap.

The essence of this work lies in going beyond simply identifying the best-performing algorithm.
Instead, we establish a comprehensive methodological framework that covers the entire process, from
de�ning the target variable and feature selection to economic validation of results. This holistic
approach allows the creation of credit risk models that are not only accurate but also practical,
reliable, and transparent. The relevance of this project is that it provides a reference guide for
�nancial professionals and organizations, enabling them to implement models more e�ectively and
with a tangible impact on decision-making.

1.0.2 Research proposal

The surge in digital �nancial services has highlighted the importance of credit risk management,
especially within Peer-to-Peer (P2P) lending platforms. The lack of clear guidelines for model
development in this complex environment is a signi�cant challenge. This research aims to address
this need by:

ˆ Developing a robust methodology: Providing a practical approach to building credit scoring
models, focusing on all stages of the process, from data cleaning and preparation to model
performance evaluation.

ˆ Conducting a comparative analysis of algorithms: Evaluating and comparing various binary
classi�cation algorithms, with a particular focus on XGBoost and logistic regression, to de-
termine which o�ers the best balance of predictive power and real-world applicability.

ˆ Validating economic impact: Measuring the �nancial implications of the selected model
through economic value analysis, which allows for quantifying potential savings and de�n-
ing the optimal approval threshold.

ˆ Focusing on interpretability: Addressing the "black box" problem of complex models by
implementing techniques like SHAP and LIME to make risk decisions understandable for
both professionals and clients.



Chapter 2

Literature Review

This chapter begins by de�ning the main concepts of the end-to-end credit scoring process. An
overview of traditional methodologies is provided, covering the types of variables commonly em-
ployed, population stability measures, and the de�nition of the target variable (loan payment de-
fault). Subsequently, Section 2.3 presents a comprehensive review of the machine learning concepts
used to design the predictive model. This review discusses variable selection methodology, metrics
for evaluating model performance, and established best practices. Finally, Section 2.4 details the
standard methodology for model evaluation, encompassing scorecard construction, risk appetite
selection, and model interpretation using the LIME and SHAP algorithms.

2.1 Literature background

Within the �eld of traditional �nancial banking, logistic regression is the prevailing model used
to calculate the probability of default [8]. Its prominence is due to its high interpretability and
e�ectiveness in classi�cation problems, establishing it as the benchmark against which alternative
models are evaluated [1]. However, logistic regression is not without its disadvantages, a noteworthy
limitation being its inability to capture non-linear relationships among predictor variables.

Historically, logistic regression was not the �rst model introduced for risk measurement [35]. Linear
discriminant analysis, proposed by David Durand in 1941, pioneered this �eld. Durand used this
model to identify the key factors that distinguished clients who were likely to default from those
who were not. His study incorporated both loan-speci�c variables (e.g., loan amount, interest rate)
and demographic variables (e.g., age, gender, occupation). A key conclusion from his work was the
relevance of demographic data, which had previously been overlooked in default probability studies
[9]. However, the use of many such demographic variables is now prohibited due to regulations
introduced since the 1970s. Legislation such as the Equal Credit Opportunity Act was enacted to
regulate credit reporting service providers (CRSPs), mandating public disclosure of information to
increase transparency and accountability. This act speci�cally prohibits lenders from discriminating
against borrowers based on sex, age, race, national origin, religion, or other characteristics unrelated
to creditworthiness.
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Another widely accepted and interpretable model is the decision tree. In a 1994 study, Devaney
compared the performance of this model against logistic regression for mortgage loans and found
their performance to be similar. Subsequently, more complex models such as Random Forest,
K-Nearest Neighbors, Support Vector Machines, and Neural Networks were introduced [26], [31].
Multiple studies have concluded that these advanced models often yield a higher area under the
curve (AUC) compared to logistic regression. However, this improved predictive power typically
comes at the cost of interpretability, creating a dilemma for data scientists in the credit industry.
To address this trade-o�, methodologies like SHAP and LIME have emerged. These techniques
aim to mitigate the loss of interpretability in "black-box" models, thus facilitating their regulatory
approval for use in probability of default calculations [23].

2.2 Traditional credit scoring

Traditional credit scoring methodologies are primarily based on parametric statistical models, such
as logistic regression and discriminant analysis. These approaches use a set of variables to estimate
a target, typically the Probability of Default (PD), but their predictive performance is contingent
upon the data meeting strict statistical assumptions.

This reliance on assumptions presents a signi�cant obstacle, as real-world �nancial datasets are
often high-dimensional and characterized by non-linear relationships that violate these prerequisites.
For instance, Linear Discriminant Analysis (LDA), one of the earliest models applied to credit
scoring, requires data normality and independence�conditions rarely met in practice. Similarly,
logistic regression, now widely considered the industry benchmark, is constrained by this same
dependency on underlying data structures. This limitation hinders its ability to e�ectively model
the complex, non-linear interactions often present in borrower data [34]. In summary, this section
has provided a review of the traditional, parametric models used in credit scoring, highlighting both
their established role and their fundamental limitations. This foundational context is essential for
the subsequent exploration of machine learning approaches, which have been developed speci�cally
to address these challenges.

2.2.1 What is credit scoring?

Credit scoring refers to the application of statistical models to assess the creditworthiness of bor-
rowers. These models are integral to the decision-making process at �nancial institutions, informing
critical outcomes such as loan eligibility, credit limits, and interest rates, while also guiding strate-
gies for pro�t optimization. Fundamentally, a credit score quanti�es the probability of a client
defaulting on a loan obligation [5].

The score itself is the output of a predictive model constructed from a range of borrower-speci�c
variables, including demographic data (e.g., age, location), �nancial capacity, and bureau scores.
Among these, a customer's credit history is typically the most signi�cant predictor, as it provides a



6 2 Literature Review

comprehensive summary of past borrowing behavior across various �nancial institutions. In many
regions, including most of Latin America, this detailed credit information is not publicly accessible.
Instead, it is collected, managed, and distributed by specialized Credit Bureaus such as Experian,
TransUnion, and Serasa. These organizations aggregate credit reports from multiple lenders and use
proprietary methodologies, like the FICO (Fair Isaac Corporation) score, to produce standardized
risk metrics [10].

A default event is formally de�ned as follows:

I D =

(
1 : The event occurs with probability p.
0 : Otherwise

(2-1)

This de�nition, as shown in Equation 2-1, allows for the description of signi�cant quantities. For
example, the loss due to default, denoted asL , is de�ned by:

L = c � I D (2-2)

The loss is the product of the credit exposure (c) and the default indicator. As shown in Equation 2-
2, the loss is bounded within the intervalL 2 [0; c]. These fundamental de�nitions can be generalized
for a portfolio of n events. For the n-th event, the expected value of the default indicator is its
probability of default, pn

E(I D n ) = P(I D n = 1)
| {z }

pn

(2-3)

The variance associated with this event is given by:

var(I D n ) = P(I D n = 1)
| {z }

pn

� p2
n = pn (1 � pn ) (2-4)

These properties demonstrate that each default event,I D n , follows a Bernoulli distribution with
parameter pn . To examine the relationship between any two events, the concept of covariance is
introduced. Under the assumption of independence, the covariance is zero:

cov(I D n ; I D m ) = E(I D n )E (I D m ) � pnpm = 0 (2-5)

The result in Equation 2-5 is based on the simplifying assumption that each event is independent.
In practice, this condition is often not met. Therefore, to accurately calculate the total portfolio
loss by accounting for potential dependencies, the total portfolio loss,L N , is de�ned as the sum of
all individual losses:

L N =
NX

n=1

cn I D n (2-6)

Thus, L N represents the total loss from all defaulted obligations in the portfolio. From this, the
expected loss of the portfolio can be determined:
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E(L N ) = E(
NX

n=1

cn I D n ) =
NX

n=1

cn E(I D n )
| {z }

pn

(2-7)

The expected portfolio loss is thus the sum of each exposure weighted by its respective probability
of default (Equation 2-7). While this metric is intuitive, its practical application is limited. This is
because defaults are rare events, and the underlying assumptions required for this derivation�such
as event independence�are often not satis�ed in real-world scenarios.

Bernoulli Distribution

As established in Section 2.2, a loan default event is characterized by a binary outcome (default
or no default) and can therefore be modeled by a Bernoulli distribution. To formally de�ne this
distribution, it is instructive to �rst consider the more general Binomial distribution, of which the
Bernoulli distribution is a special case.

f (x) =

( � n
x

�
px (1 � p)n� x ifx = 0 ; 1; : : : ; n

0 Otherwise
(2-8)

The Binomial distribution , de�ned in Equation 2-8, models the number of successes in a sequence
of n independent experiments, each with a binary outcome. If a random variableX represents the
total number of successes, it is said to follow a Binomial distribution with parametersn (a positive
integer representing the number of trials) andp (the probability of success in a single trial, where
0 < p < 1). The probability of failure is commonly denoted asq = (1 - p) [6]. The Bernoulli
distribution is a special case of the Binomial distribution wheren = 1 , representing the outcome
of a single trial. The key properties of the Binomial distribution are listed below:

ˆ EX = np (The expected value of the random variable)

ˆ V ar(X ) = npq (The variance)

ˆ mX (t) = ( pet + q)n (Generating function)

2.2.2 Regulatory Requirements: The Basel Committee and per-
sonal data privacy

The credit scoring process relies on both internal and external data sources to assess a client's loan
application. However, the use of this information is strictly governed by legal frameworks designed
to protect data privacy. In Europe, the primary authority is the General Data Protection Regulation
(GDPR), enforced by the European Data Protection Board. The GDPR provides a comprehensive
de�nition of personal data, including genetic, cultural, economic, and social identity information.
Its core mandate is to safeguard the sensitive data of European Union (EU) citizens, requiring
explicit consent from individuals before their data can be processed. This applies to all entities,
both within and outside the EU, that handle the data of EU residents. Under these regulations,
individuals have the right to request access to their data or demand its erasure from a �nancial
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institution's records [19].

Parallel to data privacy laws, the banking sector is governed by prudential regulations for �nancial
risk, primarily established by the Basel Committee on Banking Supervision (BCBS). Formed in
1974, the BCBS publishes the Basel Accords, which serve as the fundamental global regulatory
framework for �nancial stability and transparency [11]. While compliance is not mandatory for all
entities (e.g., some retail credit institutions), the framework is widely adopted as a best practice
[39]. The Committee's oversight includes several key areas:

ˆ The estimation of risk parameters: Probability of Default (PD), Loss Given Default (LGD),
and Exposure at Default (EAD).

ˆ Standards for calculating expected losses, such as the International Financial Reporting Stan-
dard (IFRS) 9.

ˆ Frameworks for supervisory monitoring and review.

ˆ Stipulations for minimum capital requirements and liquidity ratios.

A central aspect of the Basel Framework is the classi�cation of credit products. Retail exposures
include loans to individuals (e.g., credit cards, auto loans, student loans) and small businesses,
provided the total exposure remains below one million euros. The framework further divides retail
assets into three subcategories: residential mortgage loans, Qualifying Revolving Retail Exposures
(QRRE), and other retail exposures. QRREs are de�ned as revolving, unsecured loans to individ-
uals where the total exposure does not exceed 100,000 euros [12].

For the estimation of Probability of Default (PD) under the Internal Ratings-Based (IRB) ap-
proach, the framework mandates that �nancial institutions consider key risk drivers. These include
the borrower's delinquency history, obligor-speci�c characteristics (e.g., socio-economic data), and
exposure-related features (e.g., product type, collateral). This assessment must be based on histori-
cal data spanning a minimum of �ve years, drawn from internal, external, or aggregated sources [39].

To compute risk-weighted assets (RWAs) for non-defaulted exposures under the IRB approach, the
Basel Framework provides speci�c risk-weight functions. The capital requirement (K) is calculated
as follows:

Correlation=R=0.15

Capital requirement = K =

"

LGD � N

"
G(PD)
p

1 � R
+

r
R

1 � R
� G(0:999)

#

� PD � LGD

#

(2-9)

RWA = K � 125� EAD

In Equation 2-9, N (x) is the cumulative normal distribution function, and G(z) is its inverse. The
assetcorrelation (R) parameter varies by the retail subcategory:

ˆ For residential mortgage exposures: R=0.15.
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ˆ For QRREs: R=0.04.

ˆ For all other retail exposures, R is calculated based on PD:

Correlation = R = 0 :03�
(1 � exp� 35�P D )

(1 � exp� 35)
+ 0 :16�

�
1 �

(1 � exp� 35�P D )
(1 � exp� 35)

�

For retail exposures already in default, the capital requirement (K) is the greater of zero and the
di�erence between the LGD and the bank's best estimate of expected loss. Separately, the IFRS 9
standard requires the calculation of Expected Credit Loss (ECL) for impairment purposes:

ECL = PD � EAD � LGD (2-10)

Within the �nancial statement, Expected Credit Loss (ECL) represents the current valuation of
impairment losses resulting from anticipated defaults in the future. Recognition of impairment
losses applies to various �nancial instruments, including loan commitments, contract assets, �nancial
guarantee contracts, assets measured at amortized costs, and receivables [16].

2.2.3 Common de�nitions and variables used in credit scoring

As established in Section 2.2.2, the use of certain personal data in credit scoring is restricted. For
instance, variables such as gender, political a�liation, and national origin are prohibited from this
process [3]. This section, therefore, provides an overview of the variables conventionally employed
in credit scoring models, as detailed in Table2-1.
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Demographics Internal/Financial

Data

Bureau Data Macroeconomic

and Collateral

Data

Credit Card

Age Number of products in-
ternally

Bureau Score Unemployment Time as cus-
tomer

Occupation
type

Total assets Total inquiries First mortgage Amount of pur-
chases

Highest educa-
tion level

Total debt Total open trades Consumer price
index

Cash with-
drawals

Number of de-
pendents

Loan to value Total credit lines Used or new car Spending
habits

Income Salary deposit box at
bank

Revolving credit lines In�ation index Number of in-
ternet transac-
tions

Industry type Price of car or house di-
vided by income

Time since last
30/60/90 days past
due at bureau

Brand of car Service fee in-
come

Postal code Best credit product at
bank

Number of public
records

Housing starts Percentage of
payments last
month

Number of bor-
rowers

Days to payment in
collections

Total Balance GPD Amount of
credit premium
cards

Guarantors
count

Behavior score current Months or years since
bankruptcy

House price index Credit card
balance

Number of
unique ad-
dresses last �ve
years

Income-normally used
in ratios with other
variables

Worst rating of all cur-
rent trades

Employments Utilization of
credit cards

Number of
unique ad-
dresses last �ve
years

Income-normally used
in ratios with other
variables

Worst rating of all cur-
rent trades

- Utilization of
credit cards

Number of in-
come earners at
home

Total minimum pay-
ment

Existence of loan from
subprime lender

- Maximum
days past due
(DPD)

Table 2-1 : Some of the most common variables used in credit models

The �nancial features listed in Table 2-1 can be grouped into the following three categories:

ˆ Revolving Credit: Characterized by a �exible credit limit and a variable interest rate.
Borrowers can draw funds up to a predetermined limit, and the available credit is replenished
as the outstanding balance is paid down. Common examples include credit cards and home
equity lines of credit (HELOCs).

ˆ Installment Credit: De�ned by a �xed interest rate, a predetermined repayment term,
and consistent periodic payments. These loans can be secured or unsecured and typically
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o�er access to larger principal amounts than revolving credit, often with lower interest rates.
Examples include mortgages, auto loans, and student loans.

ˆ Open-end Credit: A payment arrangement where the entire balance must be paid in full
at the end of each billing cycle. While a credit limit may exist, the outstanding balance is
not carried over month-to-month. Common examples include charge cards and service-based
accounts such as utility or mobile phone bills.

2.2.4 Traditional methodologies in credit scoring

Discriminant Analysis

Linear Discriminant Analysis (LDA) is a classi�cation method used to identify a linear combination
of features that best separates two or more prede�ned groups. In the context of credit scoring, these
groups typically correspond to 'default' and 'non-default' clients. The primary objective of LDA is
to construct a discriminant function that maximizes the separation between these groups [34].

This separation is achieved by maximizing the distance between the group means (between-class
variance) while simultaneously minimizing the variance within each group. For a two-group clas-
si�cation problem, this objective is formalized by the maximization function shown in Equation
2-11:

max
!̂


 =
( �� 1 � �� 0)2

�s2
1 � �s2

0

 ��
maximize between group distance
minimize within group distance

(2-11)

where: �� 1; �� 0 = means of groups; �s2
1; �s2

0 = variations (�scatters�) of groups;


 = discriminant indicator (eigenvalue); !̂ = estimates of the parameters' weights

Figure 2-1 illustrates an example of a distribution of two classes (e.g. default and non-default)
based on two parameters (X1 and X2). LDA seeks to �nd a new axis (a projection vector) onto
which the data can be projected to achieve maximum class separability. Although the data can be
projected onto several axes, the goal of LDA is to �nd such a vector where the function in equation
2-11 will reach its maximum [34].
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Figure 2-1 : Projection of Default and Non-default Values onto the LDA new axis.Created
by the author .

Figure 2-2 illustrates the discriminant vector with minimized within-class scatters s2
0 and s2

1 for the
analyzed example and the respective maximum between-groups distance of the projected values.

Figure 2-2 : Projection of Default and Non-default Values onto the LDA new axis.Created
by the author .

When extending LDA to more than two classes (multiclass LDA), the between and within-class
variances are calculated using scatter matrices. TheSbetween matrix, is de�ned as:

Sbetween =
mX

k=1

nk (� k � � )( � k � � )T (2-12)
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where: m = number of groups; nk = number of observations in the k-th group

� k = mean of the k-th group; � = mean of all means

Similarly, the within-class scatter matrix, Swithin , which sums the scatter for each group (x ik is the
i � th value of the k � th group), is de�ned as:

Swithin =
mX

k=1

nkX

i =1

(x ik � � k )(x ik � � k )T (2-13)

The objective function for the multiclass problem is then expressed as the ratio of these scatter
matrices:

max
!̂


 =
Sbetween

Swithin
(2-14)

The vector of weights,(̂! ) , that de�nes the optimal projection is found by solving the generalized
eigenvalue problem represented by the following ratio:

!̂ = max
!

! T Sbetween!
! T Swithin !

(2-15)

Once these weights are estimated, the discriminant score,Z , for any given observation can be
calculated using the following linear function:

Z = !̂ T X + C (2-16)

where: X = Independent variables values !̂ = estimated weights of independent variables

C = biased constant

A signi�cant limitation of LDA is its reliance on several strict statistical assumptions that must be
met for the model to be valid:

ˆ In the initial assumption, it is essential to ensure homogeneity in within-group variances.
Consequently, to prevent heteroscedasticity, variances must be consistent across all levels of
independent variables

ˆ The second presumption pertains to the multivariate normal distribution within classes. This
assumption posits that predictors need to exhibit a normal distribution across all groups

ˆ Within the third assumption, the absence of multicollinearity is crucial. Elevated correlation
among independent variables diminishes the accuracy of classi�cation

ˆ The �nal assumption revolves around the independence of observations. Each sample obser-
vation should remain una�ected and unin�uenced by other observations
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Logistic Regression

This section introduces logistic regression, a statistical model developed for binary outcomes. In this
model, the logit is de�ned as the natural logarithm of the odds calculated as a linear combination
of the input features. This linear core classi�es logistic regression as a member of the Generalized
Linear Models (GLM) family, as formulated in Equation 2-17.

y = F (x1; x2; :::xn ); y = � 0 + � 1X 1 + � 2X 2 + ::: + � nX n (2-17)

A fundamental di�erence between logistic and linear regression is that the linear component of the
logistic model (Equation 2-17) does not output the outcome variable directly, but rather the log-
odds of the event. From this logit value, the conditional probability that a data point x i corresponds
to a binary outcome yi = 0 ; 1 is given by:

P(yi = 1 jx i ; � ) =
1

1 + exp� xT
i �

; P(yi = 0 jx i ; � ) = 1 � P(yi = 1 jx i ; � ) (2-18)

where � represents the vector of model parameters to be estimated. The cost function for logistic
regression is derived from the principle of Maximum Likelihood Estimation (MLE). For a dataset
of n observationsD = f (x i ; yi )gn

i =1 with binary labels yi 2 f 0; 1g, the likelihood of observing the
data given the parameters� is formulated as:

P(} j! ) =
nY

i =1

[� (xT
i ! )]yi [1 � � (xT

i ! )]1� yi (2-19)

where � (s) =
1

1 + exp� s

From Equation 2-19, the log-likelihood can be readily computed:

L (! ) =
nX

i =1

yi log � (xT
i ! ) + (1 � yi ) log[1 � � (xT

i ! )] (2-20)

The maximum likelihood estimate, denoted�̂ MLE , is de�ned as the speci�c parameter vector that
maximizes the log-likelihood function:

!̂ = argmax � [
nX

i =1

yi log � (xT
i ! ) + (1 � yi ) log[1 � � (xT

i ! )]] (2-21)

Since the cost function to be minimized is the negative of the log-likelihood, the cost function for
logistic regression, denotedJ (� ), is de�ned as:

C(! ) = � L (! ) (2-22)

The expression on the right-hand side of Equation 2-22 is known as the cross-entropy. An important
property of this cost function, similar to that of linear regression [37], is its convexity with respect to
the weights ! . This convexity guarantees that any local minimum found is also the global minimum.
Minimizing this cost function leads to the following equation:
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0 = r C(! ) =
nX

i =1

[� (xT
i ! ) � y i ]x i (2-23)

Model Formulation and Assumptions

The cost function's derivation makes use of the logistic function's derivative identity, expressed as
@z� (z) = � (z)(1 � � (z)) .

Beyond the mathematical formulation, the validity of a logistic regression model relies on several un-
derlying assumptions that must be met. Similar to other linear models like LDA, these assumptions
are as follows:

ˆ Outcome Distribution: The dependent variable is assumed to follow aBernoulli distri-
bution , as it represents a binary outcome.

ˆ Linearity of Log-Odds: A linear relationship is assumed between the independent vari-
ables (predictors) and the log-odds of the outcome.

ˆ Independence of Observations: The observations in the dataset are assumed to beinde-
pendent of each other.

ˆ Absence of Multicollinearity: The model assumes theabsence of high multicollinear-
ity among the independent variables, meaning the predictors should not be highly correlated
with one another.

ˆ Su�cient Sample Size: A large sample size is required for robust and stable parameter
estimation. A common rule of thumb is to have a su�cient number of events (minority class
instances) per predictor variable included in the model.

Finally, a comparative analysis of the advantages and disadvantages of logistic regression against
other risk methodologies is presented in Table 2.2.4. This evaluation clari�es the rationale for its
widespread adoption and establishes its position as a benchmark model in the �eld of credit risk.
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Advantages Disadvantages
It is e�cient in training and clear in the
interpretation of the results

It doesn't describe complex non-linear
relationships between independent and
dependent variables.

Compared to LDA and linear regres-
sion. Logit has much fewer assump-
tions

It requires a large size of training data
to provide reliable results. Besides, lo-
gistic regression is quite sensitive to
outliers and extreme values.

The output probability is always in the
range between 0 and 1, despite a range
of the input values
The weights and linear representation
of features allow analysts to interpret
the importance of logit's predictors

Table 2-2 : Analysis of advantages of logistic regression regarding other methodologies

2.3 Machine learning

Peer-to-Peer (P2P) lending platforms face the immense operational challenge of processing thou-
sands of credit applications per minute. This high-volume, real-time environment demands immedi-
ate responses, as any delay can result in the loss of potential clients. Consequently, this pressure has
driven signi�cant transformations in the technological infrastructure and risk management frame-
works of �nancial institutions.

Central to overcoming this challenge is the predictive model used to assess the probability of default.
Therefore, this section provides an introduction to the core machine learning concepts for binary
classi�cation, which form the foundation of modern credit scoring systems.

2.3.1 What is machine learning?

Machine learning , a sub�eld of arti�cial intelligence, is focused on the development of algorithms
capable of autonomously acquiring knowledge through the analysis of data. A key distinction of
machine learning from traditional statistical inference is its primary focus onprediction over esti-
mation . While estimation is concerned with the accuracy of a model's parameters (̂� ), prediction is
concerned with the model's ability to generalize and forecast outcomes for new, unseen observations.

The development of a machine learning model begins with an observable quantity, or feature vector
x, which is assumed to be related to a set of model parameters� . This relationship is often expressed
probabilistically through a function p(x j� ). To estimate these parameters, a datasetX is required.
The model �tting process then involves �nding the optimal parameters �̂ that best describe the
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data, typically by maximizing a likelihood function or minimizing a cost function, as detailed for
logistic regression in Equation 2-21.

Machine learning systems can be categorized along several axes. The most common criteria include:

ˆ Learning Supervision: Categorized by the nature of the training data. This includes
supervised (labeled data), unsupervised (unlabeled data), semi-supervised (a mix of
both), and Reinforcement Learning (learning from actions and rewards).

ˆ Learning Mode: Whether the model learns incrementally from a data stream (online
learning ) or is trained on the entire dataset at once (batch learning ).

ˆ Generalization Method: How predictions are made, either by comparing new data points
to known ones (instance-based learning ) or by building a predictive model from patterns
detected in the training data (model-based learning ).

While these criteria are not mutually exclusive, the scope of this thesis is con�ned tosupervised
learning . This focus is dictated by the nature of the dataset used, which contains a prede�ned
target variable for prediction. The foundational components of a supervised learning model typically
include:

ˆ The dataset D = ( X ; y ), where X is a matrix of independent variables andy is a vector of
dependent variables.

ˆ The model f (x ; � ), which is a function f : x ! y of the parameters�

ˆ The �nal ingredient is the cost function C(y ; f (X ; � )) that allows us to judge how well the
model performs on the observationsy

The previous ingredients are part of a recipe that most ML researchers and data scientists follow.
The recipe is:

ˆ The �rst step is to randomly divide the dataset D into two mutually exclusive groups D train

and D test . By doing this, we provide an unbiased estimate for the predictive performance.

ˆ Choose a proper model and �t it using the training set (D train ), the model is �tting minimizing
the cost function �̂ = argmin� f C(y train ; f (X train ; �̂ ))g.

ˆ Evaluate the performance of the model by computing the cost function using the test set
C(y test ; f (X test ; �̂ )) .

ˆ Additionally, to evaluate the performance of the model using di�erent techniques (this will
depend on the type of model), the error is generally compared in bothD train and D test sets;
the value between these two quantities should not be very di�erent.
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2.3.2 Some concepts about statistical learning

This section discusses the foundational theoretical concepts of supervised learning. The framework
begins with the premise that the data is generated by an unknown target function, denoted as
y = f (x). This function yields a set of N observable data points, which comprise the dataset
D = f (x i ; yi )gN

i =1 [18].

To approximate this unknown function, a hypothesis set , H , is de�ned, representing the space of
all candidate functions to be considered. The central objective of supervised learning is to select
a �nal hypothesis, h 2 H , that most accurately approximates the target function f . An e�ective
hypothesis is one which:

h 2 H : h � f (x; y) (2-24)

The ultimate goal of the learning process is to select a function thatgeneralizes well to new,
unseen data. Generalization is considered successful when the performance of the �nal hypothesis
on the test set (Dtest ) is comparable to its performance on the training set (Dtrain ). The relationship
between the training error (E train ) and the test error (E test ) is a central theme in learning theory
and is the primary subject of this section.

A foundational concept governing the relationship between these two error measures is illustrated
in Figure 2-3:

Figure 2-3 : E train and E test as function of the training data size.Created by the author .

The Bias-Variance Tradeo�

A central concept in understanding model performance is thebias-variance decomposition . The
generalization error (E test ) can be decomposed into three distinct components: bias, variance, and
an irreducible error term.
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ˆ Bias is the error introduced by approximating a real-world problem, which may be complex,
by a much simpler model. A model with high bias is unable to capture the true relationship
between variables, a condition known asunder�tting .

ˆ Variance is the amount by which the model's estimate would change if it were trained on
a di�erent training dataset. High variance can cause a model to �t the random noise in the
training data, a condition known as over�tting . The gap between the training error (E train )
and the test error (E test ) is a measure of this variance.

ˆ Irreducible Error is the inherent noise in the dataset itself, which cannot be reduced by
any model.

The relationship between these components gives rise to thebias-variance tradeo� , which is
illustrated in Figure 2-4. This tradeo� describes how, as a model's complexity increases, its bias
tends to decrease while its variance tends to increase. Model complexity can be understood through
an analogy with polynomial regression, where complexity is increased by raising the polynomial's
degree.

Due to this tradeo�, the test error ( E test ) typically follows a U-shaped curve, forming aconvex
function of model complexity. The optimal model is found at the point that minimizes this total
error, achieving a balance between bias and variance [37]. This principle also explains the behavior
of learning curves (Figure 2-3), where training and test errors converge as the training set size
increases.

Figure 2-4 : Bias-Variance tradeo� and model complexity.Created by the author .

Variance-Bias Decomposition

Building upon the conceptual discussion of the bias-variance tradeo� from the preceding section
(Section 2.3.2), this section delves into its formal mathematical underpinnings. The bias-variance
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decomposition, derived here in the context of regression, provides a rigorous explanation for the
behavior of the generalization error (E test ).

The derivation assumes that the observed data is generated by a true underlying function,f (x),
with the addition of zero-mean random noise,� . A dataset D, comprising N pairs f (x i ; yi )gN

i =1 , is
considered, where the true relationship is de�ned as:

y = f (x) + � (2-25)

where the noise term� is assumed to be normally distributed with zero mean and standard deviation
� � . To �nd the optimal model parameters, �̂ , the following cost function is minimized:

C(y ; f (X ; � )) =
X

i

(yi � f (x i ; � ))2 (2-26)

�̂ D = argmin� C(y ; f (X ; � ))

The resulting parameter estimate, �̂ D , is a function of the speci�c dataset D used for training.
Consequently, a di�erent training set, D j = ( y j ; X j ), would yield a di�erent parameter estimate
and thus a di�erent error value.

The expected generalization error is an expectation that has taken over the distribution of all
possible datasets and the inherent noise in the data. LeavingED denote the expectation over data
sets andE � the expectation over the noise distribution, the expected generalization error can be
decomposed as:

ED;� [C(y; f (X ; �̂ D ))] = ED;�

"
X

i

(yi � f (x i ; �̂ D ))2

#

= ED;�

"
X

i

(yi � f (x i ) + f (x i ) � f (x i ; �̂ D ))2

#

=
X

i

E � [(yi � f (x i ))2] + ED;� [(f (x i ) � f (x i ; �̂ D ))2]

+ 2E � [(yi � f (x i ))]ED [(f (x i ) � f (x i ; �̂ D ))]

=
X

i

� 2
� + ED [(f (x i ) � f (x i ; �̂ D ))2] (2-27)

Expanding the second term of Equation 2-27 yields the �nal result:

=
X

i

(f (x i ) � ED [f (x i ; �̂ D )])2 + ED [(f (x i ; �̂ D ) � ED [f (x i ; �̂ D )])2] (2-28)

The �rst term of the equation 2-28 is called the bias:

Bias 2 =
X

i

(f (x i ) � ED [f (x i ; �̂ D )])2 (2-29)



2.3 Machine learning 21

and assesses how much our estimator's expectation value deviates from the actual value. The second
component is referred to as variance:

V ar =
X

i

ED [(f (x i ; �̂ D ) � ED [f (x i ; �̂ D )])2] (2-30)

and a variance term, which measures how much the estimator �uctuates due to �nite-sample e�ects.
By combining these components, the expected test error (E test ) can be expressed as:

E test = Bias 2 + V ar + Noise; Noiese =
X

� 2
� (2-31)

2.3.3 Classi�cation models

This section presents the theoretical foundations of the classi�cation models applied in this study for
default probability estimation. The discussion begins with decision trees, a fundamental algorithm
that serves as a building block for more complex ensemble methods. Subsequently, the theory
underlying the other models used in this analysis will be detailed.

Decision Trees

Decision Trees (DTs) are versatile, non-parametric algorithms capable of performing both classi�-
cation and regression tasks. They capture non-linear relationships by recursively partitioning the
feature space into distinct, non-overlapping regions [36]. Each partition is chosen to maximize the
homogeneity of observations within the resulting regions, enabling the terminal nodes (known as
leaves) to discriminate among the possible outcomes e�ectively.

For a formal de�nition of the splitting process, consider the set of observations at a given nodem,
denoted Dm . A candidate split, � m = ( j m ; tm ), consists of a feature indexj m 2 f 1; 2; : : : ; pg and a
corresponding threshold valuetm . This split partitions the dataset Dm into two subsets,Dm; left (� m )
and Dm;right (� m ), which are de�ned as:

Dm;1(� m ) = ( x i ; yi jx i;j ) < t m;j and Dm;2 = ( x i ; yi jx i;j ) � tm;j (2-32)

and � m is estimated as:

�̂ m = ( ĵ m ; t̂m;j ) = argmax� m
H (Dm ) �

1
2

(H (Dm;1(� m )) + H (Dm;2(� m ))) (2-33)

The best split is chosen by maximizing a criterionH (�) that measures the diversity of the observa-
tions in the child nodes. The Gini impurity is commonly used:

G =
CX

i =1

p(i )(1 � p(i )) (2-34)

In Equation 2-34, C represents the total number of classes, andp(i ) is the probability of randomly
selecting an item from classi . Gini impurity, therefore, measures the probability of misclassifying
a randomly chosen element if it were labeled according to the class distribution of the subset.
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Minimizing the Gini impurity at each node allows for the identi�cation of optimal feature thresholds
that e�ectively separate the potential outcomes.

Figure 2-5 : Example of a basic decision tree.Created by the author .

An illustration of these concepts is provided in Figure2-5. In a decision tree, each internal node
represents a test on a feature (e.g. is the income greater than 3000 USD?), which splits the data
into more homogeneous subsets. The terminal nodes, orleaves, represent the �nal class labels
assigned to observations that fall into that partition. It follows that a more complex tree with a
greater number of splits creates �ner partitions, which typically leads to improved performance on
the training set [42].

Some of the disadvantages of the Decision Trees are:

ˆ Over�tting: Decision trees can be prone to over�tting, especially when they are deep and
complex. Over�tting occurs when the model captures noise or random �uctuations in the
training data, making it perform poorly on new, unseen data.

ˆ Instability: Decision trees are sensitive to small variations in the data. A small change in the
data can result in a completely di�erent tree structure, which can lead to instability in the
model.

ˆ Biased towards dominant classes: In classi�cation problems with imbalanced class distribu-
tions, decision trees may be biased towards the dominant class. They tend to have a preference
for splitting data in favor of the majority class, which can lead to suboptimal performance
for minority classes.
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2.3.4 Ensemble Models

Ensemble learning is a powerful technique in machine learning that combines multiple individual
models to produce a single, superior predictive model. By aggregating the predictions of several
base learners, ensemble methods can improve accuracy, reduce variance, and enhance the robustness
of the �nal output.

The most prominent ensemble strategies are typically categorized into three main families:Bag-
ging , Boosting , and Stacking . This section provides an overview of these foundational techniques.

Mixing training data: Bagging

Bagging, an acronym forBootstrap Aggregating , is an ensemble technique designed primarily
to reduce the variance of a predictive model [21]. In this methodology, instead of training a single
model on the entire dataset, numerous base learners are trained in parallel on distinct bootstrap
samples of the training data. A bootstrap sample is created by drawing observations from the
original dataset with replacement.

The �nal prediction is then obtained by aggregating the outputs of all individual learners. For re-
gression tasks, this is typically done by averaging the predictions, while for classi�cation, a majority
vote is used. The process of training on di�erent data subsets promotes diversity among the base
learners, which leads to a more robust and accurate aggregated result compared to that of a single
model. A schematic of the bagging process is illustrated in Figure2-6.



24 2 Literature Review

Figure 2-6 : Schema of mixing training data methodology.Created by the author .

Mixing Combinations: Boosting

Boosting:

Figure 2-7 : Schema of mixing training data methodology (Boosting), using as weak learned
DTs. Created by the author .

Boosting is a sequential ensemble technique that aims to convert a collection of weak learners into a
single strong learner. Unlike bagging, where models are trained in parallel, boosting trains models
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iteratively.

In this process, each subsequent model is trained to correct the errors made by its predecessor.
This is typically achieved by placing a higher weight on the training instances that were previously
misclassi�ed, forcing the new model to focus on the more di�cult cases. The �nal prediction is a
weighted combination of the predictions from all sequential learners. The primary goal of boosting
is to reduce bias. A conceptual diagram of the boosting process is shown in Figure2-7.

Stacking:

Figure 2-8 : Schema of mixing training data methodology (Stacking).Created by the
author .

Stacking, is an ensemble method that learns how to best combine the predictions from multiple
di�erent models. It involves a multi-level architecture, typically with two levels.

At the �rst level, several di�erent base learners (e.g., a decision tree, an SVM, a logistic regression
model) are trained on the full training dataset. In the second level, a new model, known as a
meta-learner , is trained. The features for this meta-learner are the predictions made by the base
learners from the �rst level. The goal of the meta-learner is to �nd the optimal combination of the
base model outputs to produce the �nal prediction. This technique is particularly e�ective as it
can leverage the distinct strengths of various model types. The stacking architecture is depicted in
Figure 2-8.

2.3.5 Gradient Boosted Trees and XGBoost

The core principle of boosting methods is the sequential training of predictors, where each new
model attempts to correct the errors of its predecessor. In the speci�c case ofGradient Boosted
Trees , this is achieved by iteratively adding new decision trees to an ensemble. At each step, a
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new tree is trained to predict the negative gradient of the loss function with respect to the current
ensemble's predictions [27]. This process incrementally improves the model by �tting new learners
to the residual errors.

The formulation of this process can be illustrated using theXGBoost (Extreme Gradient Boost-
ing) algorithm for a regression task. The algorithm is built upon two key components:

1. The Parameterization of a Decision Tree: A single decision tree in the ensemble, denoted
gj (x), is de�ned by two elements. First, a structure function q(x) that maps a feature vector
to a speci�c leaf index: q : Rd ! f 1; 2; : : : ; Tg. Second, a weight vector! 2 RT that assigns
a continuous score to each of theT leaves. The output of the tree for a given inputx i is the
score of the corresponding leaf:gj (x i ) = ! q(x i ) [37].

2. The Cost Function: A di�erentiable and convex cost function is de�ned to measure the
performance of the model's predictions.

The prediction of the full ensemble for a data point (x i ; yi ) is the sum of the predictions of all
individual trees, given as:

ŷi = gA (x i ) =
MX

j =1

gj (x i ); gj 2 F (2-35)

where gj (x i ) is the prediction of the j-th decision tree on the data point x i , M is the number of
members of the ensemble, andF = f g(x) = ! q(x )g is the space of all possible trees. As was noted
in Section 2.3.3, a primary disadvantage of individual decision trees is their tendency to over�t. To
mitigate this risk, regularization is incorporated into the objective function:

C(X ; gA ) =
NX

i =1

l (yi ; ŷi ) +
MX

j =1


( gj ) (2-36)

In Equation 2-36, the �rst term is a di�erentiable loss function that measures the discrepancy
between the predictions and the true labels. The second term is a regularization penalty on the
complexity of the trees. The speci�c regularization function used in XGBoost is:


( g) = 
T +
�
2

jj ! jj2
2 (2-37)

As shown in Equation 2-37, the regularization term penalizes both large leaf weights (k! k2
2) and

the total number of leaves (T), which controls the model's complexity. The ensemble is constructed
in an iterative, additive manner. The prediction for observation i at step t, denoted ŷ(t )

i , is de�ned
as:

ŷ(t )
i =

tX

j =1

gj (x i ) = ŷ(t � 1)
i + gt (x i ) (2-38)
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By substituting Equation 2-38 into the regularized objective (Equation 2-36), the objective at stept
can be approximated using a second-order Taylor expansion around the prediction from the previous
step, ŷ(t � 1)

i :

Ct =
NX

i =1

l (yi ; ŷ(t � 1)
i + gt (x i )) + 
( gt )) � Ct � 1 + � Ct (2-39)

� Ct =
NX

i =1

�
ai gt (x i ) +

1
2

bi gt (x i )2
�

+ 
( gt )

where: ai = @̂
y( t � 1)

i
l (yi ; ŷt � 1

i ); bi = @2
ŷ( t � 1)

i
l (yi ; ŷt � 1

i )

To minimize the cost function at step t, an optimal tree, gt , must be selected. After removing
constant terms and grouping by leaf, the change in the objective function,� Ct , can be expressed
as a sum over theT leaves of the tree:

� Ct =
TX

j =1

�
A j ! j +

1
2

(B j + � )! 2
j

�
+ 
T (2-40)

where: A j =
X

i 2 I j

ai ; B j =
X

i 2 I j

bi ; and I j = f i : qt (x i ) = j g

For a �xed tree structure, the optimal weight ! opt
j for each leaf is found by setting the gradient of

Equation 2-40 with respect to ! j to zero. This yields:

! opt
j = �

A j

B j + �
(2-41)

Substituting this optimal weight back into the objective function gives the minimum possible loss
for that speci�c tree structure:

� Copt
t = �

1
2

TX

j =1

A2
j

B j + �
+ 
T (2-42)

From Equation 2-42, it is evident that � Copt
t serves as a scoring function for the quality of a

potential tree, gt . The objective is to �nd the tree structure that minimizes this score. While
it is theoretically possible to enumerate all conceivable tree structures, such an exhaustive search
is computationally infeasible. Therefore, a greedy algorithm is employed in practice. The algo-
rithm builds the tree one level at a time, seeking the optimal split at each step. This process results
in a tree that represents a strong local minimum for� Copt

t , which is then added to the ensemble [37].

Despite its high performance, the XGBoost algorithm presents several limitations:

ˆ Interpretability: The complex, layered structure of boosted trees can pose challenges for
model interpretation. Although feature importance scores are available, understanding the
nuanced relationships between variables is more di�cult compared to simpler models like
logistic regression.
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ˆ Imbalanced Data: XGBoost can be sensitive to imbalanced datasets. While parameters
are available to handle class imbalances, achieving optimal performance often requires careful
tuning and supplementary techniques like resampling.

ˆ Parameter Tuning: The algorithm has a large number of hyperparameters that must be
tuned to achieve optimal performance. This �exibility, while powerful, means that �nding the
best hyperparameter con�guration can be a time-consuming and computationally intensive
process.

Despite these disadvantages, it is important to note that XGBoost is a widely used and versatile
algorithm that often outperforms other models in terms of predictive accuracy. The key is to care-
fully consider these limitations and adapt the algorithm accordingly to the speci�c characteristics
of the dataset and problem at hand.

2.4 Performance validation

2.4.1 Evaluation Metrics for Classi�cation Models

The performance of the classi�cation models developed in this study is assessed using a set of
standard evaluation metrics. This section de�nes each metric, explaining its calculation and its
relevance for evaluating models in the context of credit default prediction.

Accuracy

Accuracy is often considered a primary evaluation metric due to its intuitive nature. It measures
the proportion of total predictions that were correct and is calculated as the sum of true positives
(TP) and true negatives (TN) divided by the total number of observations.

accuracy=
P

True Positive +
P

True Negative
Sample Size

(2-43)

While accuracy provides a general measure of a model's correctness, it can be a misleading metric,
particularly in the presence of signi�cant class imbalance [28]. For this reason, other metrics are
required for a more nuanced assessment.

Confusion Matrix

The confusion matrix is a fundamental tool for assessing the performance of a classi�cation model.
It provides a detailed breakdown of prediction outcomes by tabulating the number of true positives
(TP), true negatives (TN), false positives (FP), and false negatives (FN). This granular view is the
basis for calculating key metrics such as precision, recall, and accuracy, o�ering a more nuanced
performance evaluation than accuracy alone, especially for imbalanced datasets.
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Figure 2-9 : Confusion matrix for a binary target. Created by the author .

As illustrated in Figure 2-9, the components for a binary classi�cation task are arranged in a 2x2
grid. The elements on themain diagonal (TP and TN) represent the number of correctly classi�ed
instances, where the predicted label (̂y) matches the actual label. The o�-diagonal elements (FP
and FN) represent the model's classi�cation errors.

Precision, Recall, and Speci�city

ˆ Precision: measures the accuracy of a predicted positive outcome:

precision=
P

True Positive
P

True Positive +
P

False Positive
(2-44)

ˆ Recall: it is also known as sensitivity, which measures the strength of the model to predict a
positive outcome.

recall =
P

True Positive
P

True Positive +
P

False Negative
(2-45)

ˆ Speci�city: measures a model's ability to predict a negative outcome.

speci�city =
P

True Negative
P

True Negative+
P

False Negative
(2-46)

ˆ Finally, it is convenient to combine precision and recall into a single metric calledF1score.
The F1score is the harmonic mean of precision and recall.

F1 =
2

1
precision + 1

recall

(2-47)

The ROC Curve

A fundamental tradeo� exists between a model's sensitivity (recall) and its speci�city. Increasing
the model's ability to capture positive cases (higher sensitivity) often comes at the cost of incorrectly
classifying more negative cases (lower speci�city, hence a higher false positive rate). TheReceiver
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Operating Characteristic (ROC) curve is a graphical tool that illustrates this tradeo� and
visualizes the performance of a binary classi�er across all possible classi�cation thresholds [43].
The ROC curve is created by plotting the True Positive Rate (TPR) , which is synonymous with
sensitivity, on the y-axis against the False Positive Rate (FPR) , equal to (1 - Speci�city), on
the x-axis [4]. Each point on the curve corresponds to the (FPR, TPR) pair for a speci�c decision
threshold. The full curve is traced out by varying this threshold from 1 down to 0.

Figure 2-10 : ROC Curve example. An e�ective classi�er will have an ROC curve that
approaches the upper-left corner.Created by the author .

Area Under the Curve (AUC)

While the ROC curve provides a valuable visualization of a classi�er's performance, a single scalar
metric is often needed for model comparison. TheArea Under the ROC Curve (AUC) serves
this purpose and is one of the most widely used metrics for classi�cation tasks.
The AUC represents the probability that the classi�er will rank a randomly chosen positive instance
higher than a randomly chosen negative instance. Its value ranges from 0 to 1, where:

ˆ An AUC of 1.0 represents a perfect classi�er, capable of perfectly distinguishing between all
positive and negative classes.

ˆ An AUC of 0.5 represents a model with no discriminative ability, equivalent to random
guessing.

Lift and Gains Charts

Lift is a performance metric commonly used in credit risk modeling to measure the e�ectiveness of
a classi�er compared to a random selection baseline. It quanti�es how much better a model is at
identifying the positive class (e.g., defaults) within a speci�c segment of the population, typically a
risk decile.
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Formally, the lift for a given decile is the ratio of the response rate in that decile to the overall
average response rate in the population. A lift of 3 in the top decile, for example, indicates that the
model identi�es three times more defaulters within that high-risk segment than would be found by
chance.

Lift (at Decile X) =
% of Positives in Decile X

% of Positives in Total Population
(2-48)

The performance of a model across all deciles is visualized usingCumulative Gains and Lift
Charts . A gains chart plots the cumulative percentage of positive outcomes captured on the y-axis
against the cumulative percentage of the population (sorted by model score) on the x-axis. The lift
chart is then derived from this by plotting the ratio of the gains curve to the baseline (the diagonal
line representing a random model).

These charts provide a clear visual assessment of the model's practical utility by showing how
quickly a high proportion of the positive class can be identi�ed. This is particularly useful for
making business decisions, such as determining an optimal cuto� for loan approvals [4].

2.4.2 Scorecards: General Overview

A credit scorecard is a practical implementation of a statistical model, designed to assign a nu-
merical score to an applicant based on their characteristics. It is composed of a set of predictive
variables (e.g., age, income, credit history), where di�erent attributes for each variable are assigned
points. The sum of these points results in a �nal score that quanti�es the applicant's credit risk.

The development and validation of a scorecard involves segmenting the scored population into risk
buckets (often deciles) to assess its performance. Key validation checks include:

ˆ Risk Ranking Ability: The model's capacity to rank order risk must be con�rmed, ensuring
that the default rate increases monotonically across the score buckets.

ˆ Discriminatory Power: The model's ability to separate defaulting from non-defaulting ac-
counts is measured, often quanti�ed using metrics like the Kolmogorov-Smirnov (KS) statistic.

ˆ Population Distribution: The distribution of accounts across risk buckets is analyzed to
ensure the scorecard provides a meaningful and stable segmentation.

An example of a simple scorecard is presented in Table2-3. The following observations can be
made from this example:

ˆ The score buckets are organized to distribute approximately 10 percent of the accounts into
each segment (deciles), a common industry practice.

ˆ The marginal default rate, shown as themarginal event rate, exhibits a clear monotonic
trend , increasing from a minimum of 0.2% in the lowest-risk bucket to a maximum of 15.7%
in the highest-risk bucket.
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ˆ The scorecard provides a clear basis for designing risk-based policies. For instance, if a current
policy yields a 2% default rate at a 10% approval rate, this new scorecard could potentially
allow for an expansion to a 40% approval rate while maintaining the same 2% risk level.

Bucket
Cumul.

Pop.
Event
Count

Non-Event
Count

Marginal
Event rate

Cumul.
Event rate

Cumul.
Approv. %

1 2465 5 2460 0:2027 0:2027 10:60
2 4780 16 2299 0:6911 0:4392 20:56
3 7044 36 2277 1:5902 0:8091 30:30
4 9469 55 2370 2:2678 1:1827 40:74
5 11819 84 2265 3:5748 1:6583 50:85
6 14152 85 2246 3:6430 1:9857 60:88
7 16448 122 2175 5:3100 2:4510 70:77
8 18777 191 2137 8:2500 3:1630 80:71
9 20991 248 1966 11:1980 4:0111 90:32
10 23240 352 1895 15:7380 5:1670 100:00

Table 2-3 : Example of a simple scorecard.

A scorecard's primary business application is to inform the design ofrisk-based policies . By com-
bining the risk score with other business factors�such as desired approval rates and the expected
pro�tability of each risk segment�institutions can develop di�erentiated strategies. The objective
of these strategies is to optimize pro�tability by managing credit losses and maximizing revenue [39].

Common risk-based actions that can be implemented using a scorecard include:

ˆ Decline/Approve Decisions: Automatically declining applications that fall into unaccept-
ably high-risk tiers.

ˆ Credit Limit Assignment: Assigning lower initial credit limits to higher-risk applicants.

ˆ Risk-Based Pricing: Charging higher interest rates on loans or higher premiums on insur-
ance policies for individuals with a greater probability of default.

ˆ Terms of Credit: Adjusting payment terms or collateral requirements, particularly for
business customers.

ˆ Account Management: Proactively managing existing accounts by increasing credit limits
for low-risk customers and decreasing them for those showing increased risk.

ˆ Delinquency Management: Implementing di�erent forbearance or collection strategies,
such as allowing low-risk customers a grace period while taking immediate action on high-
risk delinquent accounts.
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2.4.3 Model explainability

Model explainability is crucial in machine learning (ML) as it ensures transparency, safety, and
trustworthiness in model deployment.

Furthermore, interpretability is a key requirement for regulatory compliance (e.g., GDPR's �right
to explanation�) and for ensuring ethical, unbiased outcomes. This section provides an overview of
two prominent, model-agnostic explainability frameworks: SHAP (SHapley Additive exPlanations)
and LIME (Local Interpretable Model-agnostic Explanations).

SHAP (Shapley Additive Explanations)

Shapley Values are a concept from cooperative game theory, originally developed to fairly distribute
a payout among a set of collaborating players [25]. This concept has been adapted to explain ma-
chine learning model predictions, where the "players" are the input features, the "game" is the
prediction task, and the "payout" is the model's output. Consequently, Shapley values attribute an
importance score to each feature for a given prediction [29].

For a formal de�nition, let F = f 1; 2; : : : ; pg be the set of all input features. A subset of these
features,S � F , forms acoalition. The function val(S) represents the prediction of the model using
only the features in coalition S [17]. The marginal contribution of adding a featurei to an existing
coalition S is de�ned as:

� val (i; S ) = val(S [ f ig) � val(S) (2-49)

The Shapley value,� val (i ), for a feature i is its average marginal contribution across all possible
coalitions that do not include i . It is calculated by weighting these marginal contributions according
to the formula:

� val (i ) =
X

S� F ni

jSj!(p � j Sj � 1)!
p!

� val (i; S ) (2-50)

Some of the properties derived from coalition game theory that make it ideal as a feature importance
method:

ˆ E�ciency: All features contributions add up to the total outcome (
P

i 2 F � val (i ) = val(F )) .

ˆ Symmetry: If val(S [ f ig) = val(S [ f j g) for all S � F nf i; j g, then � val (i ) = � val (j ).

ˆ Dummy: If val(S [ f ig) = val(S) for all S � F , then � val (i ) = 0 .

ˆ Additivity: In the presence of a single game with two outcoomesval1 and val2, the Shapley
values are additive: � val1+ val2 (i ) = � val1 (i ) + � val2 (i )

Figure 2-11 illustrates how the �nal model output, f (x), is built up from the base value,E [f (z)],
which is the expected prediction without any feature information. For non-linear models or when
features are not independent, the order in which features are introduced matters. The �nalSHAP
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values are therefore calculated by averaging these contributions across all possible feature orderings
[25].

Figure 2-11 : SHAP values attribute to each feature the change in the expected model
prediction when conditioning on that feature.Created by the author .

LIME (Local Interpretable Model-agnostic Explanations)

LIME is a model-agnostic technique that explains an individual prediction of any black-box model
by approximating its local behavior with a simpler, interpretable surrogate model.

The process begins by selecting an instance for which an explanation is desired. LIME then generates
a new dataset of perturbed data points around this instance, creating a 'neighborhood'. These new
points are weighted based on their proximity to the original instance. The original black-box model
is used to make predictions on this perturbed dataset. Finally, a weighted, intrinsically interpretable
model (such as a linear model or a decision tree) is trained on this neighborhood data to generate
a locally faithful explanation. The underlying intuition is that while a global model may be highly
complex, its behavior in a small, local region can often be approximated by a much simpler model
[29].
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Figure 2-12 : LIME general pipeline for explaining individual predictions of a classi�er.
Created by the author .

The LIME process, as illustrated in Figure 2-12, can be summarized in the following steps:

1. Instance Selection: An instance of interest (represented by the pink point), predicted as
"Defaulted" by the complex, non-linear black-box model (gray line), is selected for explana-
tion. LIME's approach is to focus on the local neighborhood around this speci�c prediction.

2. Local Surrogate Model: Instead of explaining the entire model, a simpler, transparent
surrogate model (in this case, a linear model represented by the black line) is used to approx-
imate the black-box model's behavior solely within this local region. It is important to note
that a local explanation does not imply a global one.

3. Neighborhood Sampling and Training: To train the surrogate model, new instances
(yellow points) are generated by perturbing the original instance's features. These samples are
weighted according to their proximity to the point of interest. The original model's predictions
for these perturbed points are then used as labels to train the weighted, interpretable linear
model.

4. Explanation Generation: The �nal explanation is derived by interpreting the trained
local model. The feature importances from this simple model (represented by the bar chart)
indicate which variables had the most in�uence on the speci�c prediction being explained
[23].

LIME Vs SHAP

Having detailed the methodologies of LIME and SHAP in the preceding sections (e.g., Section
2.4.3), their primary di�erences are now summarized. Table2-4 presents a comparison of the key
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characteristics that di�erentiate the two frameworks:

Criteria LIME SHAP

Theory Driven Fails at being consistent Supported by the Shapley val-
ues theory properties and con-
sistency.

Time E�ciency Time a�ordable. Computation of marginal con-
tributions for all possible
coalitions makes it time ex-
pensive.

Training Data Does not require the training
set for �tting the surrogate
model.

Requires training data for ref-
erence distributions.

What-if
Explanations

Can provide what-if explana-
tions.

Cannot provide them.

Improbable
Instances

Improbable instances may be
generated when obtaining per-
turbed instances.

When imputing omitted fea-
tures, improbable instances
may be generated.

Stability Kernel width can make it un-
stable.

Its strong theoretical proper-
ties make it stable.

Table 2-4 : Comparative table of LIME and SHAP based on di�erent criteria [23].



Chapter 3

Modeling and Methodological
Framework

To ensure the development of a robust and unbiased credit scoring model, the application of a struc-
tured methodology is essential. This study adopts theCross-Industry Standard Process for
Data Mining (CRISP-DM) , a widely used framework composed of six iterative stages: business
understanding, data understanding, data preparation, modeling, evaluation, and deployment [22].
An overview of this process is provided in Figure3-1, which also maps the speci�c stages addressed
within this thesis. This segmentation into distinct phases is essential for ensuring robust outcomes
are achieved at each step of the project. This chapter will address the execution of the Business
Understanding, Data Preparation, and Modeling phases. Subsequently, the analysis and validation
of the generated models will be covered in-depth in a chapter entirely dedicated to the model vali-
dation stage. Finally, the Deployment phase is beyond the scope of this work, as its implementation
requires speci�c knowledge of production environments.

Figure 3-1 : Overall explanation of the CRISP-DM methodology.Created by the author .
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3.1 Business Understanding

It is important to note that the analysis in this section serves as a demonstration of the standard
methodological process for selecting a target variable and the business understanding process in the
credit risk industry. The necessary granularity, such as daily Days Past Due (DPD) history, is lacking
in the LendingClub dataset used in this thesis to replicate this analysis precisely. Nevertheless, this
chapter has been included to establish a robust conceptual framework and to demonstrate the best
practices that underpin modeling decisions.

The primary goal of this stage is the construction of a credit scoring model for the accurate assess-
ment of default probability. This is accomplished through two core tasks: the precise de�nition of
the target event and ensuring that the training population is stable and representative.

Figure 3-2 : Example analysis of monthly recovery rates by MOB and initial delinquency
cohort, based on synthetic data showing recovery trends by DPD.Created by the author .

First, the target variable is de�ned. A customer's payment history is thereby transformed into a
binary outcome based on a delinquency threshold and a performance window. After data analysis,
the target is de�ned as: an account reaching 60 or more Days Past Due (DPD) within the �rst 12
Months on Book (MOB). The 60 DPD threshold was selected because a signi�cant drop in recovery
rates is shown in Figure3-2 beyond this point. Similarly, the 12-month window was chosen because
the cumulative incidence of defaults is observed to plateau around this time, as seen in Figure3-3.
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Figure 3-3 : Example of cumulative incidence of loans reaching 60+ DPD for the �rst time,
segmented by original loan term. The �gure is based on synthetic data.Created by the
author .

Figure 3-4 : Example of target variable evolution across monthly cohorts. The gray bars
represent the number of loans originated in each month (vintage), and the purple line shows
the mean 12-month default rate (60+ DPD) for each cohort. This �gure was generated using
synthetic data. Created by the author .

Second, historical population stability is analyzed. A model is trained on past approved applicants
but is then used to score new ones; if credit policies have changed, the historical data may no
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longer be relevant. Vintage analysis is used to detect this population drift. As shown in Figure
3-4, a policy change is suggested by the notable shift in default rates for the mid-2021 vintages. To
ensure model robustness, it is crucial that a training population be selected from a stable period
that re�ects the current business environment.

3.2 Data Exploration Analysis

3.2.1 Data Description

The data used in this project includes comprehensive information from one of the largest mar-
ketplaces in the United States, Lending Club. This entity constitutes an ecosystem that fa-
cilitates rapid �nancing for a variety of purposes, ranging from personal and business loans to
medical procedures. The data to be used were directly downloaded from their website (https:
//ir.lendingclub.com/financials/QuarterlyResults/default.aspx ) and contain information
on credit applications from 2007 to 2018. The extracted information consists of two datasets:

ˆ Booked Loans Dataset: This dataset contains information on 2,260,701 approved loans, each
described by 151 features. Of these, 113 are numerical and 38 are categorical. The dataset
provides detailed insights into the characteristics of loans that were approved by the Lending
Club. The appendix A provides the de�nitions and descriptions of all variables.

ˆ Rejected Loans Dataset: This dataset includes 27,648,741 rejected loan applications, each
described by 9 features�6 categorical and 3 numerical. Analyzing this dataset allows us to
estimate the approval rate over time for the Lending Club. Notably, it includes a Risk Score
variable, which is not available in the booked loans dataset, as Lending Club restricts access
to this information to approved investors.

To facilitate a clearer understanding of the information available in the dataset, the 151 variables
were grouped into four categories: previous credit history, demographic information, Lending Club
behavioral data, and credit acquisition. The distribution of variables across these categories, along
with a brief de�nition of each, is presented in Figure 3-5.
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Figure 3-5 : Proposed Feature Categories for Enhanced Data Understanding.Created by
the author .

The variable categories presented in Figure3-5 are consistent with standard credit scoring practices.
As shown in Table2-1, the �previous credit history� category, for instance, corresponds to data typ-
ically obtained from credit bureaus. Following this categorization, a subset of variables (10.6% of
the total) was identi�ed as containing internal behavioral information speci�c to the Lending Club
platform.

Particular caution is required when incorporating these internal behavioral variables. Certain fea-
tures, especially those related to payment history or loan status, may have a high correlation with
the target variable by de�nition. Including such features can introduce data leakage , leading to
overly optimistic performance estimates during model training that will not generalize to a real-
world scoring environment.

3.2.2 Descriptive Analysis of the Data

Approval rate and credit risk policies analysis

Given the availability of data on rejected applications, the analysis starts with an examination of the
approval rate over time. The goal is to identify potential changes in risk policies that may in�uence
the population composition of the training set, which consists exclusively ofapproved applications.
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Additionally, a comparison between the characteristics of approved and rejected applicants is pro-
posed, using the available information to identify possible hard cuts that Lending Club could apply
before running its risk models.

Figure 3-6 : Approval rate analysis between 2007-2018.Created by the author .

In Figure 3-6, the number of applications and the approval rate over time are shown. Based on
the observed data trends, the dataset appears to cover the entire operational period of the Lending
Club platform up to 2018, which was o�cially founded in 2006 [7]. The �rst notable observation
is the exponential growth in the volume of applications. Additionally, a signi�cant shift in the
approval rate is evident beginning in late 2015, characterized by an approximate 5% decline. To
determine whether this decrease in the approval rate was associated with a population shift, the
rejected population was analyzed using the available features.
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Figure 3-7 : Population analysis of rejected applications based on Risk Score and Debt-to-
Income Ratio (payment capacity).Created by the author .

To investigate the cause of the change in the approval rate, an analysis of the eight variables avail-
able in the rejected dataset was performed. Figure3-7 highlights the most notable shifts, with
Risk Score exhibiting the most signi�cant change. Since late 2015, missing values for this variable
became common among rejected applications, indicating a potential increase in applicants with no
credit history who may have been excluded under more stringent risk policies. Additionally, starting
in July 2016, a noticeable rise was observed in applicants with debt-to-income ratios above 80%,
which may have further contributed to the increased rejection rates.

Rejected vs Approved population

To conclude this section, aimed at gaining a better understanding of both approved and rejected
applicants, we conducted a pro�ling analysis using the seven variables available in both datasets,
as Risk Score is not available for approved applicants due to Lending Club policies [15]). The goal
was to identify the main di�erences between these two populations.
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Figure 3-8 : Analysis of application distribution and approval status by employment length,
loan amount segments, and geographic location.Created by the author .

The results presented in Figure3-8 suggest that applicants with less than one year of work expe-
rience have a high likelihood of being rejected, as approximately 80% of the rejected apps fall into
this category. Additionally, there is a limit on the amount approved, since no loans exceeding USD
40,000 were granted. Regarding geographic location, there are no signi�cant di�erences in approval
rates, although most applications come from the states of California, New York, Texas, and Florida.

Finally, the approval rate was evaluated based on the loan amount requested, the debt-to-income
ratio, and the declared purpose of the loan by the applicants. It was found that maintaining
a debt-to-income ratio below 40% signi�cantly increases the likelihood of approval, as for ratios
above this threshold, the approval rate falls below 2%, regardless of the loan amount requested.
Regarding the loan purpose, there is greater diversity among the reasons reported by rejected
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applicants. Although 42.5% of these purposes are related to credit card payments and re�nancing,
this percentage increases to 70.4% for approved loans, suggesting that the lending institution receives
these purposes more favorably, as shown in the Figure3-9.

Figure 3-9 : Approval rate analysis based on Debt-to-Income (DTI) ratio versus loan
amount, and distribution of loan purposes by approval status.Created by the author .

About the target: Loan Status

This section is dedicated to de�ning and studying the target variable for the model. Given that
the model's primary objective is to predict the probability of default, the target variable is directly
related to the status of each loan at the time the portfolio data were captured. Figure3-10 presents
the status distribution for all loans within the booked dataset.
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Figure 3-10 : Distribution of loan status for all booked loans at the portfolio capture date.
Created by the author .

A robust target variable de�nition must distinguish between transitory and terminal loan statuses.
A loan that is temporarily delinquent, for example, is fundamentally di�erent from one that has
beenCharged O� , an irrecoverable status reached after prolonged delinquency (typically 120-180
days past due [41]).

Similarly, loans with a Current status were excluded from the analysis due to their unresolved out-
comes. As a large portion of these loans were recently originated (2017-2018, maximum dates in the
dataset), they have not yet reached the end of their terms, making their �nal status indeterminate.
This portfolio immaturity, and its e�ect on the observed default rates, is illustrated in Figure 3-11.
Including these in-�ight loans would introduce signi�cant ambiguity and potential bias. Therefore,
to ensure the model is trained on de�nitive outcomes, the analysis is exclusively focused on loans
that have reached a terminal state:Fully Paid or Charged O� .

Figure 3-11 : Percentage of Charged O� loans by booked date.Created by the author .
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Figure 3-12 : Percentage of Charged O� loans by booked date.Created by the author .

Finally, the data is split into training (75 %),and validation (25%) windows, a common practice in
machine learning aimed at balancing model evaluation generalization [13]. Figure3-12 illustrates
the loans' distribution for the training and validation datasets.

Feature Stability Measure: Population Stability Index (PSI)

This section addresses the identi�cation of candidate variables for exclusion from the model due
to signi�cant changes in their distributions when comparing the training set with the validation
set. To quantify these changes, the Population Stability Index (PSI) is used, which is calculated as
follows.

ˆ Discretization: The variable of interest is divided into k intervals or bins.

ˆ Proportion Calculation: The proportion of observations in eachi -th bin is determined for both
the reference or expected population (% Expectedi ) and the current population (% Actual i )

PSI =
kX

i =1

�
(%Actual i � %Expectedi ) � ln

�
%Actual i

%Expectedi

��
(3-1)

The interpretation of the PSI is based on heuristic thresholds established in the specialized literature
[39]:

ˆ PSI < 0.1: Indicates a non-signi�cant change; the distribution of the variable is considered
stable

ˆ 0.1 � PSI < 0.25: Suggests a minor or moderate change; the variable requires monitoring,
particularly if it is an important predictor.

ˆ PSI � 0.25: Indicates a signi�cant change; a thorough investigation is imperative, as it may
negatively impact model performance and potentially require recalibration or retraining.
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In this study, PSI is implemented not only as a diagnostic tool but, more importantly, as a preventive
measure to mitigate early model miscalibration. Predictive models are vulnerable to model decay as
the characteristics of the underlying population shift over time, potentially reducing their accuracy
[30]. This makes PSI a critical component in feature selection, as it helps prioritize variables that are
not only predictive but also stable over time, thus contributing to the overall robustness of the model.

The PSI analysis between the training and validation sets identi�ed a total of 38 variables that
showed notable distributional changes or issues in the index calculation. These variables were
grouped into three main categories to guide their treatment during model development:

ˆ Variables with high cardinality and signi�cant changes (3 variables): emp_title with
PSI=9.04, desc with PSI=8.34, title with PSI=1.71.

ˆ Variables with high risk of data leakage (7 variables, e.g.,last_pymnt_d with PSI=3.78,
out_prncp with PSI=2.05).

ˆ Variables related to debt settlement agreements or post-origination �nancial as-
sistance plans (8 variables, e.g.,settlement_date with PSI = 1.84).

ˆ Variables Requiring Investigation or Transformation (7 variables): Date variables that
show signi�cant distributional shifts (e.g., last_credit_pull_d with PSI=1.31, earliest_cr_line
with PSI=0.37). Other categorical variables with notable distributional changes (e.g.,verification_status_joint
with PSI=5.74, application_type with PSI=0.32). The decision on these variables will de-
pend on whether their stability can be improved through transformations or if their predictive
value justi�es inclusion despite some instability.

ˆ Variables with PSI equal to NaN (13 variables): For this group of variables, the PSI
could not be calculated. This group consists entirely of features related to a second applicant
(e.g.,sec_app_fico_range_low , sec_app_earliest_cr_line ). The inability to calculate the
PSI suggests these variables may have very low prevalence in one of the sets or contain only
null or zero values in one of the bins, preventing logarithmic calculation. These variables are
considered high risk and their exclusion is recommended.

To ensure the model's stability and robustness, all variables exhibiting issues with the Population
Stability Index (PSI) were excluded, except those with high cardinality. For the latter, suitable
transformations will be explored to assess their potential for e�ective inclusion in the model. After
removing the a�ected features (38), the �nal dataset consists of 1,348,059 rows and 120 features.

Methodological Framework for Data Quality Veri�cation

Building a robust credit risk model requires a careful assessment of data quality. The process began
with an initial dataset of 158 variables. As a �rst �ltering step, a PSI (Population Stability Index)
analysis was performed to evaluate the temporal stability of each feature. This led to the removal
of 38 unstable variables, leaving 120 candidates for further analysis.
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From there, a more detailed and in-depth data quality framework was applied to diagnose the
reliability of each remaining variable. This approach evaluated features from four complementary
perspectives, going beyond static metrics to ensure that only the most stable and trustworthy
variables would be used in the next stages of model development.

1. Initial Diagnosis and Feature Filtering: This initial evaluation classi�ed each variable
based on two key criteria: the percentage of missing values and the degree of variability (to
identify constant or quasi-constant features). The results, visualized through a distribution
plot, Figure 3-13, provided an initial automated recommendation (Keep, Review, Remove),
enabling a structured and e�ective initial assessment of the full feature set.

Figure 3-13 : Feature quality diagnosis via null distribution and variability metrics. Cre-
ated by the author .

As a result of this analysis, all features belonging to the following segments were removed
from the dataset: Review: Constant-like, Review: High Nulls, Remove: Constant (Single
value), and Remove: High Nulls& Constant-like. These features were excluded because they
exhibited a high proportion of missing values and/or a dominant constant value exceeding
the established threshold of 90%. After this process, the �nal dataset comprised 87 features.
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Figure 3-14 : Structural patterns in data missingness revealed by correlation. The block-like
structure (dark orange clusters) indicates that data is not missing at random, but rather in
groups, suggesting underlying business rules or data collection processes.Created by the
author .

2. Temporal Stability Analysis by Cohorts: After the initial �lter, the analysis focused
on assessing variable stability over time by tracking missing value rates across origination
cohorts. This helped detect structural shifts in data quality, such as the sharp increase in
missing values for the variabledesc. Automated alerts �agged signi�cant jumps or threshold
breaches. The correlated missingness patterns in Figure3-14 indicate an evolution in data
collection standards. It appears many variables were inconsistently captured in earlier periods,
only to be systematically integrated later as their importance in credit risk assessment was
recognized. From this analysis, we dropped 2 (desc, mths_since_last_record ) features
that had all null values in the most recent vintages (where more than 80% of the data is
concentrated).

3. Evaluation of the Predictive Power of Missingness: This analysis evaluated whether
the absence of data is, in itself, a predictive feature, for this analysis, two methodologies were
used:

ˆ Information Value (IV) is a standard metric in credit risk modeling for assessing a
variable's predictive ability. It is derived from the Weight of Evidence [45] and quanti�es
how well a variable discriminates between two target classes, such asgood and bad
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borrowers. A higher IV value corresponds to stronger predictive power.

IV =
nX

i =1

(%Goodsi � %Badsi ) � ln
�

%Goodsi
%Badsi

�
(3-2)

ˆ The Z-test is a statistical hypothesis test used to determine whether two population
means di�er when their variances are known and the sample sizes are large. For the
speci�c case of comparing proportions between two large, independent samples, such
as the default rates between two groups the two-proportion Z-test is employed. This
test assesses if the observed di�erence between the sample proportions is statistically
signi�cant or if it could be attributed to random chance. Where:

Z =
(p̂1 � p̂2)

r

p̂(1 � p̂)
�

1
n1

+ 1
n2

� (3-3)

� p̂1 and p̂2 are the observed proportions in samples 1 and 2.

� n1 and n2 are the sizes of samples 1 and 2.

� p̂ is the pooled proportion, calculated asx1+ x2
n1+ n2

, wherex1 and x2 are the number of
successes in each sample.

The results of the Z-test con�rmed a statistically signi�cant di�erence in payment behavior
between records with and without missing values (p-value < 0.05). However, the Information
Value (IV) was consistently below 0.02 (useless) [39], indicating that the magnitude of this
di�erence lacks practical predictive power. This suggests that statistical signi�cance is driven
by the large size of the dataset [38], and therefore, the focus should shift from analyzing
missingness to investigating the predictive power of the actual values of the variable. Building
upon the �nding that missingness itself is not a predictive signal, the investigation next
assessed the power of the variables' observed values. This analysis revealed a clear division
in utility: 54 % of the variables (26 of 48) were classi�ed asuseless(IV < 0.02) and thus
discarded. The remaining 46% (22 variables), categorized asweak predictors (0.02 < IV <
0.1), are provisionally retained for subsequent multivariate analysis to determine if they o�er
value with some feature engineering. Therefore, all features with an Information Value (IV)
below the 0.02 threshold were removed, resulting in a re�ned dataset of56 features for the
subsequent analysis phase.

4. Correlation Analysis:

The presence of multicollinearity can reduce both the stability and interpretability of statisti-
cal models, especially those based on regression. This subsection describes the methodology
applied to detect and mitigate such redundancy. To identify potential multicollinearity, a
threshold of 0.70 was adopted for the Pearson correlation coe�cient, a value widely accepted
in the literature [2]. Accordingly, for any pair of variables exceeding this threshold, the one
with the lower Information Value, equation 3-2, was systematically removed. The results,
summarized in Table3-1, revealed 21 pairs of variables with a correlation coe�cient greater
than 0.70. The most notable redundancies appeared among variables describing the loan
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# Variable_1 Variable_2 Correlation IV_Variable_1 IV_Variable_2 Variable_To_Drop

0 �co_range_high �co_range_low 1.000 0.123 0.123 �co_range_low
1 funded_amnt loan_amnt 1.000 0.035 0.034 loan_amnt
2 funded_amnt funded_amnt_inv 0.999 0.035 0.034 funded_amnt_inv
3 loan_amnt funded_amnt_inv 0.998 0.034 0.034 funded_amnt_inv
4 num_rev_tl_bal_gt_0 num_actv_rev_tl 0.982 0.032 0.033 num_rev_tl_bal_gt_0
5 tot_cur_bal tot_hi_cred_lim 0.973 0.043 0.049 tot_cur_bal
6 funded_amnt installment 0.954 0.035 0.030 installment
7 installment loan_amnt 0.953 0.030 0.034 installment
8 installment funded_amnt_inv 0.953 0.030 0.034 installment
9 bc_util revol_util 0.855 0.030 0.025 revol_util
10 percent_bc_gt_75 bc_util 0.845 0.030 0.030 bc_util
11 open_rv_24m acc_open_past_24mths 0.843 0.031 0.064 open_rv_24m
12 total_bc_limit bc_open_to_buy 0.839 0.041 0.058 total_bc_limit
13 open_rv_12m num_tl_op_past_12m 0.838 0.023 0.046 open_rv_12m
14 tot_cur_bal avg_cur_bal 0.835 0.043 0.053 tot_cur_bal
15 avg_cur_bal tot_hi_cred_lim 0.794 0.053 0.049 tot_hi_cred_lim
16 open_rv_12m open_rv_24m 0.774 0.023 0.031 open_rv_12m
17 num_tl_op_past_12m acc_open_past_24mths 0.758 0.046 0.064 num_tl_op_past_12m
18 percent_bc_gt_75 revol_util 0.727 0.030 0.025 revol_util
19 open_acc_6m num_tl_op_past_12m 0.723 0.021 0.046 open_acc_6m
20 total_rev_hi_lim total_bc_limit 0.715 0.031 0.041 total_rev_hi_lim

Table 3-1 : Highly correlated variable pairs, IV values, and the variable dropped to address
multicollinearity.

amount, such asfunded_amntand loan_amnt (r = 1 :0), as well as betweenfico_range_high
and fico_range_low (r = 1 :0). By systematically removing the variable with the lower Infor-
mation Value in each pair, a total of 15 redundant features were eliminated. This procedure
yielded a �nal, optimized set of 40 features .

ˆ Measuring Correlation for Categorical features: While the Pearson correlation
coe�cient is commonly used to assess relationships between continuous numerical vari-
ables, it is not suitable for categorical features. Designed to measure linear associations,
Pearson's coe�cient assumes a notion of linearity that does not apply to nominal or
ordinal data. To address this, Mutual Information (MI) is used. Based on information
theory, MI is a non-parametric measure that quanti�es the statistical dependency be-
tween two variables by evaluating how much knowing one reduces uncertainty about the
other [44]. The formal de�nition is shown in Equation 3-4.

I (X ; Y ) =
X

x2X

X

y2Y

p(x; y) log
�

p(x; y)
p(x) p(y)

�
(3-4)

This analysis revealed two pairs of variables with high statistical dependency. The
strongest association was observed betweenaddr_state and zip_code (MI = 3.33),
which is expected due to their inherent geographical relationship. A notable dependency
was also found betweengrade and sub_grade (MI = 1.61), as the latter represents a
more granular breakdown of the former. To mitigate multicollinearity, only the variable
with the higher Information Value (IV) was retained from each pair (sub_grade and
zip_code), resulting in a �nal dataset with 38 features .
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3.3 Data Preparation: Feature Engineering and Selec-
tion

After a comprehensive evaluation of data quality, which included PSI analysis and several �ltering
steps, the initial set of 120 variables was reduced to 38 candidate features. This was an important
step forward, but the current feature set still needs further re�nement before model training. In
this section, the focus is on feature engineering. This involves creating new variables from existing
ones, applying transformations to improve their predictive power, and reviewing the dataset one
last time to detect any issues such as data leakage or redundancy. The goal is to build a clean,
reliable, and well-structured dataset that's ready for the modeling stage.

1. Evaluation of the Predictive Power of each feature: This analysis aims to quantita-
tively assess the predictive power of each of the 38 candidate variables. Using the same In-
formation Value (IV) methodology described in the previous section, the objective is twofold:
to produce a �nal ranking of features according to their ability to discriminate between good
and bad credit, and to identify any variables with unusually high IV values that may indicate
potential data-leakage. Based on the analysis shown in Table3-1, the following insights were
derived.

ˆ Filtering variables with leakage or high over�tting potential: 5 variables with extremely
high IV (> 1.0) were found suspicious because they introduced data leakage or had
very high cardinality ( emp_title , title ), leading to over�tting. Three features must
be dropped due to data leakage (last_pymnt_amnt , last_fico_range_high ).

ˆ Features removed due to low predictive performance: 10 variables with IV < 0.02 (e.g.
inq_last_6mths , addr_state , credit_history_length_months , open_acc, pub_rec)
were excluded for their negligible predictive value.

ˆ Low-predictive features considered for transformation: Several variables were
identi�ed as having very limited predictive power in their raw form. Rather than being
removed, these features were retained for the feature engineering stage. This decision is
based on the principle that variables with weak main e�ects can become signi�cant when
included in interaction terms. Such engineered features can capture complex, non-linear
relationships with the target variable and ultimately enhance model performance.

2. Categorical Feature Treatment:

ˆ Transformation of Ordinal and Low-Cardinality Variables: Ordinal or low-cardinality
categorical variables were converted to numeric. Therefore, the variablesterm and
emp_length variables were transformed by cleaning the text and extracting their corre-
sponding numeric values.

ˆ Reducing Cardinality: The emp_title and title variables exhibited very high cardi-
nality. To reduce it, a frequency analysis was �rst performed, and terms were grouped
by keywords, for instance, consolidating titles containing Manager, Director, or VP into
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Table 3-2 : Final Information Value (IV) Ranking of Candidate Features

# Variable IV Score Interpretation Description

0 emp_title 6.741 Suspicious Employment title provided by the borrower
(high cardinality).

1 last_pymnt_amnt 4.177 Suspicious Last total payment amount received (data leak-
age).

2 last_�co_range_low 4.099 Suspicious The lower bound of the most recent FICO score
(data leakage).

3 last_�co_range_high 4.099 Suspicious The upper bound of the most recent FICO score
(data leakage).

4 title 1.044 Suspicious The loan title provided by the borrower (high
cardinality).

5 sub_grade 0.496 Strong Lending Club assigned loan subgrade (e.g., B2).
6 int_rate 0.449 Strong Interest rate on the loan.
7 term 0.174 Medium The number of payments on the loan, in months.
8 �co_range_high 0.123 Medium Upper bound of the borrower's FICO score at

origination.

9 dti 0.072 Weak Debt-to-Income ratio of the borrower.
10 acc_open_past_24mths 0.064 Weak Number of trades opened in the last 24 months.
11 bc_open_to_buy 0.058 Weak Total open-to-buy on revolving bankcards.
12 veri�cation_status 0.055 Weak Indicates if income was veri�ed by LC.
13 avg_cur_bal 0.053 Weak Average current balance of all accounts.
14 mort_acc 0.039 Weak Number of mortgage accounts.
15 all_util 0.036 Weak Balance-to-credit-limit ratio on all trades.
16 mths_since_recent_inq 0.035 Weak Months since most recent inquiry.
17 zip_code 0.035 Weak The �rst 3 digits of the borrower's zip code.
18 funded_amnt 0.035 Weak The total amount committed to the loan.
19 num_actv_rev_tl 0.033 Weak Number of active revolving trades.
20 mo_sin_rcnt_tl 0.033 Weak Months since most recent account opened.
21 home_ownership 0.031 Weak The home ownership status of the borrower.
22 percent_bc_gt_75 0.030 Weak Percentage of bankcard accounts > 75% of limit.
23 annual_inc 0.029 Weak The self-reported annual income of the borrower.
24 mths_since_recent_bc 0.026 Weak Months since most recent bankcard account

opened.
25 mo_sin_old_rev_tl_op 0.026 Weak Months since oldest revolving account opened.
26 inq_last_12m 0.022 Weak Number of credit inquiries in the last 12 months.

27 purpose 0.021 Weak A category provided by the borrower for the loan
request.

28 inq_last_6mths 0.018 Useless The number of inquiries in the last 6 months.
29 emp_length 0.012 Useless Employment length in years.
30 credit_history_length_months 0.010 Useless Length of borrower's credit history in months at

application.
31 open_acc 0.005 Useless The number of open credit lines.
32 revol_bal 0.004 Useless Total credit revolving balance.
33 mths_since_last_delinq 0.003 Useless Months since the borrower's last delinquency.
34 delinq_2yrs 0.002 Useless Number of 30+ days past-due delinquencies in

past 2 years.
35 total_acc 0.002 Useless The total number of credit lines in the borrower's

�le.
36 pub_rec 0.001 Useless Number of derogatory public records.
37 initial_list_status 0.000 Useless The initial listing status of the loan.
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a single Management/Executive category. However, this approach only addressed the
most common cases, leaving a long tail of less frequent and harder to classify cases. To
tackle these, a Large Language Model (LLM) was employed, receiving the list of remain-
ing titles and their frequencies as context. A deep semantic analysis was conducted to
identify synonyms, group company-speci�c roles, and detect niche functions. Finally,
the results from the keyword-based and LLM-assisted analyses were integrated into a
�nal mapping function, which assigned each text value to a low-cardinality category
while preserving its predictive value for the model.

3. Enrichment of Geographic Features with External Socioeconomic Data: The zip_code
variable in the dataset, which corresponds to the �rst three digits of the applicant's postal
code, is a high-cardinality categorical feature with no intrinsic numeric value. To leverage its
predictive potential, it was hypothesized that the regional socioeconomic context could help
better explain credit risk. For this reason, an enrichment process was carried out using reliable
external data. As a source, the American Community Survey (ACS) from the U.S. Census
Bureau was used1, given its granular and statistically robust information. Speci�cally, the
median household income (DP03_0062E) was extracted as a proxy for regional socioeconomic
status. This metric, originally available at the 5-digit ZIP code level, was aggregated by the
�rst three digits of the zip_code by computing the median across all areas sharing the same
pre�x. As a result, a new variable, region_median_income, was generated to capture the
economic environment of the applicant's region. Finally, this new continuous variable was
then integrated into the main dataset using the 3-digit pre�x as a key.

4. Engineering of Derived Financial Indicators: To fully understand an applicant's �nan-
cial risk, it is essential to consider not just isolated variables. For instance, a high income
does not necessarily imply low risk if the requested loan amount is disproportionately large.
To capture these complex interactions, derived �nancial ratios were developed using a fea-
ture engineering process. These ratios combine existing data to measure key aspects such as
repayment capacity, debt level, and credit experience; these new features were:

ˆ Loan-to-Income Ratio: Calculated asloan_amnt/ annual_inc , this ratio measures the
burden of the requested loan relative to the applicant's annual income. A higher value
indicates a greater potential strain on repayment capacity and, therefore, a higher risk.

ˆ Revolving Balance-to-Income Ratio: This ratio (revol_bal / annual_inc ) uses the ap-
plicant's revolving balance as a proxy for their overall debt level concerning their income,
providing an indicator of their �nancial leverage.

ˆ Open Account Ratio: Formulated as open_acc/ total_acc , this feature represents the
proportion of an applicant's credit lines that are currently active. It o�ers insight into
their recent credit behavior and management.

ˆ Manual Credit Utilization: Formulated as revol_bal/(revol_bal+bc_open_to_buy) ,
this ratio quanti�es how much of an applicant's available revolving credit limit is cur-

1https://www.census.gov/data/developers/data-sets/acs-5year.html
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rently being used. High utilization is often correlated with �nancial distress and in-
creased credit risk.

ˆ Open Account Ratio: Calculated asopen_acc/total_acc , this feature represents the
proportion of an applicant's credit lines that are currently active. It can o�er insights
into their credit management and recent �nancial activity.

ˆ Income-to-Region Median Ratio: Calculated asannual_inc/region_median_income ,
this ratio shows how an applicant's income compares to the typical earnings in their
area, o�ering more context than absolute income alone.

The introduction of these features, however, needs careful management of multicollinearity.
Therefore, after creating these ratios, a systematic selection process was employed. The corre-
lation matrix of the entire feature set was analyzed and, for any pair of variables with an abso-
lute correlation coe�cient exceeding a threshold of 0.7, only the variable with the higher Infor-
mation Value (IV) was retained; the features deleted were:income_to_region_median_ratio ,
credit_history_length_months ,
percent_bc_gt_75 , total_acc , revolving_balance_to_income_ratio . Following the re-
moval of the previous variables, the �nal dataset used for the next stage has27 variables .

5. Weight of Evidence (WoE) Binning & Transformation:

This methodology is particularly valuable in credit scoring models. By grouping continuous
variables and sparse categories into optimized bins, the model's risk representation is stabi-
lized, reducing its sensitivity to outliers and minor data �uctuations. This binning ensures
that the model's performance remains robust and consistent over time. Each bin is then as-
signed a Weight of Evidence (WoE) value, a numerical score that re�ects the relative strength
of evidence for or against default, as shown in Equation 3-5.
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Figure 3-15 : Binning Analysis for Key Variables, Illustrating Event Rate and Population
Distribution. Created by the author .

WOE j = ln

 NG;j
NG

NB;j
NB

!

(3-5)

Where:

ˆ NG;j : number of good observations (non-default) in bin j

ˆ NB;j : number of bad observations (default) in bin j

ˆ NG: total number of good observations in the entire sample

ˆ NB : total number of bad observations in the entire sample

Beyond its technical robustness, the WoE transformation signi�cantly enhances model inter-
pretability. Since WoE is a monotonic function of the ratio of non-events to events, when
variables are properly binned, clear trends in WoE values often re�ect consistent changes in
risk. This allows risk analysts to easily visualize and validate the business logic of a feature by
plotting event rates and WoE values per bin, making it easier to detect meaningful patterns
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and con�rm expected relationships between predictors and the target. The interpretability
of key features is evident in the binning analysis presented in Figure3-15. Several variables
exhibit clear, monotonic relationships with the target. For instance, both the Debt-to-Income
ratio ( dti ) and the number of accounts opened in the last 24 months (acc_open_past_24mths)
show a strong positive correlation with risk; as their values increase, the event rate rises consis-
tently. Conversely, fico_range_high and avg_cur_bal display a clear negative correlation,
where higher FICO scores and larger average balances are associated with a progressively
lower event rate. The consistent, monotonic nature of these relationships is precisely what
makes such variables, especially after a WoE transformation, so e�ective and trusted in linear
models like logistic regression.

6. Methodological Considerations on Data Leakage:

A critical consideration in any predictive modeling task is the avoidance of data leakage, which
occurs when a model is trained on data that would not be available at the time of a real-world
prediction. Within the Lending Club dataset, several variables are direct outcomes of the
platform's internal underwriting process rather than intrinsic characteristics of the borrower.
Including these variables can lead to an overestimation of a model's true performance.

The underwriting process at Lending Club typically follows these steps: a borrower applies
for a loan, the platform assesses the applicant's risk pro�le using its own proprietary models,
and only then are key loan terms assigned. The most signi�cant variables resulting from this
process are:

ˆ sub_grade is the clearest source of data leakage, as it re�ects Lending Club's �nal risk
classi�cation and is strongly correlated with loan outcomes.

ˆ int_rate (Interest Rate) is probably derived directly from grade and sub_grade, serv-
ing as a continuous proxy for the platform's internal risk assessment, information not
available before loan approval.

ˆ term (Loan Term) is more subtle. Although selected by borrowers, longer terms are
often reserved for low-risk applicants and inherently carry more risk. Together with
grade andint_rate , it forms part of the lender's embedded risk structure.

ˆ verification_status : Indicates whether the applicant's income was veri�ed. This
veri�cation is not random and is often triggered by higher-risk cases or inconsistencies,
making it a potential early signal of concern from the platform.

Instead of removing these potentially problematic features upfront, a more cautious and
evidence-based strategy will be followed. The next section outlines an exploratory analysis
designed to empirically assess the relevance and impact of these variables. This approach
ensures that decisions about feature selection are grounded in data rather than assumptions.
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3.4 Model Development Framework

After completing the feature engineering process, a �nal set of 27 variables was selected for model
training. These features represent a re�ned, high-quality subset of the original dataset, optimized
for predictive performance and data integrity.

This section presents a comprehensive framework for developing and evaluating credit risk models,
with a central focus on addressing the challenge of class imbalance inherent in the data. As estab-
lished, the minority class of defaulted loans is of primary interest, yet standard models often fail to
achieve adequate recall for this group, limiting their practical utility. To systematically address this
issue, a comparative analysis of three distinct modeling approaches is conducted. First, a Logistic
Regression (LR) model is trained on the original, imbalanced data. Consistent with its widespread
industry use (Section 2.2), this model serves as a crucial baseline, quantifying the performance of a
standard, interpretable technique without any corrective measures.
Subsequently, two advanced strategies are implemented to speci�cally enhance the detection of
defaults:

ˆ A data-level approach, where the LR model is trained on a dataset that has been balanced
via strati�ed undersampling.

ˆ An algorithmic approach, which employs an XGBoost model that leverages itsscale_pos_weight
hyperparameter to internally manage class imbalance and capture complex non-linear inter-
actions.

By comparing the performance of these three models, this study aims to determine which strat-
egy�modifying the data or using a specialized algorithm�provides the most signi�cant and prac-
tical improvement in predictive power over the traditional baseline approach.

3.4.1 Training a Logistic Regression Model (The baseline model):

The theoretical foundation of logistic regression, as detailed in Section 2.2.4, provides a robust
framework for binary classi�cation tasks. However, the successful application of this model depends
on the validation of several key assumptions. This section outlines the process taken to ensure
that these assumptions were met before baseline model training, guaranteeing the stability and
interpretability of the results.

Model Assumption Validation

The primary model assumptions include a binary dependent variable, independence of observations,
a linear relationship between the predictors and the logit of the outcome, and the absence of high
multicollinearity among the predictors. The �rst two assumptions are met by the nature of the
dataset and the target variable de�nition. The third assumption, linearity in the logit, was explicitly
addressed during the feature engineering phase through the application of the Weight of Evidence
(WoE) transformation, which is designed to create a linear relationship with the log-odds of the
target variable.
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The �nal and most critical assumption to validate was the absence of high multicollinearity among
the selected features. To assess this, the Variance In�ation Factor (VIF) was computed for each
variable. The VIF quanti�es how much the variance of a regression coe�cient is in�ated due to
linear relationships with other predictors, Equation 3-6.

VIF j =
1

1 � R2
j

(3-6)

where R2
j is the coe�cient of determination from regressing variable X j on all the other predic-

tors. A higher R2
j implies greater collinearity and, therefore, a higher VIF. A value of 1 indicates

no collinearity, while values exceeding 5 are generally considered indicative of problematic multi-
collinearity that may a�ect coe�cient stability and interpretability [32]. The VIF analysis on the
30 selected features revealed a signi�cant issue, as shown in Table3-3. The VIF analysis revealed
severe multicollinearity in sub_grade (VIF = 27.5) and int_rate (VIF = 26.2), leading to their
removal. These, along withterm and verification_status , were excluded primarily to prevent
data leakage, as they are only known post-underwriting.loan_amnt and annual_inc were also re-
moved due to its borderline VIF of 4.8. A follow-up VIF check on the remaining 21 variables
con�rmed that multicollinearity was resolved, with all VIF scores well below 5.

Hyperparameter Tuning and Logistic Regression Model (LR) Training

To train the LR model, hyperparameters were optimized using Bayesian Optimization, a modern
and e�cient strategy for navigating complex parameter spaces. Unlike traditional methods such
as grid or random search, Bayesian Optimization constructs a probabilistic surrogate model of the
objective function to intelligently sample promising regions. This approach signi�cantly reduces the
computational cost and the number of iterations required to converge on an optimal con�guration.
The optimization was implemented via the Optuna framework2.
The process starts by evaluating a few initial hyperparameter combinations to gain a preliminary
view of the performance landscape. These results are used to �t a surrogate model that estimates
the relationship between hyperparameters and the target metric (AUC). New candidates are then se-
lected by balancing exploration and exploitation in an iterative loop that continues until convergence
or a prede�ned budget is reached. For this model, two key regularization-related hyperparameters
were optimized:

ˆ C (Inverse regularization strength): Controls model complexity. Smaller values apply stronger
regularization. Optuna searched logarithmically between 0.001 and 100.

ˆ Penalty (Regularization type):

� l2 (Ridge): Penalizes large coe�cients without setting them to zero, promoting model
stability.

� l1 (Lasso): Applies a stronger penalty that can shrink less important coe�cients to
exactly zero, e�ectively enabling feature selection.

The results of the hyperparameter tuning are presented in Table3-4.

2https://optuna.readthedocs.io/en/stable/
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Table 3-3 : Multicollinearity assessment via VIF for selected features

# Feature VIF Score Interpretation

0 sub_grade 27.49 High
1 int_rate 26.16 High

2 loan_amnt 4.78 Acceptable
3 loan_to_income_ratio 4.66 Acceptable
4 annual_inc 3.82 Acceptable
5 bc_open_to_buy 3.28 Acceptable
6 mo_sin_rcnt_tl 2.30 Acceptable
7 mort_acc 2.07 Acceptable
8 avg_cur_bal 1.97 Acceptable
9 mths_since_recent_bc 1.85 Acceptable
10 acc_open_past_24mths 1.82 Acceptable
11 fico_range_high 1.81 Acceptable
12 num_actv_rev_tl 1.79 Acceptable
13 home_ownership 1.76 Acceptable
14 term_numeric 1.59 Acceptable
15 open_acc_ratio 1.44 Acceptable
16 dti 1.42 Acceptable
17 mo_sin_old_rev_tl_op 1.40 Acceptable
18 inq_last_12m 1.37 Acceptable
19 all_util 1.33 Acceptable
20 mths_since_recent_inq 1.20 Acceptable
21 region_median_income 1.17 Acceptable
22 emp_length_numeric 1.16 Acceptable
23 verification_status 1.14 Acceptable
24 addr_state 1.07 Acceptable
25 emp_title_final_grouped 1.03 Acceptable
26 title_grouped 1.02 Acceptable
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Table 3-4 : Optimal Hyperparameters for Logistic Regression
Hyperparameter Optimal Value
penalty L2
C 0.17

Model Results

In this section, we present the results of the Logistic Regression model. We explore the contribution
of each feature to the prediction, emphasize the importance of calibrating the model to improve
probability estimates, and assess its overall performance using standard validation metrics.

Figure 3-16 : In�uence of Predictors on Default Risk. Created by the author .

One of the key advantages of Logistic Regression is its interpretability. However, to correctly in-
terpret this model, it is crucial to understand its interaction with the Weight of Evidence (WoE)
transformation applied to the features. By design, the WoE encoding in this project ensures that a
higher WoE value corresponds to a lower observed risk. Consequently, in a well-speci�ed model, all
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feature coe�cients are expected to be negative. A negative coe�cient con�rms that as a feature's
WoE value increases (signifying a less risky applicant), the predicted probability of default correctly
decreases. The magnitude of the coe�cient then indicates the relative importance of that feature
as an indicator of �nancial stability.

Figure 3-16 illustrates the �nal model coe�cients. The results show that the model performs
exactly as theoretically expected: all feature coe�cients are negative. This is a strong con�rmation
that the feature selection process was successful, resulting in a robust and highly interpretable
model free from the counter-intuitive e�ects of multicollinearity. The interpretation of each variable
is now direct, with the most important stability indicators being those with the largest negative
coe�cients:

Primary Stability Indicators: All variables in the model act as indicators of creditworthiness. The
interpretation is consistent across all features. For example,loan_to_income_ratio has the largest
coe�cient (-1.01). This is interpreted as follows:

1. A low-risk applicant has a low value in this variable.

2. Per the WoE analysis, this low ratio is mapped to a high positive WoE value.

3. The model multiplies this high positive WoE by the large negative coe�cient, which signi�-
cantly reduces the applicant's �nal predicted probability of default.



64 3 Modeling and Methodological Framework

Figure 3-17 : Impact of Isotonic Calibration on Model Reliability in the Test Set, LR Model.
Created by the author .

Once the interpretability of the model was validated, calibration was subsequently assessed. A
robust classi�er must not only discriminate e�ectively between the classes, but also produce prob-
abilities that accurately re�ect the true likelihood of events. Calibration is critical in credit risk
applications, where the probability of default (PD) is directly used to estimate expected loss, set
pricing, and inform strategic decisions. A poorly calibrated model can systematically distort risk
estimates, leading to signi�cant �nancial consequences. To correct these deviations, Isotonic Regres-
sion was applied. This non-parametric method adjusts the model's predicted probabilities without
assuming a �xed functional form, requiring only that the relationship between predicted and ob-
served values be monotonically increasing. This approach allows for a more accurate alignment
between the predicted probabilities and the observed event frequencies, as shown in Figure3-17.
The �gure compares the model's performance before and after calibration against the dotted diag-
onal line, which represents perfect calibration.
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Figure 3-18 : Selection of the Optimal Decision Threshold via the Precision-Recall Curve.
Created by the author .

ˆ Uncalibrated model (gray curve): The original curve lies consistently below the ideal
reference line. This indicates a systematic overestimation of risk, meaning the model is overly
pessimistic. For instance, when the model predicted a 40% probability of default, the actual
observed default rate in that group was only about 18%.

ˆ Calibrated model (purple curve): The calibrated curve aligns very closely with the
perfectly calibrated diagonal line. Now, a predicted probability of 40% corresponds to an
actual default rate very near 40%.

In conclusion, calibration was an essential step in transforming a model that was e�ective at ranking
risk into one that is also reliable for quantifying it. The calibrated probabilities are now interpretable
and robust, signi�cantly enhancing the model's practical value in real-world business applications.

Once a model has been trained and calibrated, a probability score indicating the likelihood of default
is provided for each loan. However, for a concrete business decision to be made, this probability
must be converted into a binary classi�cation. This conversion is achieved by setting a decision
threshold. While a default threshold of 0.5 is commonly used, it is often suboptimal, especially in
imbalanced problems like credit-risk wherethe cost of a false negative is high . To determine
the most e�ective threshold, the Precision-Recall vs. Decision Threshold plot is analyzed. In this
visualization, the trade-o� between two critical performance metrics is illustrated across all possible
thresholds:
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ˆ Precision: Of all loans that were classi�ed asDefault, what proportion actually defaulted?
The accuracy of positive predictions is measured by this metric. High precision implies that
fewer false alarms are generated.

ˆ Recall: Of all loans that truly defaulted, what proportion was successfully identi�ed by the
model? The model's ability to �nd all relevant positive cases is measured by recall.

As shown in the Figure3-18, a trade-o� naturally arises between Precision and Recall: lowering the
decision threshold increases Recall but decreases Precision, while raising it has the opposite e�ect.
To address this, the F1-Score�the harmonic mean of Precision and Recall�is used to identify the
threshold that best balances both metrics. The optimal point is given by the peak of the F1-Score
curve. For the logistic regression model,the highest F1-Score was obtained at a threshold of
0.20, which will be used for �nal loan classi�cation, as it o�ers the best trade-o� between correctly
identifying defaults and limiting false positives.

Figure 3-19 : Logistic Model Performance on the Test Set.The �gure displays three key
visual metrics: (a) the confusion matrix showing binary classi�cation results; (b) the distribution
of predicted probabilities for both classes; and (c) the ROC curve with an AUC of 0.68.Created
by the author .

The performance of the �nal calibrated logistic regression model was evaluated on the test set using
the optimal decision threshold. A comprehensive summary of the performance metrics is presented
in Table 3-5, while Figure 3-19 provides a visual representation of the results. As detailed in the
table, the model demonstrates stability and moderate discriminatory power. An AUC of 0.68 was
achieved on the test set, indicating that the model's ability to distinguish between classes generalized
well from the training data without signi�cant over�tting.
At the optimal threshold, a strategic balance between precision and recall for the crucial default
class was achieved. The model successfully identi�ed 64.8% of all actual defaults (Recall), ful�lling
the primary objective of capturing a majority of at-risk loans. The Precision for this class reached
32.3%, con�rming that the population �agged by the model has a default rate substantially higher
than the baseline. This trade-o� is encapsulated by the F1-Score of 0.43. These quantitative results
are visually supported by the confusion matrix and ROC curve, Figure3-19, which con�rm the
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Table 3-5 : Comparative Classi�cation Metrics (Train vs. Test, Optimized LR Model)
Metric Train Test
AUC 0.6817 0.6768
Gini 0.3634 0.3536
Brier Score 0.1442 0.1633
Precision (Class 0) 0.8783 0.8553
Recall (Class 0) 0.6361 0.6054
F1-Score (Class 0) 0.7378 0.7090
Precision (Class 1) 0.2891 0.3235
Recall (Class 1) 0.6268 0.6482
F1-Score (Class 1) 0.3956 0.4316
Accuracy 0.6343 0.6150

model's ability to e�ectively separate risk at the chosen decision point.

Overall, the logistic regression model serves as a solid and conservative benchmark. Its main
strengths lie in its reliability when approving low-risk applicants, as well as its stability and in-
terpretability. Nevertheless, its approach proves insu�cient for capturing a meaningful portion
of high-risk applicants. This shortcoming justi�es the exploration of more complex models, such
as XGBoost, which may better capture nonlinear patterns in the data and improve recall for the
minority class without signi�cantly sacri�cing overall precision.

3.4.2 Strategies for Addressing Class Imbalance:

A primary challenge in credit risk modeling is the inherent class imbalance of the dataset. In this
study, the target class of defaulted loans represents approximately 20% of the total population.
When standard classi�cation algorithms are trained on such data, a bias towards the majority class
(non-defaults) is often developed, as this is the easiest way to achieve high overall accuracy. This
bias, however, leads to a critical de�ciency: a poor ability to identify the minority class, which are
the default events of greatest interest. The primary consequence is a model with unacceptably low
recall for the default class, limiting its practical utility for risk management.

To mitigate this issue and speci�cally enhance the model's sensitivity to detecting defaults, three
distinct strategies were implemented and evaluated. These approaches can be grouped into two
main categories: those that operate at the algorithmic level and one that operates at the data level.
With the algorithmic approaches, the model's learning process is modi�ed to assign a higher penalty
to misclassi�cation errors for the minority class. This was implemented in two distinct models:

ˆ Logistic Regression model, theclass_weight parameter was optimized to �nd the ideal
penalty for the default class.

ˆ XGBoost model, thescale_pos_weight hyperparameter was leveraged, which serves a similar
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function by forcing the model to prioritize the detection of defaults during training.

With the data-level strategy, in contrast, a strati�ed undersampling technique was employed with
the Logistic Regression model. Through this method, the training dataset is directly modi�ed to
create a balanced class distribution, rather than altering the model's internal algorithm. In the
following sections, the implementation and results of each strategy are detailed, and a comparative
analysis is provided to determine their e�ectiveness in improving default prediction.

Training a LR+ Undersampling the mayority Class:

Following the establishment of a baseline model, improvements in predictive power were pursued by
addressing the class imbalance in the dataset. Although synthetic oversampling methods such as
SMOTE [24] are commonly used, they were intentionally avoided. To avoid the implausible feature
combinations that synthetic data can create, a signi�cant issue for interpretation and validation in
the regulated credit risk undersampling was selected, as it preserves data integrity by using only
real, observed data.
Initial experiments with undersampling methods like Instance Hardness Threshold[33] and random
undersampling led to a sharp decline in performance, with AUC dropping to around 0.62. These
results suggested that indiscriminate removal of data points erased valuable predictive informa-
tion. To address this, a custom strati�ed undersampling approach was developed to preserve the
underlying structure of the data. The sampling was strati�ed using the previously constructed
WoE categories across key dimensions. These dimensions were selected based on their Information
Value (IV), prioritizing those with the highest predictive power (see Table 3-2). The selected vari-
ables were:d_vintage to maintain temporal consistency, andfico_range_high and dti to retain
risk-related distributions. Importantly, the set of features selected in the logistic regression dis-
cussed in the previous section was kept unchanged throughout this process to ensure consistency in
model evaluation. Rather than �xing the sampling ratio, it was treated as a hyperparameter; using
a StratifiedGroupKFold 3 cross-validation to prevent any lookahead bias, a range of ratios was
tested ([0:1; 1]), with each being evaluated based on its average Area Under the Curve (AUC). The
ratio that yielded the highest value on this metric was selected and applied to the entire training set.
The best performance was achieved with an undersampling ratio of 0.15, which was subsequently
used for training the �nal model.

Following this data preparation, the de�nitive logistic regression model was trained on the un-
dersampled dataset. A critical subsequent step was the model's calibration. Consistent with the
previous model, this process employed a separate validation set that retained the original class dis-
tribution observed in the real world.

After training the model on the undersampled dataset, the impact of the methodology was evalu-
ated on two key fronts: the resulting shifts in feature importance coe�cients and the improvements
in performance metrics on the hold-out test set.

3https://scikit-learn.org/stable/modules/generated/sklearn.model_selection
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The analysis of feature importance, detailed in Table3-6, reveals that the strati�ed undersampling
process directly in�uenced the model's interpretation of risk. A key outcome was the signi�cantly
increased importance assigned toall_util , as its previously diluted signal was ampli�ed. In con-
trast, the importance of dti and fico_range_high decreased; this was an expected consequence,
as their in�uence had been embedded into the data's structure through the strati�cation design.
Meanwhile, the stability of the most dominant predictor, loan_to_income_ratio , con�rmed its
robustness across data distributions. Ultimately, the model was guided by the strati�ed under-
sampling toward a more nuanced understanding of risk, resulting in a �nal version that was more
attuned to behavioral risk factors.

Table 3-6 : Feature Importance Shift After Undersampling

Feature Original Model Undersampled
Model

Interpretation

all_util Moderate importance
(coe�. � � 0:45).

Importance signif-
icantly increased
(coe�. � � 0:60).

Undersampling
ampli�ed its signal,
revealing its true
importance as a key
risk indicator.

dti High importance (co-
e�. � � 0:40).

Importance reduced
(coe�. � � 0:25).

As a strati�cation
variable, its in�uence
was absorbed by the
sampling design,
reducing the
coe�cient's weight.

fico_range_high High importance (co-
e�. � � 0:50).

Importance reduced
(coe�. � � 0:30).

Similar to dti , its
role in strati�cation
shifted its predictive
power into the data
structure itself.

loan_to_income_ratio Dominant predictor
(coe�. � � 1:0).

Remains dominant
(coe�. � � 1:0).

A consistently
powerful predictor
whose importance is
una�ected by data
rebalancing.
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Table 3-7 : Key Performance Metrics Comparison on the Test Set

Metric Baseline Model Undersampled Model

AUC 0.677 0.675
Brier Score 0.1633 0.1635

Minority Class
(Default) Performance:
Recall (Class 1) 0.648 0.659 (+1.1 pp)
Precision (Class 1) 0.323 0.321
F1-Score (Class 1) 0.432 0.432

Regarding the model's performance, a new decision threshold was optimized on the calibration set
to maximize the F1-Score for the minority class. Interestingly, the optimal threshold was found to
be 0.20, the same value identi�ed for the baseline model. This provided a consistent basis for a
direct comparison of the two models' performance on the �nal test set.

The results of this comparison show that the strati�ed undersampling methodology was success-
ful. While the overall discriminatory power (AUC/Gini) remained stable, an improvement was
observed in the primary metric of interest: Recall for the minority class (Class 1) in-
creased from 0.648 to 0.659 . This indicates that the new model is more e�ective at identifying
actual defaulters. This gain was achieved with a negligible impact on the F1-Score for Class 1, which
remained stable at 0.432. As is expected in such a trade-o�, this improvement was accompanied
by a minimal and acceptable decrease in performance for the majority class (Class 0), Figure3-20.
Speci�cally, the recall for Class 0 saw a slight reduction from 0.605 to 0.593. This re�ects that in
order to capture more true positives (defaulters), the model now incorrectly �ags a slightly higher
number of true negatives.
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Figure 3-20 : Undersampled Logistic Model Performance on the Test Set.The �gure displays
three key visual metrics: (a) the confusion matrix showing binary classi�cation results; (b) the
distribution of predicted probabilities for both classes; and (c) the ROC curve with an AUC of 0.68.
Created by the author .

Given that the primary objective was to enhance the detection of the target class, this trade-o�
is considered highly favorable. The stability of the overall AUC demonstrates that the improved
recall was achieved without degrading the model's fundamental ability to rank customers by risk.
Therefore, it can be concluded that the undersampling strategy successfully enhanced the model's
practical utility.

Logistic Regression with Class Weighting:

As an alternative to modifying the data itself, the logistic regression model was also trained using the
class_weight parameter to address class imbalance. This approach in�uences the model's learn-
ing process directly, without changing the composition of the training set. By adjusting the cost
function, this parameter increases the penalty for misclassifying minority class (default) instances.
This encourages the model to become more sensitive to defaults, reducing the risk of information
loss from undersampling or the potential distortions introduced by oversampling synthetic data.

Consistent with the methodology applied in the data-level approach, the weight assigned to the
minority class was not �xed to a default value such asbalanced. Instead, it was treated as a key
hyperparameter to be optimized. A range of candidate weights for the default class was evaluated
([1,50]), and their performance was assessed based on the average AUC across cross-validation folds.
The weight that resulted in the highest average AUC was selected for the �nal model con�gura-
tion. Throughout this process, the same set of features used in the baseline model was maintained
unchanged to ensure a fair and direct comparison of the imbalance-handling strategies. The best-
performing hyperparameter values are reported in Table3-8.
Following the hyperparameter tuning and training process, the �nal model was calibrated using the
same methodology described for the previous models. The primary objectives of this evaluation
were twofold: �rst, to quantify the impact of the optimized class_weight parameter on key per-
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Table 3-8 : Optimal Hyperparameters for Logistic Regression
Hyperparameter Optimal Value
penalty L1
C 0.044
class_weight 1.44

formance metrics, and second, to compare this algorithmic approach against both the baseline and
the data-level undersampling strategy. This comparative analysis is essential to determine which
method provides the most e�ective solution for improving default detection.

Beyond the aggregate performance metrics, it is crucial to analyze how the class weighting strategy
altered the model's interpretation of the predictive features. By assigning a higher penalty to errors
on the minority class, the model is expected to increase the importance of variables that are strong,
albeit potentially infrequent, indicators of default risk. This can lead to a signi�cant re-ranking
of feature importance compared to the baseline model, which may have prioritized variables more
in�uential for the majority class.

To investigate this e�ect, an analysis of the model's feature coe�cients was conducted, as before.
The results, summarized in Table3-9, reveal several key shifts in feature importance.



3.4 Model Development Framework 73

Table 3-9 : Key Shifts in Feature Importance: Baseline vs. Weighted Model

Feature Baseline Model Weighted Model Interpretation

all_util Moderate impor-
tance.

Importance
signi�cantly in-
creased.

Weighting
ampli�ed its
signal, revealing its
critical role in
predicting default.

num_actv_rev_tl Marginal impor-
tance.

Importance no-
tably increased.

More active lines
become a key
signal of �nancial
strain for at-risk
borrowers.

fico_range_high High importance. Relative impor-
tance decreased.

Its power is
attenuated as the
model prioritizes
more dynamic,
behavioral risk
signals.

loan_to_income_ratio Dominant predic-
tor.

Remains dominant. Con�rms its status
as a fundamental
risk factor, robust
to class imbalance.

emp_length_numeric Marginal impor-
tance.

Importance be-
comes null.

The feature's
signal was
irrelevant for the
minority class, so
it was discarded.

Beyond the primary shifts highlighted in the table, a closer examination of the feature importance
plots reveals secondary, yet insightful, dynamics. A notable observation in the weighted model's fea-
ture importance is the e�ective nulli�cation of certain variables. Speci�cally, emp_length_numeric
and region_median_income, which had a marginal positive importance in the baseline model, see
their coe�cients reduced to virtually zero. This is a signi�cant �nding in itself. It suggests that any
minor predictive signal these variables carried was likely associated with the majority class (non-
defaulters). When the model was forced to focus exclusively on the patterns of the minority class
(defaulters), it concluded that these features o�ered no discernible information for predicting that
speci�c outcome. Their signal was essentially noise in the context of default prediction. Further-
more, it is worth noting the general stability of the feature hierarchy for many other variables in the



74 3 Modeling and Methodological Framework

middle ranks. Predictors such ashome_ownership, bc_open_to_buy, and mths_since_recent_inq
maintain their relative positions and coe�cient magnitudes. This stability provides con�dence that
the core logic of the model remains intact, while the weighting process serves to sharpen its focus
on the most critical and speci�c indicators of risk, rather than fundamentally rewriting its entire
understanding of the feature space.

Table 3-10 : Key Performance Metrics Comparison on the Test Set

Metric Baseline Model Weighted Model

AUC 0.677 0.676
Brier Score 0.1633 0.1633

Minority Class
(Default) Performance:
Recall (Class 1) 0.648 0.653 (+0.5 pp)
Precision (Class 1) 0.323 0.322
F1-Score (Class 1) 0.432 0.431

Figure 3-21 : Weighted Logistic Model Performance on the Test Set.The �gure displays
three key visual metrics: (a) the confusion matrix showing binary classi�cation results; (b) the
distribution of predicted probabilities for both classes; and (c) the ROC curve with an AUC of 0.68.
Created by the author .

To evaluate the model's classi�cation performance, the decision threshold was optimized using the
same methodology as the baseline and the undersampled model, yielding an identical optimal value
of 0.20. The performance results comparison against the baseline model is summarized in Table
3-10. The results indicate that while the model's overall discriminative power remained stable with
an AUC of 0.676, the Recall for Class 1 increased by 0.5 percentage points to 0.653.

A more detailed, visual interpretation of the model's behavior is provided by the evaluation plots in
Figure 3-21. In summary, the class weighting technique e�ectively recalibrated the model's decision
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boundary, allowing it to capture a slightly higher number of default events while maintaining its
overall predictive integrity, as evidenced by the stable AUC.

Training an XGBoost Model:

Building on the ensemble methods detailed in Section 2.3.5, XGBoost signi�cantly advances predic-
tive power and �exibility. A key objective in its adoption is to achieve superior model performance
compared to the model trained in the previous section. One immediate advantage of using a
tree-based model like XGBoost is its inherent robustness to multicollinearity. This allows for the
reintroduction of key predictive variables that were previously excluded from the logistic regression
to maintain model stability. Speci�cally, the variables loan_amnt and annual_inc , which were re-
moved from the linear model due to their VIF scores being close to the multicollinearity threshold,
are included here. As a result, the XGBoost model istrained on a richer set of 23 variables .
As a non-parametric model, it is not limited by the strict assumptions of linear models. This
�exibility, however, comes with high sensitivity to hyperparameters and a risk of over�tting if not
properly regularized. To ensure strong performance on unseen data, a structured hyperparameter
tuning process is applied using Bayesian optimization. This section describes how the model is
adjusted to select optimal boosting iterations and build a reliable classi�er.

Hyperparameter Tuning and XGBoost Training

To identify the optimal con�guration for the XGBoost model, the same methodology as for the
logistic regression classi�er was employed: Bayesian optimization using the Optuna framework. This
e�ciently searched the vast hyperparameter space to �nd the combination that maximized model
performance. The optimization process was guided by AUC metric, which was evaluated through 5-
fold strati�ed cross-validation to ensure robust and generalizable results. The key hyperparameters
that were tuned in this process include:

ˆ n_estimators : The total number of decision trees in the ensemble.

ˆ learning_rate : This parameter, also known as eta, scales the contribution of each new tree.

ˆ max_depth: Sets the maximum depth of each tree. Deeper trees can model complex interac-
tions but are more prone to over�tting.

ˆ subsample: Fraction of training instances (rows) randomly sampled for training each tree.

ˆ colsample_bytree : The fraction of features (columns) randomly sampled for each tree. This
helps diversify trees and reduce over�tting.

ˆ gamma: Speci�es the minimum loss reduction required to make a split at a tree node. Higher
values make the algorithm more conservative by discouraging unnecessary splits. This acts
as a pruning regularizer.

ˆ reg_alpha (L1 Regularization): This term is applied to the leaf scores (weights) of the trees.
Encourages sparsity by pushing some leaf scores toward zero, which can help prevent over�t-
ting
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ˆ reg_lambda (L2 Regularization): This term is applied to the leaf scores of trees. Penalizes
large values, helping to reduce model variance and over�tting.

ˆ scale_pos_weight : This is used to address class imbalance by adjusting the weight of the
positive class relative to the negative class.

ˆ min_child_weight : Minimum sum of instance weights needed in a child. Higher values
reduce over�tting by making the model more conservative.

After 50 trials, the optimization process converged on a set of hyperparameters that yielded a peak
cross-validation AUC of 0.73. The results for each hyperparameter tuned are in the Table3-11.

Table 3-11 : Optimal Hyperparameters for XGBoost Model
Hyperparameter Optimal Value
learning_rate 0.0263
max_depth 4
subsample 0.924
colsample_bytree 0.819
gamma 1.602e� 8

reg_alpha 0.269
reg_lambda 0.00074
n_estimators 910
min_child_weight 7
scale_pos_weight 4.2

Model Results

The results of the optimized XGBoost model are presented in this section. Its overall performance
is assessed using the same standard validation metrics as the baseline. A key distinction between
XGBoost and Logistic Regression is observed in their interpretability. While Logistic Regression
is characterized by transparent coe�cients through which the direction and magnitude of each
feature's in�uence can be directly inferred, XGBoost is often classi�ed as a black box due to its
complexity as an ensemble of decision trees. Nevertheless, insight into its internal decision-making
can be obtained by analyzing feature importance scores. These scores are derived by assessing how
much each feature contributed to improving node purity and reducing prediction error across all
trees. A higher importance score is interpreted as an indication that the feature played a more
in�uential role in the model's predictions, and serves as the main proxy through which the model's
logic can be understood.
As illustrated in the feature importance plot, Figure 3-22, the model's predictions are most sig-
ni�cantly in�uenced by a combination of the applicant's credit score and their capacity to take
on debt. The three most important features arefico_range_high (the applicant's FICO score),
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loan_to_income_ratio , and acc_open_past_24mths(accounts opened in the last 24 months). Fol-
lowing these, variables related to debt burden (dti ) and recent credit-seeking behavior (mths_since_recent_inq )
also show signi�cant in�uence.

Figure 3-22 : Ranking of Predictor Variables by Importance in the Final XGBoost Model.
Created by the author .

A crucial characteristic of this model, highlighted by the plot, is the balanced distribution of feature
importance. No single variable has an overwhelming importance score, which is a desirable trait. In
production risk models, over-reliance on a single feature can be dangerous, as it makes the model
vulnerable to shifts in that variable's behavior. This balanced hierarchy demonstrates that the
model leverages complex interactions across many features, anchoring its decision-making process
in a diversi�ed and robust set of intuitive credit risk principles.
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Figure 3-23 : Impact of Isotonic Calibration on Model Reliability in the Test Set, XGBoost
Model. Created by the author .

Consistent with the methodology established for the baseline model (LR), the raw probability
outputs of the XGBoost classi�er were also calibrated to ensure their reliability. The same Isotonic
Regression technique was employed to correct for observed biases in the model's predictions. The
outcome of this process is illustrated in Figure3-23. The key observations are:

ˆ Uncalibrated XGBoost (gray curve): The original model exhibits a signi�cant pes-
simistic bias, a known characteristic of boosting algorithms. Its probability predictions con-
sistently overestimated the actual observed default rates. For instance, as shown in the plot,
when the model predicted a 60% probability of default, the actual default rate was only
around 27%. This demonstrates a clear need for calibration.

ˆ Calibrated XGBoost (purple curve): After applying Isotonic Regression, the calibrated
curve is brought into close alignment with the ideal diagonal line. This con�rms that the
systematic overestimation of risk was e�ectively neutralized, resulting in probabilities that
are reliable and accurately re�ect the true risk.

This �nal adjustment ensures the model is not only e�ective at ranking risk but also reliable for
quantifying it. Using these newly calibrated probabilities, the optimal decision threshold for the
calibrated XGBoost model was determined by analyzing the Precision-Recall curve, as shown in
Figure 3-24. This analysis revealed that the F1-Score for the default class was maximized at a
decision threshold of 0.21, which was subsequently used for the �nal performance evaluation.
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Figure 3-24 : Selection of the Optimal Decision Threshold via the Precision-Recall Curve,
XGBoost model. Created by the author .

The complete results, presented in Table3-12, demonstrate that the XGBoost model o�ers a su-
perior ability to distinguish between defaulting and non-defaulting loans when compared to the
logistic regression baseline. This is most clearly evidenced by an AUC of 0.70 on the test set, an
improvement over the 0.68 from the baseline model, indicating a more e�ective ranking of loans by
their inherent risk.

The most signi�cant advantage of the XGBoost model is observed in its handling of the critical
minority class (Class 1: Defaults). This enhanced capability is largely attributable to the use of
the scale_pos_weight hyperparameter. By increasing the penalty for misclassifying the minority
(default) class, the model is intrinsically optimized to improve its detection.
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Table 3-12 : Comparative Classi�cation Metrics (Train vs. Test, Optimized XGBoost
Model)

Metric Train Test
AUC 0.7020 0.6959
Gini 0.4039 0.3918
Brier Score 0.1417 0.1603
Precision (Class 0) 0.8896 0.8700
Recall (Class 0) 0.6167 0.5754
F1-Score (Class 0) 0.7284 0.6927
Precision (Class 1) 0.2939 0.3257
Recall (Class 1) 0.6758 0.7047
F1-Score (Class 1) 0.4097 0.4455
Accuracy 0.6280 0.6045

Figure 3-25 : XGBoost Performance on the Test Set.The �gure displays three key visual
metrics: (a) the confusion matrix showing binary classi�cation results; (b) the distribution of pre-
dicted probabilities for both classes; and (c) the ROC curve with an AUC of 0.70.Created by
the author .

As a result, the model achieved a Recall of 70.5%, a substantial increase from the 64.8% of the
logistic regression, thus successfully identifying a larger portion of the loans that actually defaulted.
This improvement in capturing defaults is visually con�rmed in the confusion matrix presented in
Figure 3-25. While the model's overall accuracy is slightly lower, this is an expected and acceptable
trade-o�, as the strategy was successfully optimized to enhance the detection of rare but critical
default events rather than maximizing simple accuracy.

In conclusion, the progression from a linear model to a gradient-boosting ensemble yielded sub-
stantial bene�ts. While the logistic regression model served as a strong and interpretable starting
point, its limited capacity to capture complex relationships constrained its e�ectiveness. XGBoost
directly addresses this operational weakness. By trading o� a degree of interpretability for a sig-
ni�cant increase in predictive power, particularly in identifying high-risk borrowers, the XGBoost
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classi�er emerges as a more e�ective and practical tool for real-world credit risk assessment.

Synthesized Results and Final Model Assessment:

This section provides a comprehensive comparison of the four modeling approaches implemented to
address class imbalance in credit risk prediction: the baseline logistic regression, LR-strati�ed un-
dersampling, LR-class weighting, and XGBoost with scale position weight. The analysis examines
both predictive performance and model interpretability to assess the e�ectiveness of each technique
and provide guidance for practical implementation.

The performance metrics for the four models in the test set are summarized in Table3-13. The
results reveal distinct patterns in how each approach handles the challenge of class imbalance. XG-
Boost demonstrates superior discriminative power, achieving the highest AUC (0.7012) and Gini
coe�cient (0.392), representing an improvement over the logistic regression variants. More impor-
tantly, for the business objective of default detection, XGBoost also achieves the highest recall for
the minority class (0.705), correctly identifying approximately 5.1 percentage points more defaults
than the baseline model.

Among the logistic regression approaches, the performance di�erences are more subtle, but still
signi�cant. The undersampled model achieves the highest recall (0.659) among the three variants,
followed closely by the weighted model (0.653). The baseline model, while maintaining the highest
overall accuracy (0.615), captures the fewest default events with a recall of 0.648. However, the
consistency of AUC scores across the three logistic regression models (0.675-0.677) con�rms that the
rebalancing techniques primarily a�ect the decision threshold and probability calibration rather than
the fundamental ranking ability of the models. This stability in discriminative power, combined
with the targeted improvements in minority class detection, validates the e�ectiveness of both
rebalancing approaches.

Table 3-13 : Comparative Performance Metrics Across All Models (Test Set)

Metric LR-Baseline LR-Undersampled LR-Weighted XGBoost

AUC 0.6768 0.6754 0.6764 0.7012
Gini 0.3536 0.3507 0.3529 0.3918
Brier Score 0.1633 0.1635 0.1633 0.1603
Precision (Class 0) 0.8553 0.8569 0.8559 0.8700
Recall (Class 0) 0.6054 0.5935 0.6000 0.5754
F1-Score (Class 0) 0.7090 0.7013 0.7055 0.6927
Precision (Class 1) 0.3235 0.3207 0.3221 0.3257
Recall (Class 1) 0.6482 0.6594 0.6530 0.7047
F1-Score (Class 1) 0.4316 0.4316 0.4314 0.4455
Accuracy 0.6150 0.6083 0.6120 0.6045

The analysis of feature importance across the four models reveals signi�cant insights into how dif-
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ferent approaches to class imbalance and algorithmic choices a�ect model interpretation, as detailed
in Table 3-14 and illustrated in Figures 3-16 through 3-22.

The loan_to_income_ratio is the strongest predictor in all logistic regression models, with a stable
coe�cient of � 1:00 regardless of rebalancing, con�rming its central role in risk assessment. Other
key variables (addr_state , acc_open_past_24mths, mths_since_recent_inq ) also remain consis-
tent, underscoring the model's robustness. In contrast, XGBoost prioritizes features di�erently:
fico_range_high ranks highest (0:16) but has less impact in logistic regression, whileaddr_state
drops from 2nd to 9th place. This indicates that tree-based models capture geographic risk through
di�erent mechanisms than linear models.

The undersampled model achieves the highest recall (0.659) among the three variants, followed
closely by the weighted model (0.653) and the baseline (0.648). Notably, the undersampled model
accomplishes this improvement while eliminating variables that proved irrelevant for minority class
prediction, demonstrating a more focused approach to default detection. The consistency of AUC
scores across the three logistic regression models (0.675-0.677) con�rms that the rebalancing tech-
niques primarily a�ect the decision threshold rather than the fundamental ranking ability of the
models, validating the e�ectiveness of both rebalancing approaches.

The comprehensive evaluation of the four modeling approaches reveals distinct advantages and
limitations that must be considered within the context of business objectives and operational con-
straints. From a pure performance perspective, XGBoost emerges as the superior choice, delivering
the highest AUC and the most substantial improvement in minority class recall. Achieving a 5.7
percentage point gain over the baseline demonstrates the model's robustness in capturing default
risk, e�ectively mitigating the impact of the inherent class imbalance.

Among the logistic regression variants, the choice between undersampling and class weighting de-
pends on speci�c business priorities. The undersampled model achieves the highest recall (0.659)
among the linear approaches and provides the most dramatic feature importance insights by elim-
inating variables irrelevant to the minority class. This approach is particularly valuable when the
primary objective is understanding the speci�c drivers of default behavior. The baseline model,
while serving as an important benchmark, o�ers limited practical value given the availability of
superior alternatives that address the class imbalance challenge without signi�cant computational
overhead.



3.4 Model Development Framework 83

Table 3-14 : Comprehensive Feature Importance Changes Across Models
Feature LR-Baseline LR-Undersampled LR-Weighted XGBoost
Top-Tier Predictors:
loan_to_income_ratio -1.00 (1st) -1.00 (1st) -1.00 (1st) 0.15 (2nd)
addr_state -0.80 (2nd) -0.80 (2nd) -0.80 (2nd) 0.03 (9th)
acc_open_past_24mths -0.70 (3rd) -0.70 (3rd) -0.70 (3rd) 0.14 (3rd)
fico_range_high -0.55 (4th) -0.30 (6th) -0.55 (4th) 0.16 (1st)
mths_since_recent_inq -0.75 (4th) -0.75 (4th) -0.75 (4th) 0.05 (5th)
home_ownership -0.55 (6th) -0.50 (5th) -0.55 (6th) 0.045 (6th)

Variables Enhanced by Rebalancing:
all_util -0.40 (8th) -0.35 (7th) -0.45 (8th) 0.025 (8th)
dti -0.40 (9th) -0.25 (4th) -0.40 (9th) 0.055 (4th)
num_actv_rev_tl -0.08 (15th) -0.15 (15th) -0.15 (15th) 0.015 (21st)

Variables Eliminated in Undersampling:
emp_length_numeric -0.05 (17th) 0.00 (�) -0.05 (17th) 0.02 (18th)
region_median_income -0.02 (21st) 0.00 (�) -0.02 (21st) 0.015 (22nd)

Low Importance Across All Models:
title_grouped -0.35 (10th) -0.35 (10th) -0.35 (10th) 0.025 (13th)
inq_last_12m -0.35 (11th) -0.35 (11th) -0.35 (11th) 0.025 (14th)
open_acc_ratio -0.25 (12th) -0.25 (12th) -0.25 (12th) 0.02 (17th)
mo_sin_old_rev_tl_op -0.20 (13th) -0.20 (13th) -0.20 (13th) 0.02 (15th)
mort_acc -0.15 (14th) -0.15 (14th) -0.15 (14th) 0.03 (12th)
avg_cur_bal -0.05 (18th) -0.05 (18th) -0.05 (18th) 0.025 (16th)

For practical implementation, the recommendation depends on the institution's risk management
philosophy and technical infrastructure. Organizations prioritizing maximum predictive perfor-
mance and possessing robust model validation capabilities should consider XGBoost, accepting the
interpretability trade-o�s in exchange for superior default detection. Institutions requiring high
model transparency and easier integration with existing risk frameworks would bene�t from the
weighted logistic regression approach, which provides meaningful performance improvements while
maintaining interpretability and operational simplicity.



Chapter 4

Validation Methodology for Credit
Scoring Models

A rigorous validation framework for credit risk models is presented, structured around four inter-
connected phases designed to provide a thorough assessment of model performance, stability, and
interpretability. This methodology was developed to address the limitations of conventional vali-
dation approaches, which often focus on static discrimination metrics. The validation process is
conducted through a sequential framework comprising four main components. First, risk validation
is performed through decile-based analysis, where models are evaluated based on their ability to
rank-order risk and their �nancial impact. A precise decile assignment methodology is implemented
to ensure comparability across di�erent model speci�cations. Temporal stability is then assessed by
examining performance metrics across di�erent time periods, with particular attention to the con-
sistency of model discrimination and calibration. The third phase focuses on model interpretability,
where advanced techniques including LIME and SHAP are employed to provide transparent expla-
nations of model predictions, with special emphasis on complex algorithms such as XGBoost.

The �nal phase involves client pro�ling to understand key customer segments across the risk spec-
trum. This analysis examines demographic and �nancial characteristics that distinguish risk levels,
validating the model's risk ranking and informing risk mitigation strategies. The methodology iden-
ti�es distinct client segments that may bene�t from tailored credit policies, product improvements,
and treatment approaches. This comprehensive approach not only validates the predictive power
of the models but also provides valuable strategic insights for credit risk management in dynamic
�nancial environments. The chapter presents both the theoretical foundations and practical im-
plementation of this validation framework, along with empirical results and their implications for
credit decision-making.

4.1 Risk-Based Model Validation Framework

The risk validation process constitutes a critical stage in the model development lifecycle, as it
ensures e�ective discrimination across risk segments and veri�es model robustness under varying
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economic conditions. In this study, four modeling approaches were evaluated: LR-Baseline, LR-
Weighted, LR-Undersampled, and XGBoost. Their performance was assessed through a decile-
based comparative framework, combining traditional risk measures with business-oriented �nancial
metrics such as expected loss, approved exposure, and risk-adjusted return.
The validation was conducted on a representative test set of 343,827 observations, characterized by
an overall default rate of 22.5% and a total exposure of $553.6 million USD. The analysis focuses
on three dimensions:

1. Risk discrimination and ranking e�ectiveness, measured through default and loss rates by
decile.

2. Economic impact, emphasizing expected losses, interest revenue, and cumulative net savings.

3. Stability across segments, to evaluate consistency in both low- and high-risk groups.

Special consideration is given to the operational implications of risk-based cuto� policies, since the
choice of threshold directly a�ects the balance between portfolio quality and pro�tability. The
results of this chapter are structured to guide model selection and the de�nition of an approval
strategy that maximizes cost e�ciency, while enabling greater approval of lower-risk customers and
reinforcing overall portfolio resilience.

4.1.1 Loss Given Default

Loss Given Default (LGD) represents the proportion of exposure that is lost when a borrower
defaults on their credit obligations 2.2.2. This parameter is essential for accurately quantifying
potential losses in a loan portfolio and forms a critical component of credit risk management2.2.1.

Expected Loss= PD|{z}
Probability of Default

� EAD| {z }
Exposure at Default

� LGD| {z }
Loss Given Default

(4-1)

In this project, Loss Given Default (LGD) is estimated using loan-level recovery data, enabling
a more precise calculation of expected losses by incorporating loss severity in addition to default
probability. When comparing credit scoring models, LGD provides a more accurate measure of their
economic impact. The LGD calculation is based on a structured methodology:

1. Default identi�cation: Loans are identi�ed as defaulted based on the target variable, where
target=1 indicates default.

2. Loss amount calculation: For defaulted loans, the loss amount is calculated as:

LA|{z}
Loss Amount

= EAD| {z }
Exposure at Default

� R|{z}
Recoveries

� CRF| {z }
Collection Recovery Fees

Incorporating collection recovery fees into the LGD calculation re�ects an economic rather
than a purely regulatory approach. Unlike Basel Accords or IFRS 9, which classify such fees
as operational expenses, this methodology treats them as part of the institution's economic
loss, aligning with practices in �ntech and internal risk models that emphasize the full impact
of credit defaults.
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3. LGD calculation: The LGD for each defaulted loan is then calculated as:

LGD =
Loss Amount

Original Loan Amount

Values are constrained between 0 and 1 to maintain statistical validity.

Figure 4-1 presents the distribution of LGD values across the defaulted loan portfolio. As observed
in the histogram, most values are concentrated between 0.7 and 0.9, with a peak around 0.8. This
distribution approximates a normal curve, though it is slightly skewed toward higher values. The
concentration around 0.8 indicates that approximately 20% of the loan amount is typically recovered
after default, which aligns with industry expectations for unsecured consumer lending.

Incorporating LGD into the calculations allows for a more accurate estimation of reserves required
to cover potential losses, more precise adjustment of interest rates to re�ect both default probability
and loss severity, and the design of di�erentiated collection strategies. It also enhances the evaluation
of risk-adjusted returns across portfolio segments. Empirically derived LGD values o�er valuable
insights into recovery patterns, enabling more accurate calibration of expected loss models and
ultimately supporting better-informed business decisions and more e�ective risk management.

Figure 4-1 : Distribution of Loss Given Default (LGD) for Defaulted Loans in the Portfolio.
Created by the author .

4.1.2 Discrimination and ranking e�ectivenes

The risk validation analysis was conducted on a test set comprising 343,827 observations, with an
overall default rate of 22.5% and a total exposure of$553.6 million (USD). As illustrated in the
upper-left quadrant of Figure 4-2, all models exhibit a clear monotonic increase in default rates
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across deciles, con�rming their ability to e�ectively rank-order risk. The default rates range from
approximately 5�7 % in the lowest-risk decile to 45�48% in the highest-risk decile. Among them,
the XGBoost model demonstrates superior discrimination power, particularly at the extremes of
the risk spectrum: in the lowest-risk decile (Decile 1), it identi�es a segment with a 5.51% default
rate, compared to 6.96�7.50% for other models; in the highest-risk decile (Decile 10), it identi�es a
segment with a 47.29% default rate, compared to 45% for other models.

The risk concentration analysis (lower-right quadrant) further provides critical insights into the
models' ability to concentrate defaults. XGBoost achieves a more e�cient risk concentration, with
lower percentages of defaults in the top one decile (2.27% vs. 2.92�3.80% for other models), top two
deciles (6.60% vs. 8.10�8.44%), and top three deciles (12.65% vs. 14.48�16.09%). While this pat-
tern may initially appear counterintuitive, it re�ects the model's more precise risk discrimination:
by more accurately identifying truly low-risk borrowers, XGBoost reduces the concentration of de-
faults in the lowest deciles while simultaneously isolating a higher-risk segment in the highest decile.

Figure 4-2 : Risk Metrics Dashboard - Model Comparison across Deciles.Created by the
author .

This enhanced discrimination is also re�ected in the lift values, Figure4-3, where XGBoost reaches
0.22 in Decile 1 (compared to 0.29�0.32 for other models) and 2.12 in Decile 10 (compared to
1.99�2.00). The lift metric, which relates the default rate in a given decile to the population aver-
age, o�ers a standardized measure of discrimination power. In the lowest risk segment (Decile 1),
the lower lift of XGBoost indicates the identi�cation of borrowers with default rates only 22% of
the population average - outperforming competitors that detect rates between 29% and 32%. In
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the highest-risk segment (Decile 10), its higher lift value re�ects stronger concentration of high-risk
borrowers, with default rates 2.12 times the population average compared to 1.99�2.00 times for
others. This broader separation across extremes con�rms XGBoost's superior risk-ranking ability,
enabling more precise credit policies that minimize losses while approving lower-risk customers.

The loss rate analysis (upper-right quadrant, Figure4-2) follows the default rate pattern, though
with ampli�ed di�erences. Loss rate, de�ned as the percentage of total loan exposure within a decile
that defaults, provides a �nancial perspective on risk. XGBoost achieves lower loss rates in the �rst
four deciles (3.30�10.26% vs. 4.17�12.07%), and higher loss rates in the highest-risk decile (28.37%
vs. 27.16�27.28%). This pattern becomes even more pronounced in the expected loss analysis
(lower-left quadrant), which represents the monetary value at risk in each decile. In the lowest-risk
decile, XGBoost records the smallest expected loss ($1,546,905 vs.$2,065,215�$2,460,465), while in
the highest-risk decile it yields the largest expected loss ($19,588,380 vs.$17,933,340�$18,666,945).
These results indicate that XGBoost not only excels at identifying low-risk borrowers but also more
precisely isolates high-risk borrowers with greater potential �nancial impact, thereby strengthening
the model's value for risk-based credit decision-making.

Figure 4-3 : Lift Analysis - Model Comparison of Risk Discrimination Power across Deciles.
Created by the author .

The comprehensive risk validation analysis provides strong evidence that while all models e�ec-
tively discriminate between risk segments, the XGBoost model o�ers superior risk di�erentiation,
particularly at the extremes of the risk spectrum. The model demonstrates:

ˆ More precise identi�cation of truly low-risk borrowers.

ˆ Better discrimination of high-risk borrowers with potentially larger �nancial impacts.

ˆ A fundamentally di�erent risk assessment perspective compared to traditional logistic regression-
based approaches.
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These �ndings suggest that XGBoost could provide substantial improvements in risk assessment
accuracy, potentially leading to more e�ective credit policies and reduced credit losses.

4.1.3 E�ciency Curves and Risk Discrimination

The e�ciency curves, presented in Figure 4-4, provide a comprehensive evaluation of model per-
formance from two critical dimensions: default capture and �nancial loss capture. These curves,
which are a powerful risk management tool, extend beyond traditional discrimination metrics like
AUC or KS. The principle underlying this visualization is straightforward yet insightful: a model's
e�ectiveness is measured by how far its curve deviates from the diagonal reference line (representing
random selection). A pronounced curve indicates superior risk strati�cation, which is the ability to
concentrate a large proportion of risk in a small fraction of the portfolio.
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Figure 4-4 : Default Capture and Loss Capture E�ciency Curves Across Models.Created
by the author .

When examining the four models, distinct patterns emerge, as quanti�ed in Table4-1. The XG-
Boost model demonstrates superior risk strati�cation capabilities, particularly in the critical middle
segments of the portfolio. Although its loss-capture curve initially appears less aggressive�starting
below those of other models in the �rst decile�this characteristic actually re�ects its primary
strength: the precise identi�cation of genuinely low-risk applicants. Quantitatively, this advan-
tage becomes evident when comparing portfolio segments. By approving the top 30% of applicants
ranked by XGBoost, the institution would incur only 9.29% of total future losses, compared to
14.00% under the Weighted model, 12.62% with the Baseline model, and 12.65% with the Un-
dersampled model. This di�erence, which represents a signi�cant risk reduction, can be directly
observed in the cumulative loss data in the table.
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The Undersampled model shows competitive performance in early default detection, capturing
3.80% of defaults in the �rst decile compared to XGBoost's 2.27%. However, as seen in the table, this
advantage doesn't translate to superior loss mitigation, suggesting that the Undersampled model
may identify defaults associated with smaller loan amounts. The Baseline and Weighted models
perform similarly throughout the portfolio range, with neither showing a distinct advantage over
the other. A particularly revealing insight from these curves and the table data is the consistent
gap between default capture and loss capture across all models. The loss curve systematically
falls below the default curve, indicating that larger loan amounts are not uniformly distributed
across risk segments. This pattern suggests a complex relationship between default probability and
exposure magnitude�a nuance that traditional binary classi�cation metrics would miss entirely.
For the XGBoost model, this gap is most pronounced at the 70% portfolio mark, where it captures
51.11% of defaults but only 43.83% of losses. This 7.28 percentage point di�erence highlights the
importance of considering both dimensions in risk assessment. The model e�ectively navigates this
complexity, optimizing not just for default prediction but also for �nancial impact mitigation.

Table 4-1 : Model Performance Comparison by Cumulative Decile
Decile XGBoost Weighted Baseline Undersampled

Defaults % Exp. Loss Defaults % Exp. Loss Defaults % Exp. Loss Defaults % Exp. Loss

1 2.27 1.87 2.92 2.50 3.25 2.83 3.80 2.98
2 6.60 4.94 8.33 7.60 8.44 7.66 8.10 6.35
3 12.65 9.29 16.09 14.00 14.48 12.62 15.70 12.65
4 19.88 15.25 21.86 19.60 22.11 19.79 23.06 19.31
5 29.39 23.73 31.60 28.33 30.94 27.81 33.67 28.90
6 40.52 34.21 41.17 37.32 43.45 39.62 42.22 37.16
7 51.11 43.83 54.94 50.35 54.04 49.56 52.87 47.35
8 64.24 56.94 64.99 60.26 65.55 60.88 67.65 61.79
9 81.48 76.31 81.40 77.42 81.98 78.31 82.04 77.59
10 100.00 100.00 100.00 100.00 100.00 100.00 100.00 100.00

From a business perspective, these e�ciency curves provide a data-driven foundation for de�ning
approval thresholds. The optimal cuto� point is typically found at the elbow of the curve, where the
marginal bene�t of approving additional customers begins to be outweighed by the disproportionate
risk they introduce. For the XGBoost model, a clear in�ection point appears around the 60%
portfolio mark. Up to this threshold, the institution can approve a majority of applicants while
assuming only 34.21% of total potential losses. However, extending approvals to the next decile
(60-70%) would add an additional 9.62% of losses (43.83 - 34.21), a substantial increase in marginal
risk that signals diminishing returns.
Based on this analysis, a strategically sound approach would establish the approval threshold at
decile 6 (a 60% approval rate), which would enable the institution to:

ˆ Optimize Risk-Adjusted Returns: Approve 60% of applicants while containing losses to less
than one-third of the potential total, creating a favorable risk-return pro�le.

ˆ Implement E�ective Risk Segmentation: Reject the riskiest 40% of the portfolio, which ac-
counts for nearly 70% of total losses (100 - 34.21), e�ectively concentrating risk management
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e�orts where they matter most.

ˆ Maintain Strategic Adaptability: Adjust the threshold dynamically in response to changing
market conditions or business objectives�expanding to decile 7 during growth-focused phases
or contracting to decile 5 during periods of heightened risk aversion.

In conclusion, the e�ciency curves and the detailed data in the table not only validate the technical
superiority of the XGBoost model but also translate this advantage into an actionable business
strategy. They bridge the gap between statistical performance and operational decision-making,
enabling the institution to move from reactive to proactive risk management. The analysis demon-
strates that model selection has material �nancial implications. By implementing XGBoost with
the proposed cuto� strategy, a signi�cantly better balance between portfolio growth and risk con-
tainment could be achieved than would be possible with the alternative models. This approach
transforms model e�ciency from an abstract statistical concept into a concrete driver of sustainable
�nancial performance.

4.1.4 Economic Value Analysis and Optimal Cuto� Selection

While e�ciency curves provide valuable insights into model discrimination capabilities, the Eco-
nomic Value Analysis o�ers a direct �nancial perspective on model performance. Figure4-5 presents
the Cumulative Expected Loss Savings compared to the Baseline model, quantifying the monetary
bene�t of implementing each alternative model at di�erent cuto� points. This economic metric con-
ceptually represents the �nancial advantage gained by implementing a more sophisticated model
over the baseline approach. For each segment of the portfolio (decile), it calculates how much less
money would be lost due to defaults if the alternative model were used instead of the baseline. These
savings are then accumulated as we move through the portfolio, creating a curve that shows the total
�nancial bene�t at each potential cuto� point. A rising curve indicates increasing economic advan-
tage, while a declining curve suggests diminishing returns or even economic disadvantage compared
to the baseline model. The principal characteristic of this approach lies in its direct translation of
statistical performance into business value�bridging the gap between technical model evaluation
and practical decision-making. It answers the fundamental question:How much money would the
institution save by implementing this model with a speci�c approval threshold?
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Figure 4-5 : Economic Value Analysis - Cumulative Expected Loss Savings vs Baseline
(Smoothed). Created by the author .

This visualization reveals a compelling economic narrative that reinforces the previous �ndings.
The XGBoost model demonstrates exceptional �nancial performance, with its curve reaching a
peak at deciles 6-7, where it achieves maximum cumulative savings of approximately $4.2 million
USD compared to the Baseline model. This substantial economic advantage con�rms XGBoost's
superior risk discrimination capabilities observed in the e�ciency curves.

The economic value curve also provides a complementary approach to cuto� selection that directly
addresses the business objective of loss minimization. While traditionally the optimal cuto� point
would be identi�ed where the curve reaches its absolute maximum value, a more nuanced analysis
considers both economic bene�t and marginal risk. For the XGBoost model, although the curve
continues to rise slightly through decile 7, the e�ciency analysis revealed a signi�cant increase in risk
beyond decile 6 (additional 9.62% of losses), suggesting that a 60% approval threshold represents
a more prudent balance of risk and return.

The curve's steady rise between deciles 1 and 6 indicates a consistent accumulation of economic
bene�ts as more applicants are approved. The plateau observed between deciles 6 and 7 suggests
that the marginal economic bene�t of approving the next decile is minimal, while previous analysis
indicates the marginal risk increases substantially. This plateau actually provides strategic valida-
tion for establishing the cuto� at decile 6, as it captures nearly all the economic bene�t without
incurring the disproportionate additional risk.
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The Undersampled model also shows positive economic value, though signi�cantly less pronounced
than XGBoost, with peak savings of approximately $1 million. The Weighted model demonstrates
the least economic advantage over the Baseline, with its curve showing modest positive values in
the middle deciles but remaining close to the break-even line throughout most of the distribution.

A particularly noteworthy feature of the XGBoost curve is its steep decline after decile 7, dropping
to approximately $1.6 million by decile 10. This pattern reinforces the earlier observation that
XGBoost excels at concentrating high-risk applicants in the upper deciles. Approving these segments
would signi�cantly reduce the accumulated savings, further supporting a more conservative cuto�
strategy.

The economic value analysis thus provides a quantitative foundation for establishing the approval
threshold at decile 6 for the XGBoost model. This cuto� point:

ˆ Captures nearly the maximum economic bene�t (approximately $4.1 million in cumulative
savings)

ˆ Avoids the disproportionate increase in risk associated with approving the next decile

ˆ Leverages the plateau in the curve to optimize the risk-return tradeo�

ˆ Balances portfolio growth (60% approval rate) with prudent risk management

In conclusion, both the e�ciency curves and economic value analysis converge on a consistent rec-
ommendation: implementing the XGBoost model with an approval threshold at decile 6 represents
the optimal strategy for balancing risk and return. This approach would enable the institution to
approve a substantial portion of applicants while e�ectively containing losses and maximizing eco-
nomic value, a data-driven solution that directly addresses the core business objective of pro�table
growth.

4.1.5 Synthesized risk validations

This section presents the summary of the analysis of the four credit risk models evaluated: Base-
line, Weighted, Undersampled, and XGBoost. The analysis revealed that the XGBoost model
consistently demonstrates superior risk discrimination capabilities, particularly in identifying truly
low-risk borrowers and maintaining better risk separation throughout the credit spectrum.
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Table 4-2 : Comprehensive Risk and Economic Value Metrics by Decile Across Models

Decile
Default Rate (%) Loss Rate (%) Approved Exposure ($M)

Base Weight Under XGB Base Weight Under XGB Base Weight Under XGB
1 7.00 6.00 7.00 5.00 4.30 4.17 4.50 3.30 54.53 49.47 54.65 46.81
2 12.00 11.00 12.00 10.00 8.07 7.86 7.11 5.77 49.49 53.65 39.27 43.93
3 14.00 15.00 14.00 13.00 8.77 9.11 9.18 7.49 46.77 58.15 56.65 48.06
4 17.00 17.00 17.00 17.0011.72 12.07 11.48 10.2650.58 38.34 48.02 48.04
5 20.00 20.00 20.00 20.0012.67 12.69 12.69 12.7052.33 56.91 62.45 55.24
6 23.00 23.00 23.00 23.0014.79 14.36 14.87 14.3066.03 51.77 45.94 60.62
7 27.00 26.00 26.00 27.0016.47 16.56 16.51 15.3249.92 65.06 51.06 51.90
8 30.00 30.00 30.00 30.0018.04 17.92 17.77 18.2251.88 45.72 67.17 59.49
9 35.00 35.00 35.00 37.0021.83 21.58 21.63 22.7366.03 65.79 60.41 70.46
10 45.00 45.00 45.00 48.0027.16 27.17 27.28 28.3766.03 68.72 67.95 69.04

Decile
Expected Loss ($M) Savings vs Baseline ($M) Interest Revenue ($M)

Base Weight Under XGB Base Weight Under XGB Base Weight Under XGB
1 2.34 2.07 2.46 1.55 0.00 0.27 -0.12 0.79 24.54 22.26 24.59 21.06
2 3.99 4.22 2.79 2.54 0.00 0.04 1.08 2.24 22.27 24.14 17.67 19.77
3 4.10 5.29 5.20 3.60 0.00 -1.15 -0.02 2.74 21.05 26.17 25.49 21.63
4 5.93 4.63 5.51 4.93 0.00 0.15 0.40 3.74 22.76 17.25 21.61 21.62
5 6.63 7.22 7.93 7.02 0.00 -0.44 -0.90 3.35 23.55 25.61 28.10 24.86
6 9.76 7.43 6.83 8.67 0.00 1.89 2.03 4.44 29.71 23.30 20.67 27.28
7 8.22 10.77 8.43 7.95 0.00 -0.66 1.82 4.71 22.46 29.28 22.98 23.35
8 9.36 8.19 11.93 10.84 0.00 0.51 -0.75 3.23 23.35 20.57 30.22 26.77
9 14.41 14.20 13.07 16.02 0.00 0.72 0.59 1.62 29.71 29.61 27.19 31.70
10 17.93 18.67 18.53 19.59 0.00 -0.02 -0.01 -0.04 29.71 30.92 30.58 31.07

The decile-level analysis presented in Table4-2 provides a detailed comparison of risk metrics and
economic value across all models. This analysis reveals several key insights about model perfor-
mance:

ˆ Risk Discrimination Performance: XGBoost demonstrates clear advantages in the lower-
risk segments. In the �rst decile, its default rate is 5%, compared to 7% for Baseline, with a
corresponding loss rate reduction from 4.30% to 3.30%. These improvements persist through
the early deciles (1�3), showing that XGBoost can reliably identify truly low-risk borrow-
ers while maintaining exposure levels comparable to the other models. In higher-risk deciles
(7�10), XGBoost again shows stronger discrimination, �agging higher default rates in the
riskiest group (e.g., 48% vs. 45% for other models in decile 10), thus improving the identi�-
cation of applicants with elevated default probabilities.

ˆ Economic Impact: The �nancial implications of these improvements are substantial. In
the �rst decile, XGBoost reduces expected losses to $1.55M compared to $2.34M for Baseline,
generating savings of $0.79M, despite slightly lower interest revenue ($21.06M vs. $24.54M).
This cumulative advantage grows rapidly, reaching $2.74M in accumulated savings by decile 3.

At the decile 6 cuto� ( � 60% approval rate), expected losses for XGBoost are $8.67M, lower
than Baseline's $9.76M. More importantly, cumulative savings reach $4.44M, signi�cantly
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outperforming the Weighted ($1.89M) and Undersampled ($2.03M) models. Although interest
revenue at this cuto� is slightly lower for XGBoost ($27.28M vs. $29.71M for Baseline), the
loss reductions more than compensate, resulting in the best overall �nancial outcome.

ˆ Operational Implications: :

1. Model Selection: XGBoost should be prioritized as the primary risk assessment model
due to its consistent superiority.

2. Cuto� Strategy: A decile 6 cuto� is recommended, as it maximizes the trade-o� be-
tween pro�tability and risk control: Net savings reach $4.44M, Expected losses are
minimized relative to Baseline, Approved exposure ($60.62M) remains comparable to
Baseline ($66.03M).

3. Flexibility: XGBoost maintains stable results between deciles 5�7, o�ering room for
operational adjustments without major economic penalties.

4. Risk Strategy: The model supports a dual approach: expanding approvals in low-risk
deciles (1�3), while applying more conservative policies in high-risk deciles (8�10).

In conclusion, the comprehensive evaluation demonstrates that the XGBoost model o�ers signi�cant
advantages in both risk discrimination and economic value compared to alternative approaches. At
the decile 6 cuto� ( � 60% approval rate), the model achieves notable reductions in default rate,
loss rate, and expected losses, while the impact on revenue remains manageable. This balance
between risk control and pro�tability provides strong empirical evidence for its adoption, making a
compelling economic case for implementation.

4.2 Model Performance monitoring

The lifecycle of a credit risk model extends far beyond its initial deployment. While pre-production
validation ensures a model meets requisite performance and accuracy standards, the true test of
its e�cacy lies in its ability to maintain that performance over time. The economic environment,
customer behaviors, and business strategies are inherently dynamic, and such shifts can gradually
erode a model's predictive power. This section, therefore, presents a comprehensive framework for
the ongoing monitoring of a model once it is in production.

The goal of this framework is to build a reliable monitoring system that quickly detects perfor-
mance issues. Problems such as data drift, pipeline failures, or shifts in the applicant population
can weaken model predictions, a�ect risk policies, and lead to unexpected �nancial losses. To
address this challenge, the analysis is structured around three critical dimensions of model perfor-
mance. First, the model's discriminatory power is evaluated by tracking its ability to distinguish
between high-risk and low-risk applicants over time, using key metrics such as the Area Under the
Curve (AUC) and the Kolmogorov-Smirnov (KS) statistic. Second, calibration accuracy is assessed
to determine whether predicted probabilities of default align with real-world observed outcomes,
measured through the Brier Score and the Observed-to-Expected (O/E) ratio. Finally, model and
population stability are monitored through the Population Stability Index (PSI) and by analyzing
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temporal shifts in score and decile distributions to identify any drift that could compromise valid-
ity. For this study, the dataset used covered the period from July 2016 to December 2018 (test and
validation set de�nitions), ensuring that the evaluation captured model performance under di�erent
macroeconomic and portfolio conditions beyond the training horizon. Within this window, discrim-
ination (AUC, KS) and calibration (Brier Score, O/E, ECE) were evaluated using data only up to
June 2018, as that was the point at which the portfolio exhibited su�cient maturity and, beyond
it, the number of loans with an observed target was limited; by contrast, population stability (PSI)
was assessed over the full July 2016 to December 2018 period to evaluate score stability irrespective
of target realization.

By integrating these multifaceted assessments, the framework provides tools not only to validate
historical performance but also to proactively identify and address potential future issues, ensuring
that the model remains a reliable and e�ective instrument for strategic decision-making.

4.2.1 Tracking Discriminatory Performance

The e�ectiveness of a credit risk model depends largely on its capacity to consistently di�erentiate
borrowers who are likely to meet their obligations from those who represent a higher probability of
default, as this distinction is central to sound decision-making in risk management. In this section,
the analysis focuses on how the discriminatory power of four di�erent modeling approaches: Base-
line, Weighted, Undersampled, and XGBoost, has changed and developed throughout a period of
more than ten months, allowing for a comprehensive view of their relative strengths and weaknesses
under varying conditions.

Figure 4-6 : Calibration Curve for Subsample.Created by the author .

Figure 4.2.1 illustrates the monthly AUC and KS values for all four models throughout the 2016-
2018 period. The XGBoost model consistently demonstrates superior discriminatory performance,
maintaining AUC values between 0.681 and 0.709. This represents an average improvement of ap-
proximately 2.5 percentage points over the Baseline model, which �uctuated between 0.652 and
0.690. The Weighted and Undersampled models show performance nearly identical to the Baseline,
with minimal di�erences that rarely exceed 0.003 in absolute terms.



98 4 Validation Methodology for Credit Scoring Models

All models exhibit similar temporal patterns, a particularly observation is the signi�cant perfor-
mance decline in early 2018, where the Baseline, Weighted, and Undersampled models reached their
lowest AUC values of the entire monitoring period (0.652-0.658).To assess the temporal stability of
the portfolio, population drift in the score distributions was monitored using the Population Stabil-
ity Index (PSI) and �xed-decile composition plots. All loans issued after the training window were
included in this analysis�comprising both the validation and test periods�irrespective of whether
a realized target was available. This design choice was intentional: the goal of population stability
monitoring is to detect changes in the underlying applicant/portfolio mix and its evolution over
time, rather than to condition on realized outcomes. Consequently, the analysis provides a compre-
hensive view of the portfolio's distributional shifts as they would be observed in production. This
pronounced deterioration suggests a potential shift in the underlying population characteristics or
credit risk environment during this period. Interestingly, while the XGBoost model also experienced
a performance dip during this same timeframe, it maintained relatively stronger resilience, with its
AUC remaining above 0.686�still outperforming the best periods of the other models. This di�er-
ential response to the early 2018 conditions highlights XGBoost's superior robustness to temporal
shifts in the data, a critical advantage for maintaining reliable risk assessments during periods of
economic or portfolio composition change.

On the other hand, the Kolmogorov-Smirnov (KS) statistic measures the maximum di�erence be-
tween the cumulative distribution functions of the scores for defaulters and non-defaulters. It is
particularly valuable as a monitoring metric because it quanti�es the model's maximum separat-
ing power at a speci�c score threshold, providing a clear indicator of when a model's ability to
distinguish between risk groups may be deteriorating. As shown in Figure 4.2.1, the KS statistic
follows patterns similar to the AUC across all models. The XGBoost model maintains the highest
separation power, with KS values ranging from 0.261 to 0.304, while the Baseline model's KS values
range from 0.221 to 0.277. This represents an average improvement of approximately 3.5 percentage
points for the XGBoost model.

The consistent performance gap between XGBoost and the other models further supports its se-
lection as the preferred implementation choice. Nonetheless, the parallel movement in performance
metrics across all models highlights that model architecture alone does not shield against external
factors a�ecting discriminatory power. For monitoring purposes, control limits around these metrics
should be established. Based on the 2016-2018 data, a decrease in AUC greater than 0.025 or in KS
greater than 0.04 from the historical average should trigger investigation, as such deviations exceed
typical month-to-month variation. Overall, the discriminatory performance analysis con�rms that
while the XGBoost model consistently outperforms its peers, all models exhibit similar sensitivity
to temporal factors. The observed decline in early 2018 followed by recovery suggests that periodic
model retraining or recalibration may be bene�cial to maintain optimal performance. This analysis
underscores the importance of continuous monitoring to detect potential deterioration that could
impact risk management decisions.
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4.2.2 Temporal Stability of Model Calibration

In addition to discriminatory power, calibration is regarded as a critical dimension of credit risk
model performance. It is de�ned as the extent to which predicted probabilities are aligned with the
observed default rates. In Figure4-7, the overall calibration curve (reliability diagram) is presented,
where the relationship between predicted probabilities and observed default rates across probability
bins for the entire portfolio is summarized. A close alignment of the curves with the diagonal is
observed, indicating that the calibration process was e�ectively performed and that predicted risks
are consistent with actual outcomes. However, it is important to continuously monitor calibration
over time to detect potential shifts. Therefore, this section evaluates the calibration stability of the
four models using three complementary metrics: the Brier Score, the Observed-to-Expected (O/E)
Ratio, and the Expected Calibration Error (ECE).

The Brier Score measures the mean squared di�erence between predicted probabilities and actual
outcomes, with lower values indicating better calibration. As illustrated in Figure 4-8, a consistent
downward trend in Brier Scores was observed across all models throughout the monitoring period,
suggesting an overall improvement in calibration quality. The initial scores in July 2016 ranged
from 0.179 (XGBoost) to 0.183 (Baseline and Weighted models), while by June 2018, these values
had decreased to 0.125-0.129, representing an approximate 30% improvement in calibration accu-
racy. The XGBoost model maintained a consistently lower Brier Score than its counterparts, with
an average advantage of 0.003 points over the Baseline model. This di�erence, while modest in
absolute terms, represents a meaningful improvement in calibration quality when applied to large
loan portfolios.

Figure 4-7 : Overall Calibration Curve (Reliability Diagram): Predicted Probability vs
Observed Default Rate.Created by the author .

On the other hand, the O/E ratio provides a direct measure of calibration bias by comparing the
actual default rate to the average predicted probability. A ratio of 1.0 indicates perfect calibration,
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while values above 1.0 suggest underestimation of risk (observed defaults exceed predictions) and
values below 1.0 indicate overestimation. Figure4-8 reveals a striking temporal pattern in the O/E
ratios across all models. From July 2016 through October 2017, all models consistently underesti-
mated default risk, with O/E ratios ranging from 1.10 to 1.22. The XGBoost model exhibited the
least bias during this period, with ratios averaging 0.02-0.03 points lower than the Baseline model.
A signi�cant transition occurred beginning in November 2017, with O/E ratios steadily declining
across all models. By May 2018, all models began overestimating risk (O/E < 1.0), with this trend
becoming more pronounced in June 2018, when ratios ranged from 0.83 (XGBoost) to 0.87 (Base-
line). This systematic shift from risk underestimation to overestimation suggests a fundamental
change in the relationship between model predictions and realized defaults, potentially re�ecting
changing macroeconomic conditions or shifts in the borrower population.

The Expected Calibration Error (ECE), which measures the average di�erence between predicted
probabilities and actual outcomes, showed considerable volatility but a clear trend of improvement
over time for all models (Figure4-8). ECE values frequently exceeded 0.035 for most models prior
to October 2017, but generally remained below 0.025 thereafter. The XGBoost model demonstrated
superior calibration, maintaining the lowest ECE for 21 of the 24 months analyzed. However, it
experienced a sharp, anomalous increase in error during May-June 2018, a deviation that warrants
further investigation into its calibration stability.
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Figure 4-8 : Temporal Evolution of Model Calibration Metrics (Brier Score, O/E Ratio,
and Expected Calibration Error). Created by the author .

In conclusion, the temporal analysis of calibration metrics reveals several important insights for
ongoing model monitoring. First, the consistent calibration advantage demonstrated by XGBoost
reinforces its selection as the preferred model implementation. Second, the systematic shift in O/E
ratios across all models highlights the importance of regular recalibration to maintain alignment
between predicted and observed default rates. Third, the improved calibration accuracy observed
in the latter part of the monitoring period suggests that more recent data may provide a more
reliable foundation for future model development. For monitoring purposes, control limits should
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be established around these calibration metrics. Based on the observed patterns, an absolute change
in the O/E ratio greater than 0.10 from one month to the next, or a sustained deviation from 1.0
exceeding 0.15 in either direction, should trigger investigation and potential recalibration. Similarly,
an increase in the Brier Score of more than 0.01 from the trailing three-month average would warrant
attention, as such deviations exceed typical month-to-month variation.

4.2.3 Model and Population Stability Analysis

To assess the temporal stability of the portfolio, population drift in the score distributions was
monitored using the Population Stability Index (PSI) and �xed-decile composition plots. All loans
issued after the training window (� July 2016) were included in this analysis, comprising both the
validation and test periods, regardless of whether a realized target was available. This design choice
was intentional: the goal of population stability monitoring is to detect changes in the underlying
portfolio and its evolution over time, rather than to condition on realized outcomes. Consequently,
the analysis provides a comprehensive view of the portfolio's distributional shifts as they would be
observed in production.

Methodologically, a reference period was selected at the beginning of the post-training horizon,
and �xed bin edges (deciles) were derived from the reference period's score distribution for each
model. These decile edges were then held constant across subsequent months, ensuring that changes
in the proportion of accounts in each decile re�ect true distributional drift rather than re-binning
artifacts. Two complementary visualizations were produced: (i) a 2Ö2 grid of stacked-area plots
showing the monthly share of accounts in each �xed decile for each model Figure4-9, and (ii) a
PSI-over-time plot benchmarking each month's score distribution against the reference Figure4-10.
Following common industry practice, PSI values below 0.10 are typically interpreted as insigni�cant
shift, values between 0.10 and 0.25 as moderate shift, and values above 0.25 as signi�cant shift,
warranting immediate investigation.
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Figure 4-9 : Decile distribution of model scores by month with �xed reference-period bound-
aries (July 2016�December 2018).Created by the author .

The observed PSI values indicate that distributional drift was modest during the early monitoring
horizon (July 2016�September 2017), after which a clear in�ection was observed beginning on Oc-
tober 1, 2017. From that point forward, PSI increased steadily across all models into early 2018.
Peak PSI values by model were reached around January 2018�approximately 0.113 for the Baseline
model, 0.115 for the Weighted model, 0.086 for the Undersampled model, and 0.066 for the XGBoost
model�indicating a broad-based shift relative to the reference period. Following this peak, PSI ap-
peared to stabilize through July 2018; however, a renewed upward tendency was then observed,
suggesting a potential risk of crossing the 0.10 threshold associated with moderate-shift. Such a
pattern would warrant an alert and a targeted review of potential drivers, including variable-level
stability by model, changes in origination or risk policies, data capture or vendor modi�cations,
channel mix shifts, and macroeconomic developments.

The stacked-area decile compositions visually corroborate the same escalation beginning in October
2017. Because decile boundaries were �xed from the reference period, the persistent, multi-month
reallocation of mass across deciles observed after that date re�ects genuine redistribution in the
score pro�les rather than re-binning artifacts. The pattern is consistent with a gradual shift in the
underlying portfolio and aligns with the rising PSI trajectory through early 2018, followed by a pe-
riod of relative stability and then a mild re-accumulation in mid-to-late 2018. The intensity of these
reallocations appears most pronounced for the Baseline and Weighted models and comparatively
muted for XGBoost, in line with the relative PSI magnitudes.



104 4 Validation Methodology for Credit Scoring Models

Figure 4-10 : Population Stability Index (PSI) of model scores (July 2016�December 2018).
Created by the author .

In summary, a change in population stability was observed beginning on October 1, 2017, with PSI
rising into early 2018 and peaking at levels consistent with moderate drift for some models, followed
by a temporary stabilization and a renewed upward tendency by mid-2018. These dynamics, cor-
roborated by the �xed-decile stacked-area plots, indicate that the portfolio evolved materially after
late 2017. Routine monitoring is recommended, with investigation triggered when PSI exceeds 0.25
or remains above 0.10 across multiple months, and with joint consideration of calibration metrics
(e.g., Brier Score, O/E ratio, ECE) to determine whether recalibration or model redevelopment
should be prioritized.

4.2.4 Synthesized Performance Monitoring Validations

To conclude, a tabular summary is presented with the key evidence on discriminatory performance,
calibration, and population stability for the four approaches (Baseline, Weighted, Undersampled,
XGBoost). For discrimination (AUC, KS) and calibration metrics, as mentioned in the introduction
of this section, the results were computed using data up to Jun-2018, the point at which the portfolio
exhibited su�cient maturity; beyond this date, the number of loans with an observed target was
limited, so the window was restricted accordingly. In contrast, population stability (PSI) was
evaluated over the full Jul-2016�Dec-2018 period, as the objective was to assess score stability at
the portfolio level irrespective of target realization. This snapshot is intended to complement the
time series and to serve as an executive reference for operational monitoring and decision-making.
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Discrimination summary by model (AUC, KS)

Model AUC min AUC max AUC � start ! end KS min KS max KS � start ! end

Baseline 0.652 0.690 -0.6% 0.221 0.277 +2.4%
Weighted 0.651 0.690 -0.7% 0.220 0.276 +3.2%
Undersampled 0.655 0.689 -0.7% 0.233 0.274 +0.3%
XGBoost 0.681 0.709 +2.3% 0.261 0.304 +9.8%

Notes: � is relative change from Jul-2016 to Jun-2018. Higher AUC/KS is better.

Table 4-3 : Calibration summary by model (Brier Score, O/E ratio, ECE)

Model Brier min Brier � start ! end O/E start O/E end ECE min ECE end

Baseline 0.129 -29.5% 1.217 0.872 0.015 0.025
Weighted 0.129 -29.4% 1.218 0.873 0.016 0.025
Undersampled 0.129 -29.4% 1.224 0.856 0.014 0.027
XGBoost 0.125 -30.1% 1.193 0.826 0.007 0.034

Notes: Lower is better for Brier and ECE; O/E closer to 1 is better. Start = Jul-2016; End = Jun-2018.

Table 4-4 : Population stability by model (PSI)

Model End PSI Max PSI Max PSI band

Baseline 0.100 0.113 Monitor (0.10�0.25)
Weighted 0.102 0.115 Monitor (0.10�0.25)
Undersampled 0.083 0.086 Stable (<0.10)
XGBoost 0.056 0.066 Stable (<0.10)

PSI bands: <0.10 Stable; 0.10�0.25 Monitor; >0.25 Investigate. Observed PSI never exceeded 0.25.

From the evaluation window results, superior discrimination was achieved by XGBoost (peak AUC
� 0.709 and KS� 0.304 around Apr-2018), while the logistic variants were observed to perform
similarly at slightly lower levels. Calibration was strengthened through Jun-2018, as both Brier and
ECE declined and O/E shifted from > 1 to < 1, indicating that light periodic recalibration remains
advisable. Population stability was maintained within acceptable bounds, with PSI remaining below
0.25 throughout�Baseline and Weighted brie�y entering the Monitor band ( � 0.11 in Jan-2018),
whereas Undersampled and XGBoost consistently remained in the Stable band. On this basis, the
following alert thresholds and associated control actions are proposed to operationalize ongoing
monitoring and support timely decision-making.

Proposed alert (control) thresholds:

ˆ AUC: drop > 0.025 vs. historical average.

ˆ KS: drop > 0.04 vs. historical average.

ˆ O/E: absolute m/m change > 0.10 or sustained deviation ofjO/E � 1:0j > 0:15.
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ˆ Brier Score: increase > 0.01 vs. 3-month moving average.

ˆ PSI: > 0.25 (immediate investigation) or > 0.10 for several consecutive months.

Implications and recommended actions when alerts trigger:

ˆ Drift diagnosis: variable-level PSI/IV (Information Value), channel/source/product mix, co-
horts; data quality checks and vendor change review.

ˆ Recalibration: Platt/Isotonic by cohort or segment; update cut-o�s and perform backtesting.

ˆ Model: champion�challenger setup with periodic retraining (prioritizing XGBoost) and shadow
deployment before production.

ˆ Operations and governance: control bands, automated alerts, and communication to the risk
committee; potential temporary policy adjustments.

Monitoring implementation: Monthly performance is monitored through rolling windows and
dashboards that integrate AUC/KS, Brier�O/E�ECE, PSI, and �xed-decile compositions, seg-
mented by channel, product, and source. The period from Jul-2016 to Dec-2018 provides evidence
across di�erent macroeconomic and portfolio regimes. It is recommended that parameters and
thresholds be updated using recent data, and that the ECE spike observed in XGBoost during
May�Jun 2018 be speci�cally analyzed.

4.3 Model interpetability Framework

In credit risk modeling, interpretability is not only a regulatory requirement 2.2.2 but also a key
factor in customer relationship management. As �nancial institutions increasingly adopt complex
machine learning models, the need for transparent and explainable outcomes has become essential.
This chapter examines how interpretability techniques can be applied to provide meaningful expla-
nations for credit decisions, supporting both internal validation and client communication.

Two complementary frameworks, SHAP 2.4.3 (SHapley Additive exPlanations) and LIME 2.4.3
(Local Interpretable Model-agnostic Explanations), are used to translate the outputs of machine
learning models into actionable insights. These methods make it possible to identify the speci�c
factors driving approval or rejection, thereby improving transparency in the credit decisioning pro-
cess.

Additionally, client pro�ling is conducted by comparing the highest and lowest risk deciles. This
analysis highlights the demographic, �nancial, and behavioral di�erences between segments, o�ering
insights into the key drivers of creditworthiness within the portfolio. Overall, the methodologies
presented serve a dual purpose: validating that models rely on defensible criteria, and enabling
institutions to provide clear and consistent explanations to clients. This approach ensures regulatory
compliance while fostering trust through greater transparency in algorithmic decision-making.
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4.3.1 From Black Box to Transparency: Explaining Individual Credit
Decisions

Within the broader context of model interpretability, this section focuses speci�cally on the com-
parative evaluation of LIME and SHAP methodologies when applied to individual credit decisions.
While both techniques aim to provide local explanations, they di�er fundamentally in their ap-
proach: LIME approximates the complex model locally with a simpler, interpretable model, whereas
SHAP allocates feature contributions based on coalitional game theory principles.

The analysis presented here examines how these methodologies perform when explaining decisions
made on Weight of Evidence (WoE) transformed features, which are commonly used in credit risk
modeling. Several key aspects are evaluated:

ˆ Alignment between global feature importance and local explanations.

ˆ Comprehensibility of explanations for non-technical stakeholders.

Through quantitative metrics and visual representations, the relative strengths and limitations of
each approach are assessed. Particular attention is paid to how these explanations can be e�ectively
operationalized in a customer service context, where credit analysts and relationship managers must
communicate decision rationales to clients in clear, concise terms.

The �ndings from this comparative analysis contribute to the development of a robust interpretabil-
ity framework that can be integrated into existing credit decisioning work�ows, enabling �nancial
institutions to provide transparent yet technically sound explanations for individual credit outcomes.

Global Feature Importance

Building upon the theoretical foundations of SHAP and LIME discussed in previous sections 2.4.3,
this analysis focuses on their practical application for determining global feature importance in the
credit risk model.

For the global feature importance analysis, two distinct methodologies were employed:

ˆ For SHAP, the standard approach of averaging absolute SHAP values across the dataset was
utilized. This established method provides a robust measure of each feature's overall impact
on model predictions.

ˆ For LIME, which is primarily designed for local explanations, a novel aggregation approach
was implemented. The methodology involves:

� Random sampling of instances from the dataset.

� Generation of local LIME explanations for each sampled instance.

� Aggregation of absolute importance values across all explanations.

� Normalization of the aggregated scores.
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This approach was implemented through a custom function that processes multiple local
LIME explanations and combines them into a coherent global measure. The code e�ciently
handles the extraction of feature names from LIME's output format and ensures proper
aggregation of importance scores.

Figure 4-11 : Global Model Interpretation using a SHAP Summary Plot and Aggregated
LIME Explanations. Created by the author .

When comparing the global feature importance results from SHAP and LIME, both methods consis-
tently highlight loan-to-income ratio, FICO range high, and accounts opened in the past 24 months
among the top features, reinforcing their relevance in the credit risk model.

Despite the overall consistency, some important di�erences are observed in the results. While LIME
ranks loan amount as the most important feature, SHAP places loan-to-income-ratio at the top. This
discrepancy may be attributed to the di�erent mathematical foundations of each method�SHAP's
game-theoretic approach versus LIME's local linear approximations. The distribution of importance
scores appears more concentrated in the LIME analysis, with the top feature having a value of 0.12,
whereas SHAP shows a wider range with the top feature at 0.25 and a substantialSum of 14 other
features category at 0.64.

From a credit risk assessment perspective, these results highlight the critical role of �nancial capacity
indicators (loan-to-income ratio, loan amount), creditworthiness history (FICO score), and recent
credit-seeking behavior (accounts opened recently) in determining loan outcomes. The prominence
of loan amount in the LIME analysis suggests that the absolute size of the requested loan plays
a particularly important role in the model's local decision boundaries, while SHAP's emphasis on
loan-to-income ratio indicates that the relative �nancial burden is more signi�cant from a global
perspective.

The di�erences between SHAP and LIME highlight the value of using multiple interpretability
methods. SHAP provides a consistent, theory-based view of feature importance, while LIME re-
veals localized patterns in speci�c regions of the feature space. Together, they strengthen con�dence
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in the key variables identi�ed and show how di�erent methods assess feature contributions. Since
the model was built with Weight of Evidence (WoE) transformations, examining the distribution
of WoE variables is essential to understand their impact on predictions. Features consistently iden-
ti�ed by both methods: loan-to-income ratio, FICO range high, accounts opened in the past 24
months, and loan amount�are particularly important. Visualizing their WoE distributions clari�es
how the model interprets di�erent value ranges, adding context to SHAP and LIME explanations.

The following sections connect the model's global trends with individual case analyses, demon-
strating how the most in�uential features shape speci�c credit decisions. In this context, Weight
of Evidence (WoE) distributions provide a crucial bridge between global explanations (the general
"why") and local ones (the "why" for this speci�c case), creating a much more robust interpretabil-
ity framework.

To interpret the results from LIME and SHAP, Figure 4-16 should be used as a risk map. By
identifying the value of a key feature in a LIME or SHAP plot, that same value is located on
the WoE plot to observe its direct relationship with the event rate�in other words, the historical
concentration of clients who defaulted on their loan. This process contextualizes the individual
prediction within the general risk behavior learned by the model.

Rejected client:

Through an analysis of the case using LIME and SHAP techniques, the model's prediction can be
interpreted and the reasons behind a customer's rejection can be understood. From the SHAP plot,
Figure 4-12, it is seen that the �nal prediction value (f(x)) is 1.96; when this is compared to the
base value of 0.01, a high probability of being classi�ed as a rejection case is indicated.

This view is, in turn, complemented by the LIME analysis, Figure 4-13, where it is shown that the
prediction has an 88% probability of being bad, while the probability of being good is only 12%.
The model's rejection prediction is corroborated by this result.

Figure 4-12 : SHAP Force Plot Explaining the High-Risk Score of a Rejected Client.Cre-
ated by the author .

The rejection decision was most in�uenced by the following variables, which are represented by the
orange bars in the LIME plot and by the red arrows in the SHAP plot.

ˆ acc_open_past_24mths(Accounts Opened in the Last 24 Months): A high number of recently
opened credit accounts increased the perceived risk. The client's WoE value of -0.57 places
them in the highest-risk category for this variable.
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ˆ loan_to_income_ratio : This variable negatively in�uenced the prediction, as a high loan-
to-income ratio is a signi�cant risk factor. The client's WoE value for this feature is -0.57,
which also corresponds to the highest-risk group.

ˆ dti (Debt-to-Income Ratio): The customer's high debt-to-income ratio was a major con-
tributor to the negative prediction. Their WoE value of -0.53 for this variable falls into the
highest-risk category according to the WoE plot.

ˆ fico_range_high (Credit Score): A low credit score also contributed to the rejection predic-
tion. In this case, the client's WoE value of -0.38 is in a high-risk category.

Figure 4-13 : LIME Plot Explaining the High-Risk Score of a Rejected Client.Created
by the author .

On the other hand, the rejection decision was attempted to be mitigated by the following variables,
which are represented by the blue bars in the LIME plot and by the blue arrows in the SHAP plot.

ˆ bc_open_to_buy(Available Credit Limit on Credit Cards): This variable signi�cantly reduced
the perceived risk, as a high available credit limit is a positive factor. For this client, the WoE
value is 0.18, which places them in a low-risk category associated with a 16% default rate.

ˆ mths_since_recent_inq (Months Since Last Credit Inquiry): A long period since the last
credit inquiry positively in�uenced the prediction, suggesting lower risk. The client's WoE
value is 0.13, which places them in the second lowest-risk segment for this variable.

Approved Client:

The same methodology is used to understand customer approvals. In this case, looking at the SHAP
plot, Figure 4-14, we see that the �nal prediction value (f(x)) is -2.83. Being signi�cantly lower than
the model's base value (0.0102), this value indicates a very low probability of default, resulting in
an approved classi�cation. The LIME analysis, Figure 4-15, corroborates this conclusion, showing
that the model assigns a 94% probability of the client being 'good' and only a 6% probability of
being 'bad'.
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